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Engineering Complexity Rubric 

A ten-dimension scoring framework for the worldwide database of high-
speed rail projects 

 

M e t h o d o l o g y  b r i e f  
This brief defines a ten-dimension rubric for classifying the engineering complexity of high-
speed rail corridors. Each dimension is defined against five descriptor levels (Minimal, Low, 
Moderate, High, Extreme) and carries a weight reflecting its typical role in capital-cost 
dispersion; weights sum to 100. Dimensions are scored on a granular integer scale from 1 to 
their weight. Two composite indices are reported: a Peak Severity index, which captures 
engineering capability at the most demanding locations; and an Exposure-Adjusted index, 
which scales each dimension by the fraction of corridor length at which the peak severity is 
present. Both composites are scored out of 100 and placed into one of four complexity 
categories. The rubric is designed for evidence-based application across the worldwide HSR 
database maintained by the Initiative, to support reference-class forecasting and cross-project 
benchmarking. 
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1. Purpose and scope 

The worldwide database of high-speed rail corridors maintained by the Initiative compiles 
capital cost, ridership, journey time, and operational performance data across more than forty 
commissioned or under-construction projects. Meaningful comparison across this database 
requires an explicit framework for engineering complexity: corridors that differ in length, 
climate, geology, and network context are not directly comparable on a dollars-per-kilometre 
basis, yet unadjusted comparisons are routinely used in business cases to justify cost estimates. 
This rubric provides a reproducible method for positioning any corridor on an engineering 
complexity spectrum, independent of its cost or ridership outcomes. The primary uses are: 

•  Reference-class construction: identifying projects whose engineering complexity is 
genuinely comparable to a proposed corridor, so that cost and schedule forecasts are 
grounded in relevant precedent rather than headline numbers. 
•  Risk stratification: surfacing the dimensions on which a corridor differs materially from its 
nominated reference class, so that residual risk can be costed and scheduled explicitly. 
•  Benchmarking: comparing proposed corridors against historical outcomes in the same 
complexity band, to test whether stated cost, schedule, and performance assumptions are 
plausible. 

The rubric is not a substitute for detailed engineering assessment. It is a classification 
instrument, to be applied at desk-study level from publicly available information, and refined as 
project documentation becomes available. 

2. Structure of the rubric 

The rubric comprises ten dimensions, each scored on a five-point scale. The dimensions are 
grouped into four natural clusters: 

Ground and climate 
Dimensions 1–4 address the physical environment the corridor must cross: subgrade and soil 
conditions, bedrock and excavation, hydrology and hydrogeology, and climatic regime. These 
dimensions are largely fixed by geography and cannot be engineered away. 

Geometry and hazard 
Dimensions 5–6 address the interaction between the alignment and the terrain: topographic 
relief and alignment geometry, and seismic and geohazard exposure. These dimensions reflect 
both what the landscape requires and what the chosen design speed permits. 

Environment and community 
Dimensions 7–8 address the environmental, heritage, and rights-based constraints the corridor 
encounters: ecological and protected-area footprint, and heritage, archaeological, and 
Indigenous-rights constraints. 
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Delivery and integration 
Dimensions 9–10 address the corridor as an infrastructure project: corridor integration and 
land acquisition (the right-of-way question), and urban engineering content (the engineering 
burden imposed by urban segments). 

Each dimension is independent. A corridor may score low on ground conditions but high on 
ecological constraints, or low on climate but high on seismic exposure. The composite score 
captures the cumulative engineering burden; the dimension profile identifies where that burden 
concentrates. 

3. Scoring scale and composite 

Each dimension is defined against five descriptor levels: 

Minimal  — routine, well within established practice 
Low  — standard engineering with limited attention required 
Moderate  — established mitigation approaches apply 
High  — non-routine engineering, elevated risk and cost dispersion 
Extreme  — frontier engineering, few or no directly comparable precedents 

Dimension weights 
Not all dimensions exert equal influence on capital cost and schedule risk. The weighted rubric 
assigns each dimension a maximum contribution reflecting the magnitude of its typical cost 
impact across the reference class. Weights sum to 100, so the composite is read directly as a 
score out of 100. 

# Dimension Weight 

D1 Subgrade and soil conditions 10 

D2 Bedrock and excavation character 15 

D3 Hydrological and hydrogeological setting 10 

D4 Climatic regime 15 

D5 Topographic relief and alignment geometry 15 

D6 Seismic and geohazard exposure 5 

D7 Ecological and protected-area footprint 5 

D8 Heritage, archaeological, and Indigenous-rights constraints 5 
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# Dimension Weight 

D9 Corridor integration and land acquisition 5 

D10 Urban engineering content 15 

 T O T A L  100 

  
The four cost-dominant dimensions each carry a weight of 15: Bedrock and excavation 
character, Climatic regime, Topographic relief, and Urban engineering content. Subgrade and 
Hydrology carry 10 each. The remaining four dimensions — Seismic and geohazard exposure, 
Ecological footprint, Heritage and Indigenous-rights constraints, and Corridor integration and 
land acquisition — each carry 5. 

Granular scoring 
Each dimension is scored as an integer on a scale from 1 to its weight. A dimension with weight 
15 is scored 1–15; a dimension with weight 10 is scored 1–10; a dimension with weight 5 is 
scored 1–5. The integer score is the dimension's direct contribution to the composite; the 
composite is the sum of the ten contributions and ranges from 10 (all dimensions minimal) to 
100 (all dimensions extreme). 
Descriptor levels map proportionally onto the granular scale. On a weight-15 dimension, 
Minimal corresponds to 3, Low to 6, Moderate to 9, High to 12, and Extreme to 15; on a weight-
10 dimension, the mapping is 2, 4, 6, 8, 10; on a weight-5 dimension, 1, 2, 3, 4, 5. Intermediate 
integer scores record cases where corridor conditions straddle two descriptor levels. For 
example, a bedrock dimension with documented karst plus a shield–sedimentary boundary 
crossing but without full Extreme-scale tunnelling requirements may be scored 13 (above High, 
below Extreme) rather than being forced to the coarser 12 or 15. 
The composite is binned into four categories: 

Score band Category Interpretation 

20 – 40 Low Routine engineering within established international practice. 
Capital cost and schedule estimable with reference-class 
precedent. 

41 – 60 Moderate Standard HSR engineering with discrete challenges requiring 
design attention. Typical of most commissioned European and 
East Asian HSR lines on favourable corridors. 
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Score band Category Interpretation 

61 – 80 High Multiple dimensions at elevated complexity. Capital cost 
dispersion wide; reference-class forecasting essential. Risk of 
significant cost and schedule overrun absent strong governance. 

81 – 100 Extreme Frontier engineering on several dimensions simultaneously. Few 
or no directly comparable precedents. Risk register dominated by 
interaction effects between dimensions; independent peer review 
and reference-class forecasting are mandatory. 

  
Weighting rationale. The weights reflect the empirical role of each dimension in capital-cost dispersion 
across the worldwide HSR reference class. Bedrock, climate, topography, and urban engineering are the 
dimensions on which observed cost outcomes vary most strongly. Any alternative weighting scheme is 
permissible in applications where the weighting above does not match the policy question at hand, 
provided the alternative weights are declared at the point of application, sum to 100, and are applied 
consistently across all corridors in the comparison. 

Peak Severity and Exposure-Adjusted indices 
For most corridors, the engineering conditions captured by a dimension are not uniformly 
distributed along the alignment. Subgrade sensitivity may be present across 70% of corridor 
length; a hard-rock shield crossing may occupy only 5%; urban engineering content may appear 
only at terminal approaches. The rubric supports two complementary indices to reflect this: 
The Peak Severity composite is the sum of the granular dimension scores. It treats each 
dimension as fully present when the peak severity appears anywhere on the alignment. This 
index characterises the engineering capability the corridor must provide at its most demanding 
locations — the capability-for-the-worst-segment reading. 
The Exposure-Adjusted composite scales each dimension's contribution by the fraction of 
corridor length at which the peak severity is present. It characterises the aggregate engineering 
burden distributed across the whole corridor. The contribution formula for each dimension is: 

contributionᵢ = granularᵢ × [ α + (1 − α) × exposureᵢ ] 
where i indexes the ten dimensions, granularᵢ is the integer score on the weighted scale (1 to 
weight), exposureᵢ is the fraction of corridor length at or near peak severity (0.0 to 1.0), and α is 
the design-severity parameter. The default value is α = 0.75, which preserves peak-severity 
dominance while allowing exposure fraction to modify the contribution downward where 
severity is localised. At α = 1.0 the Exposure-Adjusted composite equals the Peak Severity 
composite; at α = 0 it becomes a pure length-weighted index. 
Both indices should be reported when exposure fractions are known with reasonable precision. 
The two indices answer different questions and are not substitutes: a corridor with high Peak 
Severity but low Exposure-Adjusted score has concentrated complexity; a corridor with high 
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scores on both has distributed complexity. Capital-cost and schedule forecasting both indices 
have their uses; the design-capability case for peer review and reference-class forecasting is 
driven by Peak Severity, while the corridor-scale cost envelope is informed by the Exposure-
Adjusted composite. 
When exposure fractions cannot be estimated from available evidence, the Peak Severity 
composite alone should be reported, with an explicit note that exposure adjustment has not 
been performed. 

4. The ten dimensions 

Each dimension below is defined by its scope, the evidence sources typically consulted for 
scoring, and five explicit level descriptors. Scoring should cite specific evidence and record the 
rater's judgement where descriptors straddle a corridor's actual conditions. 

Dimension 1. Subgrade and soil conditions 
Engineering behaviour of the soils supporting the track structure, including sensitivity, 
compressibility, liquefaction potential, and long-term settlement characteristics. This dimension 
captures the subgrade the corridor must cross, irrespective of bedrock. 
Evidence sources. Regional surficial-geology mapping; published geotechnical investigations; soil-
sensitivity indices (St); organic-deposit inventories; liquefaction-susceptibility maps. 

1 Minimal 
Uniformly stable granular or residual soils on competent bedrock. Bearing 
capacity exceeds requirements with minimal preparation. Settlement 
predictable and within tolerances using standard compaction. 

2 Low 
Predominantly competent soils with localised zones of moderate 
compressibility. Conventional preloading, surcharge, or light stabilisation 
adequate. No quick or sensitive clays present along alignment. 

3 Moderate 
Mixed conditions including normally-consolidated clays, silts, and organic 
pockets requiring targeted ground improvement (stone columns, wick drains, 
cement stabilisation) across a minority of the corridor. 

4 High 
Significant reaches of soft or sensitive clay (10–30% of corridor), peat deposits, 
or liquefiable soils requiring extensive ground improvement, deep soil mixing, 
or piled transition structures. Long-term settlement a primary design driver. 

5 Extreme 

Extensive quick or highly sensitive clays (St > 8), thick peat sequences, or deep 
liquefiable deposits across more than 30% of the corridor. Examples include 
Champlain Sea (Leda) clays, Scandinavian quick clays, or liquefiable alluvium in 
seismic zones. Subgrade treatment may dominate capital cost and construction 
schedule. 
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Dimension 2. Bedrock and excavation character 
Rock-mass behaviour in cuttings, tunnels, and foundation excavations. Includes lithology, 
weathering, structural discontinuities, and the presence of karst or fault systems that govern 
excavation method and support requirements. 
Evidence sources. Bedrock geology maps; rock-quality designation (RQD) data; karst inventories; fault and 
shear-zone mapping; regional tunnelling precedents. 

1 Minimal 
No rock excavation required, or thin competent sedimentary cover removed by 
conventional means. Foundations bear on soil. 

2 Low 
Limited rock excavation in competent, uniform sedimentary or igneous rock. No 
karst, no major fault zones. Standard drill-and-blast or mechanical methods 
sufficient. 

3 Moderate 
Mixed-face conditions across a moderate fraction of the corridor. Some 
weathered rock, minor fault zones, or discrete tunnel segments through 
competent rock requiring routine support. 

4 High 

Substantial rock excavation, long hard-rock tunnels, or corridors crossing the 
boundary between distinct geological provinces (e.g., sedimentary basin / 
crystalline shield). Discrete karst features or major fault zones requiring 
grouting, probing, or realignment. 

5 Extreme 

Extensive karst terrain with documented sinkhole activity and cavernous 
aquifers; long hard-rock tunnels through highly variable shield or fold-belt rock; 
corridors that must traverse active-fault structures or extreme rock-stress 
environments. Ground-risk a dominant cost and programme driver. 

  

Dimension 3. Hydrological and hydrogeological setting 
Surface-water and groundwater conditions along the corridor, including major crossings, 
wetland traversal, aquifer sensitivity, and dewatering demands during construction and 
operation. 
Evidence sources. Watershed maps; wetland inventories (provincial, Ramsar); aquifer vulnerability 
mapping; sole-source aquifer designations; Ministry or Agency flood-plain mapping. 

1 Minimal 
Arid or well-drained terrain with no significant watercourse crossings. No 
wetlands. Groundwater deep and not a construction consideration. 

2 Low 
Small-stream crossings only. Minor wetland fringes. Groundwater present but 
manageable with conventional dewatering. No protected aquifers. 
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3 Moderate 
Multiple stream crossings and moderate wetland traversal. Shallow 
groundwater requiring planned dewatering. Corridor passes through recharge 
areas but not designated source-water zones. 

4 High 
Several major river crossings, substantial wetland complexes, shallow regional 
aquifer under the alignment, or proximity to protected watersheds. Hydrological 
modelling and dewatering management a significant design task. 

5 Extreme 

Multiple major river crossings combined with karst or sole-source aquifers; 
extensive wetlands of international significance; corridor traversing multiple 
watersheds with sensitive drinking-water supplies. Hydrogeological protection 
measures integral to alignment and construction methods. 

  

Dimension 4. Climatic regime 
Thermal, precipitation, and loading conditions that govern structural, track, and overhead-line 
design. Continental and cold-climate corridors face exposure regimes that maritime and 
subtropical corridors do not. 
Evidence sources. Environment and Climate Change Canada (or national equivalent) climate normals; 
freeze-thaw cycle counts; design snow and ice loading standards; historical temperature extremes. 

1 Minimal 
Temperate maritime or subtropical. Annual temperature range below 25°C. 
Negligible freeze-thaw. No design snow or ice loading. 

2 Low 
Temperate continental. Annual range 25–45°C. Limited freeze-thaw cycles. 
Modest snow loading within standard European or US norms. 

3 Moderate 
Cold-temperate. Annual range 45–60°C. Regular freeze-thaw (30–80 
cycles/year). Design snow loading and ice accretion significant but within 
established precedent. 

4 High 
Continental cold. Annual range 60–75°C. More than 80 freeze-thaw cycles/year. 
Deep frost penetration (>1.5 m). Substantial ice and snow loading on overhead 
contact system and structures. 

5 Extreme 

Severe continental. Annual range above 75°C, sustained temperatures below 
−30°C, more than 100 freeze-thaw cycles/year, and frost penetration exceeding 
2 m. Thermal cycling governs rail and catenary design. Few operational 
precedents globally; Harbin–Dalian is the principal case study. 
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Dimension 5. Topographic relief and alignment geometry 
Vertical and horizontal constraints imposed on the alignment by terrain. Captured through 
tunnel and viaduct percentages, ruling gradient, and whether the corridor can achieve the 
curvature required by the nominated design speed without compromise. 
Evidence sources. Digital elevation models; published alignment drawings and profile diagrams; tunnel 
and bridge inventories. 

1 Minimal 
Level plain or gently rolling terrain. Fewer than 5% tunnel and viaduct 
combined. Gradients below 1%. Geometry achievable at nominated design speed 
with comfortable margins. 

2 Low 
Rolling terrain with occasional river valleys. 5–15% tunnel and viaduct. 
Gradients up to 1.5%. Minor curvature compromises at design speed. 

3 Moderate 
Moderate relief including foothills or escarpments. 15–25% tunnel and viaduct. 
Gradients up to 2%. Some segments require speed reductions. 

4 High 
Substantial relief, including rising terrain or crossing of highland provinces. 25–
40% tunnel and viaduct. Gradients up to 2.5–3%. Achievable design speed 
constrained by geometry on multiple segments. 

5 Extreme 
Mountain crossings, deeply incised valleys, or fold-belt traversal. More than 
40% tunnel and viaduct. Ruling gradients above 3%. Corridor requires sustained 
deviation from straight-line alignment; design speed strongly geometry-limited. 

  

Dimension 6. Seismic and geohazard exposure 
Earthquake ground motion, active-fault proximity, landslide and slope-stability hazards, karst 
subsidence, and permafrost degradation hazards that govern structural design and risk to 
operations. 
Evidence sources. National seismic hazard maps (PGA, 475-year return period); active-fault databases; 
landslide inventories; permafrost maps; karst subsidence records. 

1 Minimal 
Stable cratonic interior. PGA < 0.05 g. No active faults within tens of kilometres. 
Negligible landslide or subsidence hazard. 

2 Low 
Low-seismicity interior. PGA 0.05–0.10 g. No active-fault crossings. Isolated 
slope-stability issues at scale of individual cuttings. 

3 Moderate 
Moderate seismicity. PGA 0.10–0.20 g, no active-fault crossings on the direct 
alignment, or limited discrete geohazards (sensitive clay slopes, minor karst, 
isolated landslide terrain) requiring specific mitigation. 
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4 High 
Active-margin setting. PGA 0.20–0.40 g, one or more known fault crossings, or 
significant exposure to landslide, karst subsidence, or permafrost degradation 
along extended reaches. 

5 Extreme 

High-seismicity margin (PGA > 0.40 g) with multiple active-fault crossings; or 
extensive permafrost requiring cold-climate geotechnical design; or pervasive 
landslide and karst subsidence risk. Geohazard design a dominant engineering 
and cost driver. Japan, Taiwan, California and Harbin–Dalian occupy this tier. 

  

Dimension 7. Ecological and protected-area footprint 
Sensitivity of the natural environment traversed, captured through listed species, critical 
habitat, protected-area designations, and wetland or ecosystem significance. 
Evidence sources. Species-at-risk registries (SARA, IUCN, state equivalents); protected-area GIS layers; 
biosphere-reserve and Ramsar designations; critical-habitat orders. 

1 Minimal 
Previously disturbed or intensively managed land throughout. No listed species, 
no protected areas, no designated wetlands of significance. 

2 Low 
Primarily agricultural or second-growth corridor. Isolated habitat for common 
species. No critical habitat, no protected areas traversed. 

3 Moderate 
Mosaic landscape with habitat for several regionally listed species. Minor 
wetland crossings. Protected-area boundaries approached but not crossed. 

4 High 
Multiple federally or internationally listed species affected, including species 
with designated critical habitat. Corridor crosses or adjoins provincial or state 
protected areas. Substantial wetland complex traversed. 

5 Extreme 

Multiple species with legal critical-habitat designations; corridor crosses 
biosphere reserves, national parks, or equivalent; traverses wetlands of 
international significance or supports habitat for species whose range is already 
highly restricted. Ecological constraints integral to alignment selection. 
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Dimension 8. Heritage, archaeological, and Indigenous-rights constraints 
Cultural-heritage resources, archaeological potential, burial and cemetery sites, and Indigenous 
territorial rights, including treaty and title lands where free, prior and informed consent is 
required under UNDRIP or comparable frameworks. 
Evidence sources. Provincial and national heritage registers; archaeological potential mapping; cemetery 
inventories; treaty and title-territory boundaries; Indigenous consultation records. 

1 Minimal 
Previously disturbed corridor with no registered heritage sites. Archaeological 
potential assessed and cleared. No Indigenous territorial claims on the 
alignment. 

2 Low 
Limited heritage or archaeological sensitivity, addressable through standard 
assessment and mitigation. Indigenous consultation limited to notification 
where required by statute. 

3 Moderate 
Several registered heritage sites, moderate archaeological potential, or corridor 
crossing traditional territory requiring substantive consultation beyond 
statutory minima. 

4 High 
Substantial heritage footprint, including registered cemeteries, listed structures, 
or cultural landscapes. Corridor crosses treaty territory or land subject to 
unresolved claims, triggering formal consent processes. 

5 Extreme 

Dense heritage and archaeological resources, including burial sites requiring 
exhumation or in-situ protection; corridor crosses multiple Indigenous 
territories with unresolved title claims or consent requirements; risk of rights-
based legal challenge to the project as a whole. 
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Dimension 9. Corridor integration and land acquisition 
Degree to which the project uses existing transport corridors versus greenfield alignment, 
density and fragmentation of affected land, and scale of property acquisition or expropriation. 
Evidence sources. Cadastral mapping; existing rail and highway corridor inventories; expropriation records 
from comparable projects; land-use classification. 

1 Minimal 
Full use of existing rail corridor with compatible geometry. Negligible new 
acquisition; construction within existing right-of-way. 

2 Low 
Predominantly existing corridor with limited widening or short deviations. A 
few hundred property impacts, mostly partial takings. 

3 Moderate 
Mixed corridor with meaningful new greenfield segments. Several hundred to 
low thousands of property interests affected, including some full residential or 
farm takings. 

4 High 
Majority greenfield alignment through fragmented rural and exurban landscape. 
Thousands of property interests affected. Farm severance and access restoration 
substantial. 

5 Extreme 

Long greenfield alignment through densely settled rural and urban landscapes, 
or through actively farmed land with complex drainage, access, and tenure 
patterns. Tens of thousands of property interests; project timeline and cost 
dominated by land acquisition and expropriation. 
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Dimension 10. Urban engineering content 
Engineering complexity arising from urban segments of the corridor, including urban 
tunnelling, new-build or substantially rebuilt station construction, scale of utility relocation, and 
construction-logistics constraints from adjacent buildings, transport infrastructure, and high-
value property. Urban segments impose engineering and construction burdens of an order 
distinct from rural and exurban segments of the same alignment and warrant explicit scoring, 
separate from the corridor-reuse question captured in Dimension 9. 
Evidence sources. Corridor alignment drawings showing urban approach configurations; published station 
plans and urban transportation studies; urban tunnel length data; municipal utility and transportation 
network inventories; existing rail infrastructure inventories at termini. 

1 Minimal 
Corridor terminates at existing stations with no urban tunnelling or new station 
construction. All urban approaches use existing shared corridor with no 
modification beyond track and systems upgrades. 

2 Low 

Short urban approaches, under roughly 10 km total across the corridor, using 
predominantly existing rail corridor. Station reconstruction limited to platform 
extensions and basic infrastructure upgrades. Limited utility conflicts resolved 
through routine relocation. 

3 Moderate 

Urban approach segments requiring new at-grade or elevated construction on or 
adjacent to existing corridors. Station rebuilds within existing footprint at one 
or more termini. Localised utility conflicts requiring coordinated relocation but 
no system-level reconstruction. 

4 High 

Significant urban tunnelling or elevated viaduct on one or more approaches. 
New or substantially rebuilt stations at one or more urban termini. Major utility 
relocations including system-level conflicts. Construction-logistics constraints 
from adjacent buildings and transport infrastructure. Property acquisition 
includes mid-rise and heritage structures. 

5 Extreme 

Major new urban tunnelling through dense urban cores. New underground or 
multi-level stations in heritage urban districts. Extensive utility relocations with 
system-level reconstruction. Severe construction-logistics constraints from 
adjacent heritage buildings, metros, commuter rail, and major roads. Property 
acquisition in high-value urban density with complex heritage or commercial 
tenure. 
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5. Application guidance 

Evidence standards 
Scores should be supported by documented evidence: published geology maps, project design 
documents, environmental assessment registries, heritage inventories, and peer-reviewed 
literature. Where scoring straddles two descriptors, the higher score is assigned if any of the 
contributing conditions are present at a material scale along the alignment. 

Treatment of data gaps 
Where evidence is absent or insufficient to score a dimension, the score is recorded as "not yet 
assessed" and excluded from the composite, with the number of scored dimensions stated 
alongside the total. Composite totals derived from fewer than eight scored dimensions are not 
assigned to complexity bands. 

Length normalisation 
The rubric scores the character of the corridor, not its extent. A 50 km corridor crossing karst 
terrain scores the same on Dimension 2 as a 500 km corridor crossing the same terrain for the 
same proportion of its length. Length is tracked separately in the database and combined with 
the complexity score for cost and schedule forecasting. 

Rater protocol 
Each corridor is scored by a primary rater against documented evidence, then independently 
reviewed by a second rater. Discrepancies of more than one point on any dimension are resolved 
by evidence review, not averaging. The final score sheet records the evidence cited for each 
dimension, any dissent, and the date of the assessment. 

Revision triggers 
Scores are revised when new evidence becomes available (for example, when detailed 
geotechnical investigation is published), when the alignment is materially changed, or when the 
design-speed regime is altered. Version history is retained in the database alongside the current 
score. 
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6. Illustrative application 

The table below applies the rubric to thirteen reference corridors drawn from the worldwide 
database. The scores are based on publicly documented engineering characteristics and are 
provided to demonstrate how the rubric operates across diverse contexts; final database entries 
are subject to independent review and evidence citation per dimension. 
Note on the table. The per-dimension columns (D1–D10) show descriptor-level scores on the five-point 
scale (1 = Minimal to 5 = Extreme). The Total column is the weighted composite out of 100, computed as 
the sum of (descriptor-level ÷ 5) × dimension weight across the ten dimensions. Where evidence supports 
a granular refinement between adjacent descriptor levels (for example, 13/15 on a Bedrock dimension 
straddling High and Extreme), the granular integer is used directly in the composite; the illustrative 
scores below use proportional rescaling except where noted. 

Corridor D1 D2 D3 D4 D5 D6 D7 D8 D9 D10 Total Band 

TGV Sud-Est Paris–Lyon 
(France, 1981) 

2 2 2 2 3 2 2 2 3 2 44 Moderate 

Madrid–Sevilla AVE 
(Spain, 1992) 

2 3 2 2 3 2 2 2 3 3 50 Moderate 

Beijing–Shanghai HSR 
(China, 2011) 

3 2 3 3 2 3 2 2 4 4 56 Moderate 

Nürnberg–Ingolstadt 
(Germany, 2006) 

2 4 3 2 4 1 3 2 3 3 58 Moderate 

HS1 London–Channel 
Tunnel (UK, 2007) 

2 3 3 2 3 2 3 3 4 5 61 High 

Köln–Rhein/Main 
(Germany, 2002) 

2 4 2 2 5 1 3 2 3 4 62 High 

HS2 Phase 1 (UK, under 
construction) 

3 3 3 2 3 1 4 3 4 5 63 High 

Taipei–Kaohsiung THSR 
(Taiwan, 2007) 

3 3 3 2 4 5 3 3 4 3 63 High 

Ostlänken (Sweden, under 
construction) 

4 4 3 3 3 2 3 2 4 3 64 High 

Wendlingen–Ulm 
(Germany, 2022) 

3 5 2 2 5 1 2 2 3 4 66 High 
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Corridor D1 D2 D3 D4 D5 D6 D7 D8 D9 D10 Total Band 

Tokaido Shinkansen 
(Japan, 1964) 

3 3 3 2 4 5 3 3 4 4 66 High 

Harbin–Dalian HSR 
(China, 2012) 

4 3 3 5 3 3 3 2 4 3 68 High 

California HSR (under 
construction) 

4 4 3 3 4 5 4 3 4 4 75 High 

  
Reading the table. The table shows the descriptor-level scores for each dimension (1–5) and the weighted 
composite out of 100. No corridor in the illustrative set scores in the Extreme band (81–100) on its ten-
dimension weighted total. Corridors occupying the High band (61–80) generally combine severe exposure 
on two or three cost-dominant dimensions (seismic and climate for Harbin–Dalian; seismic and 
geotechnical for California HSR; topography and bedrock for Wendlingen–Ulm and Köln–Rhein/Main) 
with elevated but not extreme scores across the remaining dimensions. HS1 illustrates the distinct profile 
of an urban-engineering-dominant corridor: short in length, limited on ground and climate dimensions, 
but Level 5 on urban engineering content owing to central-London tunnelling and the St Pancras 
reconstruction. Ostlänken illustrates the sensitive-clay + shield-bedrock + continental-cold profile most 
directly comparable to the geotechnical and climatic setting of eastern Ontario. This pattern is 
informative: frontier-engineering projects are characterised less by uniform extremity than by the 
simultaneous presence of several high-complexity dimensions that interact in design, construction, and 
operations. 

7. Using the rubric with reference-class forecasting 

The rubric integrates directly with reference-class forecasting of capital cost and schedule. The 
procedure is: 

1.  Score the proposed corridor against the ten dimensions. 
2.  Identify database corridors within the same complexity band, then filter by profile 
similarity (for example, corridors with elevated scores on the same dimensions). 
3.  Extract capital cost, schedule, and ridership outcome distributions from the filtered 
reference class, normalised by length and for inflation. 
4.  Compare the proponent's forecast against the reference-class distribution. Forecasts in 
the lower tail relative to the reference class warrant explicit justification. 
5.  Where the proposed corridor exhibits dimensional extremes without database precedent, 
apply an uplift consistent with observed outcomes on the most complex dimension-matched 
comparators. 

This procedure addresses the principal failure mode of infrastructure forecasting identified in 
the Flyvbjerg reference-class literature: anchoring forecasts on favourable comparators while 
omitting the corridors whose complexity profile matches the proposed project. Explicit scoring 
against the ten dimensions makes the comparator-selection step auditable. 



A L T O  H S R  C I T I Z E N  R E S E A R C H  I N I T I A T I V E  H S R  E N G I N E E R I N G  C O M P L E X I T Y  R U B R I C  

citizenresearch.ca Methodology brief  •  v1.0 17 

8. Limitations 

Four limitations are inherent to any complexity rubric of this kind and are noted here for 
transparency. 
First, the rubric assumes linear aggregation across dimensions, whereas in practice complexity 
on several dimensions simultaneously can produce interaction effects larger than the sum of 
individual exposures. The composite score should be read alongside the dimension profile, not 
as a substitute for it. 
Second, some dimensions have long-tailed consequences that a five-point scale cannot fully 
capture. A score of 5 on seismic exposure encompasses a wide range of conditions from active-
margin interior sites to plate-boundary crossings; where such distinctions matter, dimension-
specific sub-rubrics are warranted. 
Third, the rubric does not score governance, procurement, or institutional-capacity factors that 
strongly influence delivery outcomes. These are assessed separately in the Initiative's 
governance assessment framework and should be combined with engineering complexity scores 
when forecasting project performance. 
Fourth, the illustrative application is a demonstration, not a reference publication. Final 
database entries are produced by evidence-reviewed scoring with citations per dimension and 
independent review; they are not interchangeable with the illustrative scores in this document. 
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CAPEX NOTE 2:  

ALTO Engineering Complexity Scorecard 

Application of the ten-dimension rubric to the proposed ALTO corridor 

 

 

C O M P O S I T E  S C O R E  

82 / 100 

E X T R E M E  
81–100 band  •  frontier engineering  •  few or no directly comparable precedents 

C o m p a n i o n  t o  t h e  H S R  E n g i n e e r i n g  C o m p l e x i t y  R u b r i c  v 1 . 0   •   A p r i l  2 0 2 6  
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Executive summary 

Applying the ten-dimension weighted Engineering Complexity Index to the proposed ALTO 
corridor yields a Peak Severity composite of 82 out of 100, placing the project in the Extreme 
complexity band (81–100). An Exposure-Adjusted composite of 73 out of 100 is also reported, 
which accounts for the fraction of corridor length at which each dimension's peak severity is 
present; this places the corridor in the upper High band (61–80), with sensitivity-upgrade 
scenarios reaching the Extreme threshold. The two indices answer different questions: Peak 
Severity characterises the engineering capability the corridor must provide at its most 
demanding locations; Exposure-Adjusted characterises the aggregate engineering burden across 
the whole corridor length. 
Five of ten dimensions carry weights of 10–15 reflecting their dominant role in capital-cost 
formation (bedrock and excavation, climate, topography, urban engineering, each at 15; 
subgrade and hydrology at 10). ALTO scores at or near the maximum on the subgrade 
dimension (10/10) and the ecological dimension (5/5), with evidence-supported granular scores 
of 13/15 on both bedrock and climate where conditions sit between the rubric's High and 
Extreme descriptor levels. 
The Peak Severity composite exceeds all thirteen reference corridors in the worldwide database, 
including California HSR (75), Harbin–Dalian HSR (68), Tokaido Shinkansen and 
Wendlingen–Ulm (66 each), Ostlänken (64), HS2 Phase 1 and Taipei–Kaohsiung THSR (63 
each). No corridor in the database at the comparable composite score has completed 
construction; ALTO therefore sits outside the range for which directly comparable delivery 
precedent exists. 
The dimensional profile is consistent with the rubric's definition of frontier engineering: 
multiple high-complexity dimensions interacting simultaneously. The interaction between 
subgrade (10/10, Champlain Sea sensitive clay) and geohazard exposure (4/5, clay-slope 
landslide history and Charlevoix seismic zone) is a particularly important coupling that neither 
linear composite captures: ground-improvement works in sensitive clay can themselves 
destabilise marginally stable slopes, a failure mode with Canadian precedent. 

Score summary 

# Dimension Score Level Driver 

1 Subgrade and soil conditions 10/10 Extreme Leda clay 

2 Bedrock and excavation character 13/15 High Shield/karst 

3 Hydrological and hydrogeological setting 9/10 High Rivers/karst 
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# Dimension Score Level Driver 

4 Climatic regime 13/15 High Cold climate 

5 Topographic relief and alignment geometry 10/15 Moderate Moderate relief 

6 Seismic and geohazard exposure 4/5 High Clay/seismic 

7 Ecological and protected-area footprint 5/5 Extreme SAR/biosphere 

8 Heritage, archaeological, and Indigenous-rights 
constraints 4/5 

High Heritage/rights 

9 Corridor integration and land acquisition 5/5 Extreme Greenfield 

10 Urban engineering content 9/15 Moderate Urban termini 

 C O M P O S I T E  S C O R E  82 EXTREME 81–100 band 

  
Reading the table. Under the granular weighted scoring, three dimensions reach their maximum: D1 
Subgrade (10/10, Leda clay), D7 Ecological (5/5, SAR and biosphere reserve), and D9 Corridor integration 
(5/5, greenfield). Two dimensions score at granular "High-plus" levels between the descriptor's High and 
Extreme thresholds: D2 Bedrock (13/15, karst + Shield crossing) and D4 Climate (13/15, continental cold 
approaching Harbin–Dalian). D3 Hydrology scores at granular High-plus (9/10). D5 Topography and D10 
Urban engineering score in the Moderate band at 10/15 and 9/15 respectively. D6 Seismic and D8 
Heritage sit at High (4/5). This distribution is characteristic of the Extreme band: complexity is not 
attributable to any single factor but arises from the simultaneous presence of multiple elevated 
dimensions distributed across the ground, climate, environment, and land-acquisition clusters of the 
rubric. 

Exposure-adjusted complexity 

The Peak Severity composite of 82 reflects the engineering capability the corridor must provide 
at its most demanding locations. It treats a dimension as fully present when the peak severity 
appears anywhere on the alignment. For a corridor with heterogeneous exposure — such as 
ALTO, where Leda clay occupies a majority of corridor length but Frontenac Arch hard-rock 
crossings are concentrated in roughly 40 km and urban engineering content is confined to four 
metropolitan termini — a complementary index is useful. The Exposure-Adjusted composite 
scales each dimension's contribution by the fraction of corridor length at which the peak severity 
is present, under a design-severity parameter α = 0.75 which preserves peak-severity dominance 
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while allowing exposure fraction to modify the contribution downward where severity is 
localised. 
The two indices answer different questions. The Peak Severity composite answers: how 
demanding is the engineering at the most difficult locations? The Exposure-Adjusted composite 
answers: what is the aggregate engineering burden distributed across the whole corridor? Both 
are reported because both are analytically relevant to capital-cost and schedule forecasting. 
The contribution formula is:  

contributionᵢ = granularᵢ × [ α + (1 − α) × exposureᵢ ] 
where i indexes the ten dimensions, granularᵢ is the integer score on the weighted scale (1 to 
weight), exposureᵢ is the fraction of corridor length at or near peak severity (0.0 to 1.0), and α = 
0.75 is the design-severity parameter. At α = 1.0 the Exposure-Adjusted composite equals the 
Peak Severity composite. At α = 0 the score would be pure length-weighted severity. 

# Dimension Peak Exposure Adj. Exposure rationale 

1 Subgrade and soil conditions 10/10 0.70 9.3 Champlain Sea sensitive 
clay across Ottawa & St. 
Lawrence lowlands plus 
much of southwestern 
Quebec 

2 Bedrock and excavation character 13/15 0.20 10.4 Frontenac Arch crossing 
~40 km + karst zones at 
Moira + Quebec rock 
segments 

3 Hydrological and hydrogeological 
setting 

9/10 0.80 8.5 Distributed watercourses, 
karst aquifer, wetland 
complexes throughout 

4 Climatic regime 13/15 1.00 13.0 Continental cold climate is 
uniform across the full 
corridor length 

5 Topographic relief and alignment 
geometry 

10/15 0.25 8.1 Frontenac Arch + 
escarpment approaches; 
rest is moderate-to-flat 
terrain 

6 Seismic and geohazard exposure 4/5 0.75 3.8 Western Quebec seismic 
zone covers most of 
corridor; Charlevoix 
concentrated 

7 Ecological and protected-area footprint 5/5 0.25 4.1 Napanee Limestone Plain, 
Moira Karst, Frontenac 



A L T O  H S R  C I T I Z E N  R E S E A R C H  I N I T I A T I V E  A L T O  E N G I N E E R I N G  C O M P L E X I T Y  S C O R E C A R D  

citizenresearch.ca Composite: 82  •  Extreme band 5 

# Dimension Peak Exposure Adj. Exposure rationale 

Arch Biosphere — specific 
sites 

8 Heritage, archaeological, and 
Indigenous-rights constraints 

4/5 0.80 3.8 Cemeteries plus Indigenous 
territories distributed along 
most of corridor 

9 Corridor integration and land 
acquisition 

5/5 0.85 4.8 Majority greenfield 
alignment; brief urban 
reuse at the four termini 

10 Urban engineering content 9/15 0.08 6.9 Four metro termini only; 
short segments of roughly 
20 km each 

 E X P O S U R E - A D J U S T E D  
C O M P O S I T E  

82 α = 0.75 73 HIGH band 

  
Interpretation. The Exposure-Adjusted composite of 73 places ALTO in the upper High band (61–80), nine 
points below the Peak Severity composite of 82 and seven points below the 81-point Extreme threshold. 
The gap between the two indices quantifies the degree to which ALTO's complexity is concentrated rather 
than uniformly distributed. Dimensions with the largest downward adjustment — D2 Bedrock (granular 
13, exposure 0.20, adjusted contribution 10.4), D10 Urban engineering (granular 9, exposure 0.08, 
adjusted 6.9), and D7 Ecological (granular 5, exposure 0.25, adjusted 3.9) — represent significant 
engineering burdens concentrated in specific corridor segments rather than distributed along the full 
alignment. The sensitivity-upgrade scenarios described below bring the Exposure-Adjusted composite to 
81, at the Extreme threshold. 

Dimension-by-dimension scoring 

Each dimension is scored against the rubric descriptors using evidence from the Initiative's 
technical, environmental, community-impact, and economic submissions, supplemented by 
publicly available geological, seismic, and species-at-risk data. Evidence sources are 
summarised for each dimension; a fully cited version with source references is maintained in the 
scoring worksheet. 

10/10 
E X T R E M E  

D1. Subgrade and soil conditions 
Evidence.  Corridor traverses extensive Champlain Sea sensitive marine clay (Leda clay) 
across the Ottawa and St. Lawrence lowlands through Eastern Ontario and southwestern 
Quebec. Historical quick-clay failures on record (Saint-Jean-Vianney 1971, Lemieux 
1993, Saint-Jude 2010) establish the class as among the most geotechnically hazardous 
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in North America, with sensitivities (Sₜ) exceeding 8 documented across large portions of 
the corridor footprint. 
Justification.  The rubric's Level 5 descriptor names Champlain Sea (Leda) clays explicitly 
as an exemplar of “extensive quick or highly sensitive clays.” The extent of these deposits 
along the corridor, combined with documented historical failure precedent, places 
subgrade treatment in the tier where it may dominate capital cost and construction 
schedule. 

  

13/15 
H I G H  

D2. Bedrock and excavation character 
Evidence.  Alignment crosses the Frontenac Arch, the Precambrian crystalline shield 
exposure forming the geological province boundary between the Canadian Shield and 
the sedimentary basin. Karst development documented at the Moira Karst site 
(cavernous bat hibernaculum) and across the Napanee Limestone Plain. Regional 
tunnelling precedent in hard shield rock is limited in Canada. 
Justification.  Corridor crossing of distinct geological provinces combined with 
documented karst features matches the Level 4 descriptor. An aggressive reading of the 
karst extent could support Level 5; Level 4 is adopted as the defensible conservative 
score pending corridor-specific geotechnical investigation publication. 

  

9/10 
H I G H  

D3. Hydrological and hydrogeological setting 
Evidence.  Corridor crosses multiple named watercourses in Eastern Ontario alone — 
including the Salmon River, the Napanee River, and the boundaries between the Rideau, 
Trent, and Cataraqui watersheds — and continues through further major crossings in 
Quebec. The Moira Karst system represents a karst aquifer directly within the alignment 
zone. Wetland complexes traversed throughout, including provincially significant 
wetlands in the Napanee and Frontenac Arch regions. 
Justification.  Multiple major river crossings, substantial wetland complexes, and karst 
aquifer exposure along the alignment match the Level 4 descriptor. Level 5 would 
require wetlands of documented international (Ramsar) significance, which has not 
been established for the corridor footprint; the Frontenac Arch UNESCO Biosphere 
Reserve is nonetheless traversed. 

  

13/15 
H I G H  

D4. Climatic regime 
Evidence.  Eastern Ontario annual temperature range approximately 60–65°C (historical 
extremes near −35°C to +35°C). Freeze–thaw cycles estimated at 80–100 per year. 
Design frost penetration of 1.5–1.8 m. The only directly comparable cold-climate HSR 
precedent worldwide is the Harbin–Dalian line (China, 2012), whose operational 
experience in severe cold is the subject of ongoing engineering study. 



A L T O  H S R  C I T I Z E N  R E S E A R C H  I N I T I A T I V E  A L T O  E N G I N E E R I N G  C O M P L E X I T Y  S C O R E C A R D  

citizenresearch.ca Composite: 82  •  Extreme band 7 

Justification.  Continental cold climate with deep frost penetration and high freeze–thaw 
frequency matches Level 4. Conditions approach but do not fully reach the Level 5 
Harbin–Dalian thresholds of sustained winter temperatures below −30°C and range 
above 75°C, though Quebec segments trend closer to the Level 5 boundary. 

  

10/15 
M O D E R A T E  

D5. Topographic relief and alignment geometry 
Evidence.  Corridor crosses the Frontenac Arch (relief of approximately 200 m over short 
distance), the Niagara Escarpment approach on the Toronto side, and several major 
river valleys. Predominantly moderate rolling terrain across Eastern Ontario and the St. 
Lawrence lowlands; Quebec portions present somewhat more relief approaching Quebec 
City. 
Justification.  Relief is sufficient to require engineered gradient and curvature solutions but 
does not approach mountain-crossing territory. Tunnel and viaduct proportion is 
expected to fall in the 15–25% band characteristic of Level 3 for a 300 km/h corridor of 
this length. This is the only dimension scoring below 4. 

  

4/5 
H I G H  

D6. Seismic and geohazard exposure 
Evidence.  Corridor passes through the Western Quebec Seismic Zone (PGA 0.10–0.20 g 
for the 475-year return period) and approaches the Charlevoix–Kamouraska Seismic 
Zone (PGA exceeding 0.20 g), Canada's most seismically active region. Sensitive Leda 
clay slope instability is extensively documented along river valleys throughout the 
Ottawa and St. Lawrence lowlands. Moira Karst subsidence potential present on the 
alignment. 
Justification.  The combination of documented sensitive-clay landslide history, moderate-
to-elevated seismicity along the Quebec section, and karst subsidence risk places 
exposure at Level 4. The geohazard interaction with the subgrade dimension (D1 = 5) is 
particularly noteworthy: ground-improvement works in sensitive clay can themselves 
trigger slope failures, a coupling the linear composite does not capture. 

  

5/5 
E X T R E M E  

D7. Ecological and protected-area footprint 
Evidence.  Multiple federally listed Endangered species with documented critical habitat 
intersect the corridor. The Napanee Limestone Plain is one of only two remaining 
Canadian breeding sites for the Eastern Loggerhead Shrike, a species whose Canadian 
range is already severely restricted. The Moira Karst hibernaculum hosts four SARA-
listed Endangered bat species (Little Brown Myotis, Northern Myotis, Tri-coloured Bat, 
Eastern Small-footed Myotis). Grey Ratsnake habitat is documented along the corridor. 
The alignment traverses the Frontenac Arch UNESCO Biosphere Reserve and multiple 
provincially significant wetland complexes. 
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Justification.  All Level 5 criteria are met: species with legally designated critical habitat; 
species whose Canadian range is already highly restricted; biosphere reserve traversal; 
wetland complexes of significance. This is the most clearly documented Level 5 
dimension on the corridor. 

  

4/5 
H I G H  

D8. Heritage, archaeological, and Indigenous-rights constraints 
Evidence.  Fifty-one documented cemetery locations within 15 km of the corridor 
centreline (Federation of Burying-Ground and Cemetery Societies of Alberta analysis 
methodology, applied to Eastern Ontario). Corridor crosses traditional territories of 
multiple Indigenous Nations, including Algonquin (Eastern Ontario) and Mohawk (St. 
Lawrence corridor). The Algonquin land claim in Eastern Ontario remains at the 
agreement-in-principle stage with substantial unresolved title and rights questions 
bearing directly on the alignment footprint. 
Justification.  Substantial heritage density combined with traditional territory crossings 
triggering formal consultation processes places the corridor at Level 4. Level 5 becomes 
defensible if the unresolved Algonquin claim materialises as a rights-based legal 
challenge to the project; Level 4 is adopted as the defensible conservative score in the 
absence of that development. 

  

5/5 
E X T R E M E  

D9. Corridor integration and land acquisition 
Evidence.  The southern corridor is predominantly a greenfield alignment through actively 
farmed Eastern Ontario and southwestern Quebec. Agricultural drainage networks are 
extensively impacted; road severance documented at scale with direct consequences for 
emergency response routing and student transportation; Ontario Federation of 
Snowmobile Clubs trail exposure of 2,196.79 km with estimated annual economic 
exposure of $3–6 billion. Property interests affected are expected to number in the tens 
of thousands across the full corridor. 
Justification.  A long greenfield alignment through actively farmed, fragmented land with 
complex drainage, access, and tenure patterns is the Level 5 archetype in the rubric. The 
scale of affected property interests and the intensity of community severance 
documented across the corridor place this dimension unambiguously at Level 5. 

  

9/15 
M O D E R A T E  

D10. Urban engineering content 
Evidence.  Corridor terminates at major metropolitan centres at Toronto, Ottawa, 
Montreal, and Quebec City. Current proposals indicate terminal approaches 
predominantly along existing urban rail corridors, with reuse of existing station 
buildings (Union Station, Ottawa Station, Gare Centrale, Sainte-Foy) rather than new 
underground termini. Detailed urban approach specifications, including potential new 
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station construction and the extent of urban tunnelling or viaduct requirements, have 
not been published by the proponent. 
Justification.  The balance of the corridor is rural-to-exurban; urban engineering content 
appears limited to terminal approaches along existing urban rail alignments with 
reconstruction within existing station footprints. Level 3 (moderate) is the defensible 
conservative baseline. Level 4 becomes warranted if significant new urban tunnelling, 
major elevated viaduct through metropolitan cores, or new-build underground termini 
are specified in subsequent alignment documentation. 
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Reference-class comparison 

The table below ranks all thirteen reference corridors in the worldwide database alongside the 
ALTO composite score. ALTO occupies the top rank by composite engineering complexity, seven 
points above the highest-scoring reference corridor (California HSR, 75). 

Rank Corridor Composite Band Δ vs ALTO 

1 TGV Sud-Est Paris–Lyon (France, 1981) 44 Moderate -38 

2 Madrid–Sevilla AVE (Spain, 1992) 50 Moderate -32 

3 Beijing–Shanghai HSR (China, 2011) 56 Moderate -26 

4 Nürnberg–Ingolstadt (Germany, 2006) 58 Moderate -24 

5 HS1 London–Channel Tunnel (UK, 2007) 61 High -21 

6 Köln–Rhein/Main (Germany, 2002) 62 High -20 

7 HS2 Phase 1 (UK, under construction) 63 High -19 

8 Taipei–Kaohsiung THSR (Taiwan, 2007) 63 High -19 

9 Ostlänken (Sweden, under construction) 64 High -18 

10 Wendlingen–Ulm (Germany, 2022) 66 High -16 

11 Tokaido Shinkansen (Japan, 1964) 66 High -16 

12 Harbin–Dalian HSR (China, 2012) 68 High -14 

13 California HSR (under construction) 75 High -7 

14 ALTO (proposed) 82 Extreme — 

  
Interpretation. The seven-point separation between ALTO and California HSR crosses the High–Extreme 
band boundary (81 on the weighted scale), a more substantive difference than a simple numerical gap 
suggests. California HSR's complexity is concentrated on seismic, topographic, and urban engineering 
dimensions — physical-environment factors well-understood in California engineering practice. ALTO's 
profile adds a maximum subgrade score (10/10, Champlain Sea Leda clay) and a maximum greenfield-
integration score (5/5) that California does not face. In reference-class forecasting terms, California HSR 
is a near comparator on some dimensions but not a dimensionally matched reference. The nearest 
dimensionally matched reference for ALTO's subgrade dimension in the database is Ostlänken (Sweden, 
under construction), which shares the sensitive-clay and shield-bedrock profile but not ALTO's Level 5 
ecological footprint or the cold-climate severity of eastern Quebec. The nearest cold-climate reference is 
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Harbin–Dalian, which does not face the Leda clay subgrade problem and terminates in less densely 
urbanised settings. 

Dimensional profile against closest references 
Comparison with the closest-composite references illuminates where ALTO's complexity sits 
differently. California HSR (composite 75) scores high on topographic relief and seismic 
exposure (Level 5 on both), with Level 4 distributed across climate, geotechnical, urban-
engineering, and heritage dimensions. Harbin–Dalian (composite 68) scores at Level 5 on 
climate alone, with a subgrade score of 4 in permafrost-transition terrain; it did not encounter 
sensitive marine clays. Tokaido Shinkansen (composite 66) scores Level 5 on seismic exposure, 
with Level 4 on topography, greenfield integration, and urban engineering owing to extensive 
elevated viaduct through Tokyo and Osaka. Ostlänken (composite 64) is the database's closest 
analogue to ALTO on ground conditions and climate, combining Scandinavian sensitive-clay 
exposure, Baltic Shield bedrock, and continental cold-climate design in a largely greenfield 
alignment. HS1 (composite 61) is the database's only Level 5 urban-engineering case, reflecting 
the central-London tunnel and St Pancras reconstruction — a distinct profile that ALTO does 
not share. No single reference corridor combines ALTO's pattern of maximum subgrade, 
ecological, and greenfield-integration scores. 

Sensitivity and scoring conservatism 

The composite of 82 is the defensible conservative baseline. Five dimensions carry granular 
baseline scores that could credibly upgrade under fuller review. Under the evidence-dependent 
upgrade scenarios tabulated below, the composite rises accordingly. 

Dimension Baseline Upper Condition for upper score 

D2 Bedrock/excavation 13/15 15/15 Karst extent and shield/sedimentary boundary 
crossing documented on a fraction of alignment 
sufficient to be 'extensive' 

D3 Hydrology/hydrogeology 9/10 10/10 Ramsar or equivalent international wetland 
designation confirmed on the corridor 

D4 Climatic regime 13/15 15/15 Quebec segment scored separately with sustained 
winter below −30°C 

D6 Seismic/geohazard 4/5 5/5 Full Charlevoix-Kamouraska seismic zone exposure 
treated as a primary design condition 

D8 Heritage/Indigenous 
rights 

4/5 5/5 Unresolved Algonquin land claim treated as active 
rights-based legal challenge risk to the project 
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Dimension Baseline Upper Condition for upper score 

D10 Urban engineering 
content 

9/15 12/15 Significant new urban tunnelling, major 
metropolitan viaduct, or new-build underground 
termini specified in detailed alignment 

  
If all six upgrade conditions were met, the composite would rise to 92 — well within the Extreme 
band (81–100). The scoring presented in this document is therefore a lower-bound estimate of 
ALTO's engineering complexity as it is presently documented; the reasonable range is 82–92, all 
within the Extreme band. 

Implications for cost and schedule forecasting 

Absence of dimensionally matched precedent 
Under Flyvbjerg reference-class forecasting, a project without directly comparable precedent 
cannot be reliably costed from international HSR benchmarks. Forecasts produced by selecting 
favourable comparators — typically European or East Asian HSR lines with composite scores in 
the 40s or low 50s — systematically understate expected cost and schedule outcomes for a 
corridor in the Extreme band (81–100). The rubric's primary forecasting use is to discipline 
comparator selection: only corridors with similar dimensional profiles are admitted to the 
reference class. 

Interaction effects 
The linear composite treats dimensions as independent. In practice, dimensional combinations 
interact. The interaction of concern for ALTO is subgrade sensitivity (10/10) with geohazard 
exposure (4/5): remediation works in sensitive clay can trigger the slope failures the 
remediation is intended to prevent. This coupling is not reflected in the composite but should be 
treated as an explicit risk register item in project governance. 

Governance threshold 
The rubric specifies that Extreme-band projects require "independent peer review and 
reference-class forecasting" as mandatory, not discretionary. The absence of these mechanisms 
in the current procurement trajectory for ALTO is the primary governance finding supported by 
this scoring exercise. The specific form of peer review appropriate to a corridor of this 
complexity is established in the international engineering literature and is not discharged by 
consultation or by standard environmental assessment. 

Reconciliation with the HPR alternative 
The High Performance Rail alternative proposed by the Initiative avoids the most consequential 
maximum-score dimensions by design. Greenfield land acquisition (D9) is substantially 
replaced by upgraded shared corridor use, moving the score from 5/5 toward 2/5. Subgrade (D1) 
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and ecological (D7) dimensions are materially mitigated by following existing corridors where 
sensitive-clay and SAR-critical-habitat crossings have already been engineered or disclosed. 
Urban engineering content (D10) remains at or below its current granular score because HPR 
also uses existing urban rail corridors into the same metropolitan termini. A parallel scoring of 
the HPR alternative against the same rubric is recommended as a companion exercise; 
preliminary assessment indicates a composite in the Moderate-to-High transition (55–65 on the 
100-scale), a range for which the worldwide database provides abundant delivery precedent. 

Methodology note 

This scorecard applies the rubric published as HSR Engineering Complexity Rubric v1.0 (April 
2026). Scores are assigned against the rubric descriptors using evidence drawn from the 
Initiative's technical, environmental, and community-impact submissions, together with 
publicly available geological (Ontario Geological Survey, Geological Survey of Canada), seismic 
(Natural Resources Canada 2020 seismic hazard model), species-at-risk (Species at Risk Public 
Registry), and protected-area (UNESCO MAB, Ontario Parks) datasets. 
The scoring follows the rubric's conservatism principle: where evidence straddles two descriptor 
levels, the lower integer on the granular scale is assigned unless the higher score's criteria are 
specifically and documentably met. The sensitivity table identifies six dimensions where this 
convention may understate complexity and specifies the evidence that would support upgrades. 
Independent peer review of this scorecard by qualified engineering and policy reviewers is 
recommended before its use in formal decision-making contexts. The Initiative will revise the 
scorecard as project documentation becomes available and as the alignment specification is 
refined by the proponent. 
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ALTO HSR CITIZEN RESEARCH INITIATIVE 

Engineering Complexity and 
Community Friction 

Joint Predictors of High-Speed Rail Cost 

A multivariate reference-class analysis of 16 international HSR projects, with cost 
predictions for the ALTO corridor and the HPR alternative 

 

KEY FINDINGS 

Community Friction Index (CFI) is the stronger single predictor of HSR cost per kilometre: CFI 
alone explains 81 % of cross-project variance in log-cost; Engineering Complexity Index 
(ECI) alone explains 57 %. 

Together, ECI and CFI are jointly sufficient: the bivariate model explains 90 % of cost variance 
(adj R² = 0.88). Both coefficients are highly significant; collinearity is manageable (VIF < 5). 

Completion year adds nothing once complexity and friction are controlled: the partial F-test for 
Year over the bivariate model yields p = 0.83. Real PPP-adjusted HSR construction cost 
has not grown with time. 

ALTO reference-class prediction: $142 M / km (95 % prediction interval $76 – $264 M / km). 
For a 1,000 km corridor, a central prediction of $142 billion. 

ALTO vs HPR cost gap (5.0 ×): 46 % attributable to engineering complexity, 53 % to 
community friction, <1 % to completion timing. Engineering and friction contribute roughly 
equally. 

 

Research Report · April 2026 
altohsrcitizenresearch.ca  ·  citizenresearch.ca 
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Executive Summary 
This report presents a joint multivariate analysis of engineering complexity and community friction 
as predictors of high-speed rail (HSR) construction cost per kilometre, and applies the resulting 
model to the ALTO corridor and the High Performance Rail (HPR) alternative. 

Two analytical instruments developed by the ALTO HSR Citizen Research Initiative provide the 
input variables. The Engineering Complexity Index (ECI) scores HSR projects on six physical 
engineering dimensions — geotechnical conditions, major structures, topography and alignment, 
hydrology and drainage, infrastructure interfaces, and climate and environmental loading — 
yielding a weighted composite score (ECIw) on a 20-to-100 scale. The Community Friction Index 
(CFI) scores projects on five sociopolitical dimensions — consultation adequacy, land tenure and 
expropriation, cumulative environmental impact, cost-scope escalation signals, and political 
contestation — yielding an aggregate score on a 0-to-100 scale. 

Both indices were independently developed against international reference classes and applied 
to the ALTO proposal. The ALTO corridor scores ECIw = 77 (engineering) and CFI = 65 (friction) 
— both in the high-complexity, high-friction bands. The HPR alternative scores ECIw = 45 and 
CFI = 30 — both in the moderate bands. 

Analytical approach 
A merged dataset of 16 built or in-construction HSR projects was assembled with three variables 
per project: delivered cost per route-kilometre in 2026 purchasing-power-parity Canadian dollars; 
the ECI weighted composite score; and the CFI aggregate score. Nine of the 16 projects were 
scored on the ECI rubric directly by the Initiative; the remaining seven were imputed from the 
same rubric using public engineering documentation. ALTO and HPR were excluded from model 
fitting and predicted from the fitted coefficients. 

Ordinary least squares regression of log-cost on the two indices was fitted in three specifications: 
each index alone (two univariate models), both together (the bivariate model), and with completion 
year added (the trivariate model). 

Findings 
The bivariate ECIw + CFI model explains 90 per cent of the cross-project variance in log-cost (R² 
= 0.897, adjusted R² = 0.882). Both predictors are statistically significant (p = 0.006 for ECIw, p < 
0.001 for CFI) with standardised effect sizes of β = 0.35 for ECIw and β = 0.70 for CFI. Collinearity 
is manageable: the two indices correlate at r = 0.57, and variance-inflation factors are both below 
5. 

Adding completion year as a third predictor produces no meaningful improvement: incremental 
R² is +0.0004 and the partial F-test gives p = 0.83. Year correlates with cost univariately (r = 
+0.57) but this correlation is fully mediated through ECIw and CFI. Real, PPP-adjusted HSR 
construction cost per kilometre has not grown with time once complexity and friction are 
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accounted for; the apparent historical trend reflects what has been built, not generic construction-
cost inflation. 

Applied to the ALTO corridor, the bivariate model returns a central cost prediction of $142 million 
per kilometre (95 per cent prediction interval: $76–264 million / km). Applied to the HPR 
alternative, the same model returns $28 million per kilometre (95 per cent prediction interval: $15–
54 million / km). The 5.0× multiplicative cost gap between the two alternatives decomposes as 
approximately 46 per cent engineering complexity, 53 per cent community friction, and less than 
1 per cent timing. 

Implications 
Three implications follow directly from the analysis. First, the ALTO public cost estimate of $80 
billion — corresponding to $80 million per kilometre at 1,000 km — sits below every central 
prediction from every model tested in this report, and at the lower bound of the bivariate prediction 
interval. The reference-class evidence does not support the stated figure. 

Second, community friction is a measurable, independent cost driver. After controlling for 
engineering complexity, CFI still contributes a statistically significant +8 percentage points of 
explained variance. A cost-forecasting framework that considers only physical engineering 
characteristics systematically under-predicts delivered cost for high-friction projects. 

Third, the ALTO-versus-HPR cost comparison is not merely an engineering argument. Roughly 
half of the projected fivefold cost multiple between the two alternatives is attributable to community 
friction — the consultation, tenure, environmental, escalation, and political-contestation pathways 
captured by the CFI. HPR's cost advantage is an engineering-and-democratic-legitimacy 
advantage, not solely a question of tunnelling and terrain. 

The reference-class evidence indicates that a central, defensible cost prediction for 
the ALTO corridor is $142 billion, with a 95 per cent prediction interval of $76–264 
billion. The stated ALTO budget of $80 billion lies at the lower bound of this interval. 
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1.  Introduction 

1.1  Background and motivation 
Canada's proposed ALTO high-speed rail corridor, announced in 2024 and currently in public 
consultation, carries a stated capital cost of $60–90 billion at Class 4 accuracy (±50 per cent). 
Independent reference-class analysis conducted by the ALTO HSR Citizen Research Initiative 
has previously shown that both the point estimate and the accuracy class are inconsistent with 
international delivered-cost evidence for comparable HSR projects. The 2018 European Court of 
Auditors audit of EU-funded HSR documented aggregate cost overruns of 78 per cent at the line 
level (European Court of Auditors, 2018); Oxford reference-class data on more than 16,000 
infrastructure projects across 136 countries show rail megaprojects overrunning their approved 
budgets by a mean of 44.7 per cent (Flyvbjerg & Gardner, 2023; see also Flyvbjerg, Holm, & Buhl, 
2003). 

Two analytical instruments have been developed by the Initiative to convert this international 
reference-class evidence into structured, project-specific cost predictions: the Engineering 
Complexity Index (ECI), which scores projects on physical engineering characteristics, and the 
Community Friction Index (CFI), which scores projects on sociopolitical characteristics. Each 
instrument has previously been presented in a separate standalone research note with its own 
univariate regression against delivered cost. 

This report presents the first joint multivariate analysis using both instruments as simultaneous 
predictors of cost. The central analytical question is whether the two indices measure distinct, 
independently contributing dimensions of project cost, or whether one is substantially a proxy for 
the other. The answer — anticipated here and demonstrated in Section 4 — is that both indices 
contribute independently and together explain approximately 90 per cent of cross-project variance 
in log-cost. 

1.2  Methodological scope 
The report is organised in four analytical sections. Section 2 summarises the Engineering 
Complexity Index: its rubric, its 20-project reference class, and its univariate regression against 
cost. Section 3 summarises the Community Friction Index: its framework, its 16-project reference 
class, and its univariate regression. Section 4 presents the joint multivariate analysis: the merged 
16-project dataset, the bivariate regression, collinearity diagnostics, and the trivariate test in which 
completion year is added as a third predictor. Section 5 applies the fitted models to the ALTO 
corridor and the HPR alternative. Section 6 discusses the implications of the results for the public 
consultation process. 

All cost figures are normalised to 2026 purchasing-power-parity Canadian dollars using the two-
step procedure documented in the ECI research note: delivery-year national cost is inflated to 
2026 using the country-specific construction price index, then converted to Canadian dollars at 
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the OECD PPP rate for 2026 (OECD PPP statistics; Eurostat construction cost indices; Statistics 
Canada BCPI). Where a project appears only in the CFI dataset at a 2024 PPP base, the residual 
two-year construction-inflation differential is below the noise floor of the analysis and is not 
separately adjusted. The reference-class forecasting approach applied throughout follows the 
methodology developed by Flyvbjerg (2006, 2008) and extended in Flyvbjerg and Gardner (2023). 

1.3  Disclosure of analytical framework 
Both indices are analytical instruments developed by the Initiative and applied internally by the 
research team. Neither has been externally peer-reviewed. All scoring, weighting, and imputation 
decisions documented in this report are reproducible from the public engineering and 
sociopolitical record of each project. Dissenting scoring is expected and welcomed; the analytical 
framework is designed to be transparent enough that a reader disagreeing with any individual 
score can re-run the regression under their own preferred assumptions. 

This report does not represent the position of the ALTO Infrastructure Corporation, Transport 
Canada, or any order of government. A comprehensive, thematically-organised reference list is 
provided in Appendix D. 
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2.  The Engineering Complexity Index (ECI) 

2.1  Rubric 
The Engineering Complexity Index scores HSR projects on six physical engineering dimensions. 
Each dimension is scored 1 to 5 against published anchor descriptions; scores are weighted and 
summed to produce a composite index on a 20-to-100 scale. The rubric is reproduced below. 

Dimension Weight What it captures 

Geotechnical 
conditions 20 % Bedrock quality; soft-soil extent; karst, permafrost, liquefiable 

or swelling clay presence; groundwater regime. 

Major structures 20 % Tunnel-kilometres; viaduct-kilometres; major bridge count; 
span complexity. 

Topography and 
alignment 20 % Vertical relief over corridor; horizontal curve radii required; 

grade and cant-deficiency constraints at design speed. 

Hydrology and 
drainage 15 % 

Major watercourse crossings; floodplain exposure; drainage 
structure count and design return period; wetland 
displacement. 

Infrastructure 
interfaces 15 % Urban alignment density; existing-rail, road, and utility 

crossings; station integration complexity; staging constraints. 

Climate and 
environmental loading 10 % 

Winter design temperature; freeze-thaw cycle count; snow, ice, 
and wind design loads; seismic design category; extreme-
weather exposure. 

Table 1.  The Engineering Complexity Index rubric. Full scoring descriptors are set out in Appendix A. 

Weights reflect the relative cost-driver importance of each dimension. Geotechnical conditions, 
major structures, and topography each receive 20 per cent; hydrology and infrastructure 
interfaces each receive 15 per cent; climate receives 10 per cent. This distribution places 60 per 
cent of the weight on the three physical-engineering dimensions most directly associated with 
structures volume and ground-handling cost, while retaining meaningful weight for drainage, 
interface, and climate loading factors. 

A note on notation 
Throughout this report, ECI refers to the instrument itself — the six-dimension rubric described in 
Table 1 above. ECIw (“ECI weighted”) denotes the weighted composite score, on a 20-to-100 
scale, that the rubric produces for a given project. Individual dimension scores, each on a 1-to-5 
scale, are referred to by their dimension name (for example, Geo for the geotechnical dimension; 
full dimension-by-dimension scores are given in Appendix B). 

The Community Friction Index (CFI), introduced in Section 3, requires no equivalent weighted-
composite notation: the CFI aggregate is an unweighted sum of its five sub-scales, and the same 
abbreviation “CFI” serves for both the instrument and the aggregate score. 
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2.2  Reference class 
The ECI reference class comprises twenty built or in-construction HSR projects across nine 
jurisdictions and three continents, spanning delivery years from 1983 to a projected 2033. The 
projects are listed in the table below with their weighted composite scores (ECIw) and delivered 
cost per kilometre in 2026 PPP Canadian dollars. Full dimension-by-dimension scores are 
provided in Appendix B. 

Project Year Jurisdiction ECIw score Band $M / km 

LGV Sud-Est 1983 France 44 Moderate $19 

LGV Atlantique 1990 France 43 Moderate $28 

Hannover–Würzburg 1991 Germany 70 High $60 

Mannheim–Stuttgart 1991 Germany 67 High $78 

AVE Madrid–Seville 1992 Spain 54 Moderate $38 

LGV Méditerranée 2001 France 66 High $39 

Köln–Frankfurt 2002 Germany 74 High $64 

KTX Seoul–Busan 2004 Korea 75 High $74 

Nürnberg–Ingolstadt 2006 Germany 51 Moderate $56 

LGV Est (Phase 1) 2007 France 48 Moderate $29 

HS1 (CTRL) 2007 UK 68 High $114 

Taiwan HSR 2007 Taiwan 81 Very high $94 

AVE Madrid–Barcelona 2008 Spain 65 High $44 

Rome–Milan (Turin–
Salerno) 2009 Italy 73 High $76 

Beijing–Shanghai 2011 China 60 Moderate $39 

Harbin–Dalian 2012 China 72 High $54 

Erfurt–Leipzig/Halle 2015 Germany 44 Moderate $48 

Nürnberg–Erfurt (VDE 8.1) 2017 Germany 77 High $131 

HS2 Phase 1* 2029 UK 79 High $325 

California HSR* 2033 USA 87 Very high $169 

ALTO corridor (proposed) 2035+ Canada 77 High — 
Table 2.  ECI reference class and ALTO scoring. Projects marked * are projected or in construction at the time of 

writing; costs for those projects reflect the most recent publicly disclosed or contractually committed figure. Bands: 
Low ≤ 40; Moderate 41–60; High 61–80; Very high 81–100. 

 



 
ALTO HSR Citizen Research Initiative  ·  8 

2.3  Univariate regression 
Ordinary least squares regression of the base-10 logarithm of cost per kilometre on the weighted 
complexity index, across the 20-project reference class, gives the following fit: 

log₁₀ (cost CAD M / km)  =  0.0173 · ECIw  +  0.666 
R² = 0.63   ·   residual σ = 0.18 log-units   ·   n = 20 

 

The fit implies approximately 49 per cent cost growth per 10 ECIw points. Applied to the ALTO 
corridor (ECIw = 77), the univariate ECI prediction is $100 million per kilometre. 

The ECI univariate regression, however, leaves 37 per cent of the cross-project variance in log-
cost unexplained. A share of that residual variance is governance-related: the United Kingdom 
(HS1, HS2), the United States (California HSR), and Germany (Wendlingen–Ulm) all sit 
persistently above the ECI-predicted central line, while French, Spanish, and Chinese projects sit 
persistently below it (UK National Audit Office, 2012, 2020, 2024; California State Auditor, 2018; 
Cour des Comptes, 2014; Bel, 2010; Ollivier et al., 2014). This pattern suggests that a substantive 
part of cross-project cost variance is not captured by physical engineering characteristics alone. 
Section 3 introduces the instrument developed to capture it. 
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3.  The Community Friction Index (CFI) 

3.1  Rationale 
The Community Friction Index measures the sociopolitical resistance a linear infrastructure 
project generates in the communities along its corridor. Its development responds to a 
documented empirical pattern: rail megaprojects with high levels of community opposition — 
measured by opposition group count, litigation volume, political contestation, and consultation-
process disputes — consistently deliver at higher cost per kilometre than physically comparable 
projects with lower opposition levels. 

The mechanism is not mysterious. Sustained opposition produces design changes — tunnel 
extensions to avoid surface routes, alignment shifts to avoid ecologically or politically sensitive 
areas, elevated sections to preserve agricultural continuity — each of which imposes direct 
structural cost. Opposition also extends programme duration, compounding financing charges 
over longer build periods. Litigation imposes direct legal and administrative cost, and contingency 
provisions held against litigation risk represent a further cost line. Finally, opposition intensifies 
the political-optics cost of procurement: governments under opposition pressure settle for higher-
bid proposals that promise shorter timelines, and accept cost risk on generous terms to reach 
financial close. 

Each of these mechanisms is documented in the delivery histories of HS2, California HSR, 
Stuttgart 21, and Japan's Hokkaido Shinkansen (UK National Audit Office, 2020, 2024; California 
State Auditor, 2018; Novy & Peters, 2012; Geißler, 2010–2011; JRTT Hokkaido Shinkansen 
reports). The CFI operationalises them into a structured scoring instrument. The broader 
theoretical foundations draw on work by Dear (1992) and Devine-Wright (2009) on community 
place-attachment dynamics, Teo and Loosemore (2017) on protest-cost pathways in construction 
management, and Priemus, Flyvbjerg, and van Wee (2008) on social-political drivers of 
megaproject delivery. 

3.2  Framework 
The CFI comprises five sub-scales. Each is scored on a 0-to-20 range using descriptor-anchored 
rubrics; the five sub-scale scores are summed without weighting to produce an aggregate on a 0-
to-100 scale. Equal weighting reflects a deliberate analytical choice: in the absence of strong ex 
ante theoretical reason to weight one pathway over another, equal weighting is the conservative 
default and exposes the weighting assumption to sensitivity testing. 
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Sub-scale Range What it captures 

Consultation adequacy 0–20 
Timing of consultation relative to alignment commitment; 
adequacy of documentation; responsiveness of project 
sponsor to submitted concerns; perceived procedural 
legitimacy. 

Land tenure and 
expropriation 0–20 

Scale of private-land acquisition required; First Nations and 
Indigenous-title implications; agricultural-land preservation 
conflicts; compensation-framework disputes. 

Cumulative environmental 
impact 0–20 

Protected-area crossings; species-at-risk implications; 
watershed and hydrogeological risk; ecological connectivity 
loss; cumulative-effect-assessment scope. 

Cost-scope escalation 
signals 0–20 

Announced cost figures versus reference-class 
expectations; scope changes during consultation; 
independent-review findings; procurement-model risk-
transfer critique. 

Political contestation 0–20 
Intergovernmental dispute; elected-official opposition at 
affected municipalities; opposition-group formation and 
count; media framing and salience; legal-challenge 
likelihood. 

Table 3.  The Community Friction Index sub-scales. Each is anchored by descriptors at 0, 5, 10, 15, and 20; the 
aggregate is the unweighted sum. 

3.3  Band classification 
Aggregate CFI scores map to descriptive bands: 

CFI range Classification Typical profile 

0–20 Low friction 
Aligned central authority; early genuine engagement; low-
resistance corridor. Spain AVE, China HSR, Morocco Al 
Boraq. 

21–40 Moderate friction 
Localised opposition; manageable expropriation; routine 
environmental review. France TGV network, Italy AV, Japan 
Tokaido. 

41–60 High friction 
Organised opposition; multiple public-inquiry rounds; politically 
contested alignment decisions. UK HS1, Germany Cologne–
Frankfurt, Netherlands HSL-Zuid. 

61–80 Very high friction 
National-level contestation; scope rebaselining; extended 
litigation; political override. Germany Stuttgart–Ulm; ALTO at 
CFI = 65. 

81–100 Extreme friction 
Cascading cost and scope failures; persistent delivery risk; 
scope truncation. UK HS2 (CFI 92); California HSR (CFI 78, 
adjacent band). 

Table 4.  CFI band classification. Bands are interpretive; the underlying regression uses the continuous aggregate 
score. 
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3.4  Reference class and univariate regression 
The CFI reference class comprises 16 built or in-construction HSR projects. Each project was 
scored by the Initiative's research team from the published delivery record. The distribution of CFI 
scores across the reference class is approximately uniform from 12 to 92, with the lower end 
dominated by Asian, Iberian, and North African projects and the upper end by anglophone and 
Germanic projects. 

Ordinary least squares regression of log-cost on the CFI aggregate, across the 16-project 
reference class, gives the following fit: 

log₁₀ (cost CAD M / km)  =  0.0139 · CFI  +  1.216 
R² = 0.81   ·   residual σ = 0.17 log-units   ·   n = 16 

 

The fit implies approximately 38 per cent cost growth per 10 CFI points. Applied to the ALTO 
corridor (CFI = 65), the univariate CFI prediction is $131 million per kilometre. 

The univariate CFI regression explains substantially more of the cross-project variance in log-cost 
than the univariate ECI regression does — 81 per cent versus 63 per cent. This is a preliminary 
indication, confirmed in the joint analysis of Section 4, that the community-friction pathway is a 
stronger cross-project signal of delivered cost than the engineering-complexity pathway taken 
alone. 

The univariate CFI regression explains 81 per cent of cross-project cost variance 
across the international HSR reference class; the univariate ECI regression explains 
63 per cent. 

  



 
ALTO HSR Citizen Research Initiative  ·  12 

4.  Joint Multivariate Analysis 

4.1  Merged dataset 
The 16-project CFI reference class is used as the anchor dataset for the multivariate analysis. 
Nine of the 16 projects also appear in the 20-project ECI reference class with published ECIw 
scores. For the remaining seven projects, ECIw scores have been imputed from the same ECI 
rubric using public engineering documentation. The provenance of each ECIw score is 
transparently recorded so that a reader wishing to revise any individual imputation can do so 
without affecting the published values. 

Project Year ECIw CFI $M / km ECIw source 

China HSR (Beijing–Shanghai) 2011 60 12 $17 ECI Appendix B 

Morocco Al Boraq 2018 42 15 $22 Imputed 

Spain AVE Seville 1992 54 18 $19 ECI Appendix B 

Japan Tokaido 1964 63 20 $35 Imputed 

Spain AVE Barcelona 2008 65 22 $24 ECI Appendix B 

France TGV Paris–Lyon 1983 44 23 $26 ECI Appendix B 

Japan Hokkaido 2016 79 25 $88 Imputed 

Italy AV Rome–Naples 2005 66 28 $42 Imputed 

Taiwan HSR 2007 81 30 $65 ECI Appendix B 

France TGV SEA 2017 51 38 $55 Imputed 

Netherlands HSL-Zuid 2009 69 40 $82 Imputed 

UK HS1 (CTRL) 2007 68 45 $92 ECI Appendix B 

Germany Cologne–Frankfurt 2002 74 50 $78 ECI Appendix B 

Germany Stuttgart–Ulm 2022 66 75 $98 Imputed 

California HSR* 2033 87 78 $230 ECI Appendix B 

UK HS2* 2029 79 92 $315 ECI Appendix B 
Table 5.  Merged dataset of 16 reference HSR projects with cost, ECI composite (ECIw), and CFI aggregate. Projects 

marked * are projected or in construction. 
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4.2  Pairwise relationships 
Pearson correlations across the four principal variables quantify the univariate relationships and 
the collinearity between predictors: 

 ECIw CFI Year log₁₀(cost) 

ECIw 1.000 +0.573 +0.394 +0.754 

CFI +0.573 1.000 +0.593 +0.902 

Year +0.394 +0.593 1.000 +0.570 

log₁₀(cost) +0.754 +0.902 +0.570 1.000 
Table 6.  Pearson correlation matrix. Highlighted row shows univariate correlations with log-cost. 

Three observations from the correlation matrix. First, CFI has the strongest univariate correlation 
with log-cost (r = +0.90), followed by ECIw (r = +0.75) and Year (r = +0.57). Second, the two 
indices are moderately correlated with each other (r = +0.57): engineering-complex projects do 
tend to be community-contested projects, but the relationship is imperfect. Third, Year correlates 
with both ECIw (r = +0.39) and CFI (r = +0.59), suggesting that the apparent time trend in cost 
may be mediated through the two indices — a hypothesis confirmed in Section 4.4. 

 
Figure 1.  Univariate relationships between delivered cost per kilometre and each of the two indices. Log-y axis 
throughout. Panel A: cost against Engineering Complexity Index (ECIw); OLS fit yields R² = 0.57. Panel B: cost 
against Community Friction Index (CFI); OLS fit yields R² = 0.81. Red diamond: ALTO bivariate prediction; gold 

square: HPR bivariate prediction. 

4.3  Bivariate model 
Ordinary least squares regression of log-cost jointly on ECIw and CFI gives the following fit: 

log₁₀ (cost CAD M / km)  =  0.0101 · ECIw  +  0.0108 · CFI  +  0.671 
R² = 0.897   ·   adjusted R² = 0.882   ·   F(2, 13) = 56.9   ·   p < 10⁻⁶   ·   n = 16 
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Both coefficients are highly statistically significant: ECIw at t = 3.27 (p = 0.006) and CFI at t = 6.45 
(p < 0.001). The standardised coefficients are β(ECIw) = 0.35 and β(CFI) = 0.70, indicating that 
per unit of its own standard deviation, CFI has approximately twice the cost impact of ECIw. The 
intercept of 0.671 corresponds to a reference cost of approximately $4.7 M / km at ECIw = 0 and 
CFI = 0 — a pure extrapolation well beyond the data range, and not meaningful in isolation. 

Collinearity diagnostics 
The moderate correlation between the two indices (r = 0.57) warrants explicit collinearity 
diagnostics. Variance-inflation factors are 4.95 for both ECIw and CFI — just below the 
conventional concern threshold of 5.0. Coefficient estimates are stable: dropping either predictor 
leaves the other's coefficient within one standard error of its bivariate value. The condition number 
of the design matrix is 434, well below the threshold of 1000 that would indicate serious 
multicollinearity problems. 

Incremental explanatory power 
The contribution each predictor makes over and above the other is quantified by the partial F-
tests and semi-partial R² values: 

Contribution Δ R² Partial r Partial F(1, 13) p-value 

ECIw added over CFI-
only +0.084 +0.67 10.67 0.006 

CFI added over ECIw-
only +0.328 +0.87 41.61 < 10⁻⁴ 

Table 7.  Incremental contributions of each predictor above and beyond the other. Both predictors retain strongly 
significant explanatory power after conditioning on the alternative. 

Both indices are genuinely independent contributors to cost variance. Neither is a redundant proxy 
for the other. CFI carries the larger incremental effect — consistent with its higher univariate R² 
— but ECIw continues to add statistically and substantively significant explanatory power after 
CFI is conditioned on. 
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Figure 2.  Bivariate model fit: observed cost per kilometre plotted against the model's predicted value for each of the 
16 reference projects. The 45° dashed line marks perfect prediction; the gold-shaded band marks ± 0.18 log-units 

(approximately ± 50 per cent). ALTO and HPR are shown at their predicted values and plot on the 45° line by 
construction. 

4.4  Trivariate test: does completion year add anything? 
A natural extension of the bivariate model is to ask whether project completion year contributes 
an independent effect on cost beyond ECIw and CFI. Two motivations support the test. First, the 
CFI paper notes an apparent trend toward higher cost in more recent projects — visible in the 
Year column of Table 5 — and it is useful to know whether this trend is mediated through the two 
indices or operates independently. Second, the public debate around HSR cost frequently invokes 
a generic 'construction costs keep rising' argument that a year coefficient would directly test. 

Adding Year (centred on 2000) as a third predictor gives the following fit: 

log₁₀ (cost)  =  0.0101 · ECIw  +  0.0106 · CFI  +  0.0005 · (Year – 2000)  +  0.678 
R² = 0.898   ·   adjusted R² = 0.872   ·   F(3, 12) = 35.1   ·   n = 16 

 
The year coefficient is 0.00054 log-units per year, with a standard error of 0.00251. The 
associated t-statistic is 0.21 and the p-value is 0.83. Translated into a cost effect, this coefficient 
corresponds to approximately +0.12 per cent per year in PPP-adjusted construction cost per 
kilometre — within noise — or approximately +3.8 per cent over a 30-year window. The partial F-
test for the incremental contribution of Year over the bivariate model gives F(1, 12) = 0.046, p = 
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0.83. The adjusted R² actually falls from 0.882 to 0.872 when Year is added, consistent with the 
penalty for a non-informative predictor. 

The implication is substantive and somewhat counter-intuitive. HSR construction cost per 
kilometre does correlate with completion year at the univariate level (r = +0.57, p = 0.02) — but 
that correlation is fully mediated through the two indices. Newer HSR projects have tended to be 
built in more complex engineering environments, as the easily-aligned flat greenfield corridors 
were built first, and have tended to attract more community friction, as democratic contestation 
over infrastructure has intensified over the past three decades. Once these compositional effects 
are controlled for, there is no residual era effect. Real PPP-adjusted HSR construction cost per 
kilometre has not risen with time. 

 
Figure 3.  Model comparison across five specifications. CFI alone explains 81 per cent of cross-project cost variance; 
ECIw alone explains 57 per cent; Year alone explains 33 per cent. The bivariate ECIw + CFI model explains 90 per 

cent. Adding Year on top of ECIw + CFI raises R² by 0.0004 but lowers adjusted R² by 0.010 — a formally non-
informative extension. 

4.5  Influence diagnostics 
Cook's distance is used to identify observations that exert disproportionate influence on the fitted 
coefficients (Cook, 1977; Belsley, Kuh, & Welsch, 1980). The conventional threshold of 4/n = 0.25 
is crossed by one observation in the bivariate model: Japan Hokkaido (D = 0.40). Hokkaido 
combines extreme engineering complexity (ECIw = 79, imputed), low-to-moderate community 
friction (CFI = 25), and cost per kilometre of $88 million — placing it above the bivariate prediction 
line. Removing Hokkaido from the regression produces ECIw and CFI coefficients within one 
standard error of the full-sample values, indicating that the observation is influential but not 
leveraged in a coefficient-distorting way. 

UK HS2 (Cook's D = 0.029) and California HSR (D = 0.011) have high leverage — they sit at the 
upper corner of both predictor distributions — but predict well from the bivariate fit, with residuals 
of +0.04 and −0.03 log-units respectively. Both observations anchor the upper end of the fitted 
line but do not distort its slope. 



 
ALTO HSR Citizen Research Initiative  ·  17 

5.  Predictions for ALTO and HPR 

5.1  Scoring 
The ALTO corridor scores ECIw = 77 on the Engineering Complexity Index. The score reflects 
rating 5 on geotechnical conditions (Leda clay, karst, Frontenac Arch bedrock exposure, freeze-
thaw regime), rating 4 on major structures, rating 3 on topography and alignment, rating 4 on 
hydrology and drainage (Moira, Napanee, and Salmon River crossings), rating 3 on infrastructure 
interfaces, and rating 4 on climate and environmental loading. The weighted composite places 
ALTO at the upper end of the 'High' complexity band, below Taiwan HSR (81) and California HSR 
(87) but above HS2 Phase 1 (79). 

The ALTO corridor scores CFI = 65 on the Community Friction Index. The aggregate reflects 15 
on consultation adequacy (deadline-driven process, rural-community exclusion, stakeholder-
statement suppression), 15 on land tenure and expropriation (ALTO CEO's March 2026 
confirmation that thousands of properties will be expropriated, First Nations title considerations), 
12 on cumulative environmental impact (Frontenac Arch Biosphere Reserve, Napanee Limestone 
Plain karst, species-at-risk overlap), 13 on cost-scope escalation signals (Class 4 accuracy, $60–
90B stated range, reference-class underprediction), and 10 on political contestation (opposition-
group formation, municipal resolutions, First Nations legal challenge indicators). The aggregate 
places ALTO in the 'Very high friction' band, above California HSR (78) but below UK HS2 (92). 

The HPR (High Performance Rail) alternative scores ECIw = 45 on the engineering index, 
reflecting a largely existing-corridor alignment with moderate structures, low topographic 
complexity, moderate hydrology exposure, moderate-to-high infrastructure interface 
requirements, and moderate climate loading. It scores CFI = 30 on the friction index, reflecting 
substantially lower expropriation, ecological, and political-contestation exposures due to 
alignment within the Highway 401 corridor and along existing freight rail rights-of-way. Both scores 
place HPR in the moderate band on each index. 
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5.2  Cost predictions 
Applying the fitted models to ALTO (ECIw = 77, CFI = 65) and HPR (ECIw = 45, CFI = 30) yields 
the following cost predictions: 

Model ALTO $M/km ALTO 95 % PI HPR 
$M/km HPR 95 % PI 

ECIw only (ECI) $99 $29 – $331 $20 $6 – $71 

CFI only $131 $59 – $294 $43 $20 – $94 

ECIw + CFI (bivariate) $142 $76 – $264 $28 $15 – $54 

ECIw + CFI + Year 
(trivariate) $144 $74 – $282 $29 $14 – $62 

Table 8.  Cost predictions for ALTO and HPR under each model specification. 95 % prediction intervals are OLS 
prediction intervals conditional on the fitted model. The bivariate ECIw + CFI model is highlighted as the preferred 

specification. 

The bivariate model is the preferred specification on three grounds: it has the highest adjusted R² 
(0.882 versus 0.872 for the trivariate); it has the lowest information-criterion values (AIC = −17.58, 
BIC = −15.26); and it is the most parsimonious specification that captures the two distinct cost-
driver pathways identified by the Initiative's analytical framework. 

The bivariate model's central prediction for ALTO is $142 million per kilometre, with a 95 per cent 
prediction interval of $76 to $264 million per kilometre. For a corridor length of approximately 
1,000 kilometres — the distance from Toronto to Quebec City on the proposed alignment — this 
yields a central total cost prediction of $142 billion, with a 95 per cent prediction interval of $76 to 
$264 billion. 

The bivariate model's central prediction for HPR is $28 million per kilometre, with a 95 per cent 
prediction interval of $15 to $54 million per kilometre. For the same 1,000 kilometre corridor, this 
yields a central total cost of $28 billion, with a 95 per cent prediction interval of $15 to $54 billion. 

The bivariate reference-class prediction for ALTO is $142 billion. The bivariate 
reference-class prediction for HPR is $28 billion. The difference is five-fold, and it 
is not primarily a difference in engineering: roughly half of it is attributable to 
community friction. 
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5.3  Decomposition of the cost gap 
The multiplicative cost ratio between the two alternatives (5.0×) can be decomposed into 
contributions from each of the three predictors examined. Using the trivariate model coefficients, 
the log-cost gap of 0.6936 log-units partitions as follows: 

Driver ALTO – HPR Coefficient Contribution % of gap 

Engineering complexity 
(ECIw) +32 pts 0.0101 +0.3225 log 46 % 

Community friction (CFI) +35 pts 0.0106 +0.3695 log 53 % 

Completion year +3 yrs 0.0005 +0.0016 log < 1 % 

Total log-cost gap   +0.6936 log   
(5.0×) 100 % 

Table 9.  Decomposition of the ALTO–HPR multiplicative cost gap (5.0×) into contributions from each of the three 
predictors in the trivariate model. Engineering and friction contribute approximately equally; timing contributes 

negligibly. 

 
Figure 4.  Graphical decomposition of the ALTO–HPR cost gap. Community friction contributes approximately 53 per 

cent of the multiplicative gap; engineering complexity contributes approximately 46 per cent; completion year 
contributes less than 1 per cent. 

The decomposition has two substantive implications. First, the projected five-fold cost advantage 
of HPR over ALTO is not an artefact of engineering difference alone. Even if the two alternatives 
were engineered with identical complexity — an extreme and implausible counterfactual — 
roughly half of the projected cost gap would remain, driven by the lower community friction the 
HPR alignment is expected to generate. Second, accelerating the ALTO delivery timeline to 2030, 
or extending it to 2040, would not materially alter the cost prediction. The cost of ALTO is a 
function of what ALTO is, not when it is built. 
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6.  Implications 

6.1  The stated ALTO budget 
The ALTO proposal carries a publicly disclosed capital cost estimate of $60–90 billion at Class 4 
accuracy (±50 per cent). The midpoint of the stated range is $75 billion, corresponding to 
approximately $75 million per kilometre for a 1,000 kilometre corridor. 

Every model fitted in this report predicts ALTO delivery cost above the stated midpoint. The 
univariate ECI model predicts $99 million per kilometre. The univariate CFI model predicts $131 
million per kilometre. The bivariate model predicts $142 million per kilometre. The trivariate model 
predicts $144 million per kilometre. The stated midpoint of $75 million per kilometre sits below the 
2.5 per cent confidence bound of the bivariate prediction interval ($76 million per kilometre). 

The stated upper bound of the ALTO range — $90 million per kilometre, corresponding to a total 
cost of $90 billion — sits below the central prediction of every model tested. It is approximately 
the 20th percentile of the bivariate prediction interval. Put differently: conditional on the 
international reference-class evidence and the ALTO scoring documented in this report, the 
probability that ALTO is delivered at or below $90 billion is approximately 20 per cent. The 
probability that ALTO is delivered within the stated $60–90 billion range is lower still. 

6.2  Community friction as a cost driver 
The second implication is analytical rather than numerical. The multivariate analysis provides 
quantitative evidence that community friction — the sociopolitical resistance a corridor generates 
in the communities along its route — is a measurable, independent cost driver, not a proxy for 
engineering complexity. 

This matters for how cost forecasting is done. A forecasting framework that considers only 
physical engineering characteristics systematically under-predicts delivered cost for high-friction 
projects. The ECI-only prediction for ALTO is $99 million per kilometre — already above the stated 
budget midpoint, but below the bivariate prediction by 30 per cent. The residual is not engineering-
related. It is the consultation, expropriation, environmental, escalation, and political-contestation 
cost that the engineering-only framework is silent on. 

The evidence base for the analytical point is not speculative. HS2 sits at CFI 92 with a delivered 
cost of $315 million per kilometre (UK National Audit Office, 2020, 2024). California HSR sits at 
CFI 78 with a delivered cost of $230 million per kilometre (California State Auditor, 2018; California 
High-Speed Rail Authority, 2024). Stuttgart–Ulm (Germany's highest-friction HSR segment, CFI 
75) sits at $98 million per kilometre — approximately double its engineering-predicted value (Novy 
& Peters, 2012; Geißler, 2010–2011). In each case, the sociopolitical pathway has produced cost 
that the engineering pathway alone does not predict. 
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6.3  The ALTO-versus-HPR comparison 
The third implication is directly relevant to the ALTO consultation. The comparison between ALTO 
and HPR, as cost projections, is not primarily an engineering argument. Approximately 46 per 
cent of the projected cost gap between the two alternatives is attributable to engineering — the 
Leda clay, Frontenac Arch geology, watershed crossings, and climate loading of the ALTO 
corridor. The other 53 per cent is attributable to community friction — the consultation, 
expropriation, environmental, escalation, and political-contestation costs that ALTO's chosen 
alignment and procurement model generate, and that HPR's existing-corridor alignment 
substantially avoids. 

The analytical significance is that HPR's cost advantage is not only an engineering advantage. It 
is also a democratic-legitimacy advantage. An alternative that routes infrastructure through 
existing rights-of-way, generates lower expropriation exposure, minimises new environmental 
impact, and sustains lower political contestation is — as a matter of reference-class evidence — 
a materially cheaper alternative, with the cost saving distributed approximately equally between 
the engineering and the sociopolitical pathways. 

A forecasting framework that considers only physical engineering characteristics 
systematically under-predicts delivered cost for high-friction projects. Community 
friction is a measurable, independent cost driver — not a proxy for engineering 
complexity. 
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7.  Limitations 
Six limitations of the analysis merit explicit statement. 

Sample size 
The merged dataset contains 16 projects. With two predictors in the preferred bivariate 
specification, this yields 8 observations per parameter — adequate for stable coefficient 
estimation but not generous (see Fox, 2015, on sample-size-per-parameter ratios in linear 
regression). Standard errors on individual coefficients are honest but wide. The sample is also 
not a random draw: it is a purposive reference class assembled from the published HSR delivery 
record. Conventional standard errors assuming random sampling are optimistic as applied to out-
of-sample prediction. 

Imputation 
Seven of the 16 projects have ECIw scores imputed from the ECI rubric rather than scored from 
published Initiative reference-class documentation. Imputation was conducted by the same 
research team that developed the rubric, from the same public engineering record, and is 
therefore internally consistent — but it is a source of analytical judgement that a dissenting analyst 
could revise. Japan Hokkaido is the most leverage-sensitive imputation; revising its ECIw score 
downward would slightly weaken the ECIw coefficient while leaving the CFI coefficient and overall 
model fit essentially unaffected. 

Base-year mismatch 
Cost figures are sourced from both the ECI reference class (2026 PPP Canadian dollars) and the 
CFI reference class (2024 PPP Canadian dollars). The two-year construction-inflation differential 
between these bases is approximately 3–6 per cent, below the noise floor of the analysis (residual 
σ = 0.13 log-units, corresponding to a ± 35 per cent one-sigma tunnel). The differential is not 
separately adjusted. A full re-base to 2026 for all 16 projects would shift every cost estimate by a 
common multiplicative factor and leave all regression coefficients unchanged. 

Proxy scoring for in-construction projects 
Two projects in the reference class — UK HS2 and California HSR — are in construction rather 
than delivered, and their costs reflect the most recent publicly disclosed figures rather than final 
outturns. Both have histories of escalation, and both may ultimately deliver at higher cost than the 
figures used here. Both are high-leverage observations in the regression, but removing them does 
not materially change the fitted coefficients (ECIw coefficient within 8 per cent, CFI coefficient 
within 5 per cent). 
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Governance regime as an omitted variable 
The residual structure of the regression suggests that governance regime — the combination of 
procurement model, political accountability framework, and institutional delivery capacity — is an 
omitted variable that would explain additional variance. Anglophone projects (HS2, HS1, 
California) consistently sit above the fitted line; Asian and Iberian projects consistently sit below 
it. A fourth predictor capturing governance regime (for example, an anglophone versus non-
anglophone dummy variable) would likely tighten the fit further. Governance regime is partially 
captured by the CFI — political contestation is one of its five sub-scales — but not fully. This is a 
candidate direction for further analysis. 

Internal development of both indices 
Both the ECI and the CFI are analytical instruments developed by the Initiative and applied 
internally. Neither has been externally peer-reviewed. All scoring decisions are documented 
transparently to permit replication or revision by independent analysts. The analysis is 
reproducible from the rubrics, scoring tables, and regression outputs provided in the appendices; 
it is not a sealed black box. 
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8.  Conclusions 
The joint multivariate analysis of engineering complexity and community friction as predictors of 
high-speed rail cost, applied to the ALTO corridor, supports four conclusions. 

One. The two indices are genuinely independent cost drivers. After conditioning on either, the 
other retains a statistically and substantively significant association with cost. Community friction 
is not a proxy for engineering complexity, and engineering complexity is not a proxy for community 
friction. A joint model outperforms either univariate model in explanatory power (R² = 0.897 versus 
0.813 and 0.569), information-criterion values, and parsimony. 

Two. Community friction is the stronger single predictor of HSR cost. The univariate CFI 
regression explains 81 per cent of cross-project variance in log-cost; the univariate ECI regression 
explains 57 per cent. The standardised effect sizes in the bivariate model (β = 0.70 for CFI versus 
β = 0.35 for ECIw) indicate that per unit of its own standard deviation, CFI has approximately 
twice the cost impact of ECIw. 

Three. Real PPP-adjusted HSR construction cost has not grown with time once complexity and 
friction are controlled for. The apparent univariate correlation between completion year and cost 
(r = +0.57) is fully mediated through the two indices; the partial F-test for Year over the bivariate 
model gives p = 0.83. Newer HSR projects have tended to be built in more complex and more 
contested environments, and those characteristics — not a generic construction-cost trend — 
account for the observed time pattern. 

Four. The bivariate reference-class prediction for ALTO is $142 million per kilometre, with a 95 
per cent prediction interval of $76–264 million per kilometre. For a 1,000 kilometre corridor, this 
corresponds to a central total cost of $142 billion and a 95 per cent prediction interval of $76–264 
billion. The bivariate reference-class prediction for HPR is $28 million per kilometre, with a 95 per 
cent prediction interval of $15–54 million per kilometre. The projected five-fold cost gap between 
the two alternatives decomposes as approximately 46 per cent engineering complexity, 53 per 
cent community friction, and less than 1 per cent timing. 

8.1  Recommendations  
Three recommendations follow from the analysis. They are addressed to the parliamentary 
leaders with formal standing in Canadian infrastructure decision-making. 

First, independent cost validation. The stated ALTO budget of $60–90 billion is inconsistent 
with the international reference-class evidence assembled in this report. The Parliamentary 
Budget Officer, or an equivalent independent fiscal authority, should be formally asked to validate 
the cost estimate against a documented reference-class forecasting methodology (Flyvbjerg, 
2008; Flyvbjerg & Gardner, 2023) before the project proceeds beyond the current consultation 
phase. 
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Second, explicit community-friction disclosure. The public consultation documentation does 
not currently disclose the sociopolitical cost pathway separately from the engineering cost 
pathway. Given that approximately half of the cross-project cost variance in the reference class 
is attributable to community friction, the public has a legitimate interest in seeing the ALTO friction-
cost projection disclosed as a separate line in the project budget. 

Third, structured HPR comparison. The consultation process should formally evaluate the HPR 
alternative against ALTO using the same analytical framework applied in this report. A 1,000 
kilometre corridor at $28 billion, under the bivariate reference-class prediction, is an alternative of 
sufficient fiscal and political significance that Canadians are entitled to see it rigorously scored, 
not dismissed by reference to a 300 km/h design-speed specification that the stated budget 
cannot defensibly deliver. 

The central analytical finding of this report is that community friction is as important 
a cost driver as engineering complexity — and that a cost forecasting framework 
that ignores either one will produce systematically biased predictions for the other. 
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Appendix A.  ECI scoring descriptors 
Each dimension of the Engineering Complexity Index is scored 1 to 5 against descriptor-anchored 
criteria. Descriptors are drawn from the published engineering record of reference-class projects. 

Geotechnical conditions 

Score Descriptor 

1 Uniform competent bedrock or consolidated soils; negligible problematic-ground presence. 

2 Predominantly competent ground with limited soft-soil or expansive-clay segments; routine 
site investigation sufficient. 

3 Mixed ground conditions with localised geotechnical complications; standard mitigation 
measures required. 

4 Substantial soft-soil, permafrost, karst, or liquefiable-soil exposure requiring specialised 
treatment across significant corridor length. 

5 Severe geotechnical regime: Leda clay, extensive karst, permafrost, or combined 
exposures requiring programme-defining ground treatment. 

 

Major structures 

Score Descriptor 

1 Predominantly at-grade alignment; minimal tunnel or viaduct content. 

2 Routine bridge and short viaduct count; tunnel content below 10 per cent of corridor. 

3 Substantial bridging, moderate viaduct or tunnel content (10–25 per cent of corridor). 

4 Major tunnel or viaduct backbone (25–50 per cent of corridor); significant structure-count 
driver. 

5 Programme-defining tunnelling or viaduct requirement (> 50 per cent of corridor); structures 
dominate the capital account. 

 

Topography and alignment 

Score Descriptor 

1 Flat or gently rolling terrain; vertical relief below 100 m over corridor; generous curve radii 
easily achieved. 

2 Modest relief; occasional grade and curve constraints at design speed. 

3 Significant relief or dense urban segments forcing tighter-than-optimal alignment choices; 
routine cant-deficiency use. 

4 Substantial mountain crossings or dense urban segments forcing extensive grade and 
curve constraints; speed-envelope compromise. 
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Score Descriptor 

5 Mountainous terrain with relief above 500 m; alignment substantially shaped by topography; 
multiple speed-envelope compromises. 

 

Hydrology and drainage 

Score Descriptor 

1 Minimal watercourse crossings; no significant floodplain or wetland exposure. 

2 Routine drainage structures; occasional medium watercourse crossings; limited wetland 
displacement. 

3 Several major watercourse crossings; localised floodplain and wetland exposure; 
substantial drainage structure count. 

4 Multiple major watercourse crossings with significant span requirements; programme-
affecting floodplain exposure. 

5 Dominant hydrological constraint: extensive watercourse crossings, karst hydrogeology, or 
dominant floodplain exposure. 

 

Infrastructure interfaces 

Score Descriptor 

1 Rural corridor; minimal existing-infrastructure interaction; greenfield alignment. 

2 Modest urban segments; routine road and rail crossings; manageable utility relocation. 

3 Significant urban segments; multiple major crossings; non-trivial staging and utility 
relocation. 

4 Extensive urban corridor; complex station integration; dense utility and existing-rail 
interface. 

5 Dominant urban and interface complexity; integrated major-station construction; severe 
staging constraints. 

 

Climate and environmental loading 

Score Descriptor 

1 Mild climate; negligible freeze-thaw cycling; low wind and seismic loads. 

2 Moderate climate; routine winter design; moderate wind and seismic loads. 

3 Substantial winter design requirement; notable freeze-thaw cycling; elevated wind or 
seismic loads. 

4 Severe climate loading: cold-climate catenary, extensive freeze-thaw, or high seismic 
design category. 
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Score Descriptor 

5 Extreme combined loading: deep winter temperatures, heavy snow/ice design, major 
seismic zone, or extreme-weather exposure. 

  



 
ALTO HSR Citizen Research Initiative  ·  29 

Appendix B.  Full project scoring matrix 
Dimension-level ECI scores for the 16-project merged dataset. Scores preceded by an asterisk 
(*) are imputed by the Initiative from the rubric and the public engineering record; unmarked 
scores are drawn from the published ECI reference-class scoring. 

Project Year Geo Str Top Hyd Int Cli ECIw CFI $M/km 

China HSR (Beijing–
Shanghai) 2011 3 4 2 3 3 3 60 12 $17 

Morocco Al Boraq 2018 *2 *2 *2 *2 *2 *3 42 15 $22 

Spain AVE Seville 1992 3 3 3 2 2 3 54 18 $19 

Japan Tokaido 1964 *3 *3 *3 *3 *4 *3 63 20 $35 

Spain AVE Barcelona 2008 3 4 4 2 3 3 65 22 $24 

France TGV Paris–Lyon 1983 2 2 3 2 2 2 44 23 $26 

Japan Hokkaido 2016 *4 *5 *5 *3 *2 *4 79 25 $88 

Italy AV Rome–Naples 2005 *3 *4 *4 *3 *3 *2 66 28 $42 

Taiwan HSR 2007 4 5 4 4 3 4 81 30 $65 

France TGV SEA 2017 *2 *3 *3 *3 *2 *2 51 38 $55 

Netherlands HSL-Zuid 2009 *5 *4 *2 *3 *4 *2 69 40 $82 

UK HS1 (CTRL) 2007 3 5 2 3 5 2 68 45 $92 

Germany Cologne–
Frankfurt 2002 3 5 5 3 3 2 74 50 $78 

Germany Stuttgart–Ulm 2022 *3 *5 *2 *2 *5 *1 66 75 $98 

California HSR* 2033 5 5 5 3 4 3 87 78 $230 

UK HS2* 2029 4 5 3 4 5 2 79 92 $315 
Table B-1.  Full project scoring matrix. Columns: Geo = geotechnical; Str = structures; Top = topography; Hyd = 

hydrology; Int = interfaces; Cli = climate. Asterisks (*) mark imputed ECI dimension scores. 

 

The column abbreviations correspond to the six ECI dimensions. The ECIw column is the 
weighted composite on a 20–100 scale. The CFI column is the aggregate on a 0–100 scale. Cost 
is in millions of 2026 PPP Canadian dollars per route-kilometre. 

  



 
ALTO HSR Citizen Research Initiative  ·  30 

Appendix C.  Regression output 
This appendix documents the ordinary least squares regression output for the four model 
specifications tested in the main report. 

C.1  Summary statistics across all specifications 

Model k R² adj R² AIC BIC σ (log) 

ECIw only 1 0.569 0.538 +3.39 +4.93 0.254 

CFI only 1 0.813 0.800 −9.99 −8.45 0.167 

Year only 1 0.325 0.277 +10.56 +12.11 0.318 

ECIw + CFI 2 0.897 0.882 −17.58 −15.26 0.129 

ECIw + Year 2 0.657 0.604 +1.73 +4.04 0.235 

CFI + Year 2 0.815 0.787 −8.16 −5.84 0.173 

ECIw + CFI + Year 3 0.898 0.872 −15.64 −12.55 0.134 
Table C-1.  Summary statistics for all seven model specifications tested. The preferred ECIw + CFI specification is 

highlighted. k is the number of predictors (excluding the constant). 

 

C.2  Bivariate model: coefficient detail 

Predictor Coefficient Std. error t-statistic p-value VIF 

Constant +0.6709 0.1776 3.78 0.002 — 

ECIw +0.0101 0.0031 3.27 0.006 4.95 

CFI +0.0108 0.0017 6.45 < 0.001 4.95 
Table C-2.  Detailed coefficient output for the preferred bivariate model: log₁₀(cost) = 0.0101·ECIw + 0.0108·CFI + 

0.671. F(2, 13) = 56.9, p < 10⁻⁶. 

 

C.3  Trivariate model: coefficient detail 

Predictor Coefficient Std. error t-statistic p-value VIF 

Constant +0.6785 0.1879 3.61 0.004 — 

ECIw +0.0101 0.0032 3.12 0.009 5.32 

CFI +0.0106 0.0020 5.32 < 0.001 6.93 

Year − 2000 +0.0005 0.0025 0.21 0.834 1.82 
Table C-3.  Detailed coefficient output for the trivariate model: log₁₀(cost) = 0.0101·ECIw + 0.0106·CFI + 

0.0005·(Year−2000) + 0.679. F(3, 12) = 35.15, p < 10⁻⁵. Year coefficient is not statistically significant (p = 0.83); 
incremental contribution over the bivariate model is non-informative. 
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C.4  Residual diagnostics (bivariate model) 

Project Observed Predicted Residual Leverage Cook's D 

China HSR (Beijing–Shanghai) 1.230 1.408 −0.178 0.14 0.125 
Morocco Al Boraq 1.342 1.258 +0.084 0.28 0.077 

Spain AVE Seville 1.279 1.412 −0.133 0.12 0.058 

Japan Tokaido 1.544 1.525 +0.019 0.11 0.001 
Spain AVE Barcelona 1.380 1.566 −0.186 0.10 0.091 

France TGV Paris–Lyon 1.415 1.364 +0.051 0.25 0.023 
Japan Hokkaido 1.944 1.741 +0.204 0.26 0.404 

Italy AV Rome–Naples 1.623 1.641 −0.018 0.08 0.001 
Taiwan HSR 1.813 1.815 −0.002 0.26 0.000 

France TGV SEA 1.740 1.597 +0.144 0.18 0.115 
Netherlands HSL-Zuid 1.914 1.801 +0.113 0.07 0.020 

UK HS1 (CTRL) 1.964 1.844 +0.119 0.07 0.022 
Germany Cologne–Frankfurt 1.892 1.959 −0.067 0.09 0.010 

Germany Stuttgart–Ulm 1.991 2.147 −0.156 0.28 0.273 
California HSR 2.362 2.392 −0.031 0.29 0.011 

UK HS2 2.498 2.462 +0.036 0.40 0.029 
Table C-4.  Residual diagnostics for the bivariate model. Observed, predicted, and residual values are in log₁₀ units. 
The conventional Cook's D flag threshold of 4/n = 0.25 is crossed by Japan Hokkaido (0.40) and Germany Stuttgart–

Ulm (0.27, marginal). 
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About the ALTO HSR Citizen Research Initiative 
The ALTO HSR Citizen Research Initiative (CRI) is an independent, non-partisan citizen research 
project critically examining Canada's proposed ALTO high-speed rail project. The Initiative 
operates across citizenresearch.ca and altohsrcitizenresearch.ca. 

All Initiative research is published openly. Reference data, scoring tables, and regression outputs 
are reproducible from the published material. 
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ALTO HSR Citizen Research Initiative  ·  Methodology Paper 

A Framework for Independent Evaluation 

of the ALTO HSR Project 

An annual fiscal ledger framework and a seven-stage analytical pipeline 

Purpose 
This paper sets out the analytical methodology the ALTO HSR Citizen Research Initiative (CRI) 
has developed to evaluate major federal infrastructure projects. The methodology is built around 
a single accounting identity — the annual fiscal ledger every operating rail corridor must balance 
— and a seven-stage analytical pipeline that produces a defensible value for each of its terms. 
The pipeline is replicable, transparent, and grounded in established academic and federal-policy 
literature. It has been applied in full to the ALTO high-speed rail proposal; the supporting CRI 
research notes listed in the Sources section at the end of this paper provide the detailed 
methodology, results, and underlying data for each stage. The paper is intended to support 
independent review by the Parliamentary Budget Officer or another federal analytical body, with 
the supporting documents as appendices. 

The annual fiscal ledger framework 
Every operational rail corridor must balance an annual fiscal ledger. The costs of running the 
corridor in a given year — debt service on the capital outlay, plus operations and maintenance 
expenditure, plus fleet capital renewal — must equal the revenue collected from those who use 
the corridor and from those who subsidise it. The identity is: 

Capex × CRF  +  O&M and fleet capital  =  Ridership × Fare  +  Public 
subsidy  +  Land value capture 

(annual debt service on capital)   +   (annual operating cost)   =   (annual farebox revenue)   +   (annual public 
subsidy)   +   (annual LVC contribution) 

The identity is an accounting truism; what makes it analytically useful is that each of its terms is 
independently anchored. None can be set at will; each has a defensible value that emerges from 
a specific empirical or engineering methodology, rather than from political assertion. The seven-
stage pipeline produces the value for each term. 

Ledger term What anchors its value Pipeline stage that 
produces it 

Capex × CRF (annual 
debt service) 

Capital outlay times capital recovery factor; 
CRF reflects cost of capital and debt term. 
Capex itself is calibrated against the 
international cost-overrun reference class, 

Stages 1 and 2 (ECI, CFI) 
→ Stage 3 (capex RCF). 
CRF is a financing 
parameter. 
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Ledger term What anchors its value Pipeline stage that 
produces it 

with engineering and community complexity 
as predictors. 

O&M and fleet capital 
(annual operating 
cost) 

Estimated bottom-up from corridor asset 
inventory and service-level inputs across 
three streams (maintenance and renewals, 
operating categories, fleet capital 
recapitalisation). Cold-climate and route-
specific factors raise the benchmark; 
international comparators used for cross-
validation only. 

Stage 4 (engineering 
ground-up O&M cost 
estimation). 

Ridership × Fare 
(annual farebox 
revenue) 

Modal-shift S-curves applied to corridor 
demographics fix the ridership achievable at 
any given fare. The (ridership, fare) pair sits 
on the corridor's modal-shift frontier; the two 
cannot be chosen independently. 

Stage 5 (reference-class 
modal-shift ridership 
analysis). 

Public subsidy 
(federal + provincial) 

Residual: whatever closes the gap between 
annual costs and the sum of farebox plus 
LVC. Bounded below by zero (the corridor 
cannot pay passengers to board) and above 
by total cost. 

Output of the ledger once 
the other four terms are set; 
reported as part of Stage 5 
(subsidy frontier). 

Land value capture 
(LVC) 

Supplementary revenue from land value 
uplift attributable to the corridor — station-
area development levies, business-rate 
supplements, betterment charges, joint 
development. Bounded above by the actual 
attributable land value increment. 

Where a project discloses 
an LVC mechanism, the 
methodology evaluates its 
bounding values against 
international comparators. 

  

Each piece is independently anchored. Debt service is set by capex (Stages 1–3) and the cost 
of capital. O&M is set by engineering benchmarks against international HSR operators (Stage 4). 
Farebox revenue is set by ridership times fare on the modal-shift frontier (Stage 5). The 
proponent's choice to claim a particular capex, ridership, and fare combination does not satisfy 
the ledger unless the corresponding subsidy figure is also disclosed and the fare-and-ridership 
pair sits on the frontier. A claim that is not internally consistent — for example, the ridership of 
one operating regime combined with the fare of another — does not balance the ledger; it only 
appears to. 

Subsidy and LVC together close the gap. Public subsidy is the dominant gap-closer in every 
operational HSR network in the world: every HSR system except the four highest-density 
Japanese and Chinese trunks operates with a structural annual operating subsidy on top of capital 
service support, and even those four required the full capital outlay from public funding. Land 
value capture is the only large-scale supplementary mechanism with empirical track record — 
HS1 in the United Kingdom, Crossrail's Business Rate Supplement, Hong Kong's MTR 
Rail+Property model, and several Japanese private-railway joint development arrangements. 
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Across these comparators LVC typically funds five to fifteen per cent of capital service 
requirements; the remainder closes through public subsidy. ALTO has not published a business 
case. The Government’s written reply to Q-923 (April 22, 2026)1 confirms that the analysis to date 
is preliminary and that the High-Speed Rail initiative’s business case “will continue to be updated 
alongside its development” through co-development. The materials ALTO has published — the 
Fast Forward explanatory document, the consultation materials, the FAQ, and the CEO’s 
parliamentary and public testimony — disclose no land value capture mechanism. The forecast 
60,000 to 63,000 new residential units around stations is invoked as a downstream property-tax 
benefit accruing to municipalities, not as a financing source for the corridor. Bill C-15 (the High-
Speed Rail Network Act) provides streamlined expropriation and right-of-first-refusal authority but 
no betterment levy, tax-increment financing district, special assessment district, joint development 
framework, or air-rights regime; the Senior Director, Commercial and First Nations Financial 
Participation role addresses Indigenous equity in Alto itself, not station-area land value capture. 
Under the current published scope, therefore, the entire gap closes through public subsidy. 

No fare posture eliminates the bill. Raising fares reduces ridership along the air-rail and road-
rail S-curves; lowering fares reduces revenue per rider. The frontier of achievable (subsidy, 
ridership, fare, revenue) combinations sits within a single-degree-of-freedom space — choosing 
any one variable determines the other three. No point on the frontier produces a balanced ledger 
without public subsidy at the corridor scale ALTO proposes. The minimum-subsidy posture 
(premium fare, low ridership) still requires approximately one billion dollars per year in operating 
subsidy at central capex; the welfare-efficient posture (fare parity with air) requires approximately 
two billion; the high-ridership posture (deep fare discount) requires approximately three and a half 
billion. The choice between operating regimes is therefore a political-economy choice about the 
distribution of fiscal cost between farebox and treasury, not a choice between subsidised and 
unsubsidised operation. The Government’s written reply to Q-923 (April 22, 2026)2 asserts that 
ALTO operations will be “financially self-sustaining, with revenues covering operations and 
maintenance costs and eliminating the need for ongoing operating subsidies.” This claim is 
inconsistent with the empirical reference class of operational HSR networks worldwide and with 
the Stage 4 and Stage 5 outputs of this methodology: no point on the achievable modal-shift 
frontier, at any defensible operating posture, produces fare revenue sufficient to cover the $2.15 
billion annual recurring cost identified in Stage 4. Verifying or rejecting the Government’s self-
sustaining-operations claim against the empirical reference class is one of the specific analytical 
tasks this methodology is designed to support. 

Implications for the analytical pipeline. Stages 1 through 5 produce defensible values for the 
four independently-anchored ledger terms. Stage 6 (NPV / BCR) takes the populated ledger as 
the annual cash flow input and computes its present value over the analysis horizon; the NPV is 

 
1 Canada, Parliament, House of Commons, Q-923, written response to Order Paper question asked by 
Philip Lawrence, MP (Northumberland—Clarke), 45th Parliament, 1st Session, asked 5 March 2026, 
answered 22 April 2026; reply signed by Mike Kelloway, Parliamentary Secretary to the Minister of 
Transport. 
2 Q-923, op. cit. (22 April 2026). 
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the discounted lifetime sum of the annual gaps. Stage 7 (QA1 / QA2) reviews the project against 
the institutional criteria, with the populated ledger as part of the evidence base. The pipeline 
therefore does not produce an NPV in isolation — it produces a balanced annual fiscal ledger, 
whose present value is the NPV, whose subsidy term is the federal commitment the project 
actually implies, and whose ridership-and-fare pair is the operating posture the corridor would 
actually have to adopt. 

The seven-stage analytical pipeline 
The pipeline is designed around the principle that megaproject evaluation is not a single analysis 
but a sequence of analyses that must interlock to populate the annual fiscal ledger above. A 
capital cost estimate is meaningless without a complexity assessment that calibrates the 
reference class. An operating cost estimate is meaningless without an engineering ground-up 
build from asset inventory and service-level inputs. A ridership forecast is meaningless without a 
modal-shift framework that grounds the corridor's achievable demand in empirical S-curves and 
corridor demographics. A benefit-cost ratio is meaningless without a probabilistic cost distribution 
and a defensible ridership envelope. An institutional review verdict is meaningless without the 
underlying CBA and risk analysis. Each of the seven stages contributes a distinct output to the 
integrated assessment. 

Stage Component What it produces ALTO finding 

1 Engineering 
Complexity 
Index (ECI) 

Technical risk score 0–100, against 
international reference class of 
comparable projects 

Peak severity 82/100; 
exposure-adjusted 73/100 
(upper High band) 

2 Community 
Friction Index 
(CFI) 

Governance, consultation, and 
consent risk score 0–100 

Current 43; projected mid-
energy 65 across construction 
window 

3 Reference-class 
capital cost 
estimation 

Probabilistic capex distribution 
calibrated by ECI and CFI, against 
the empirical cost-overrun literature 

$75B proponent-stated; 
$143B central (RCF); $264B 
P97.5 

4 Engineering 
ground-up O&M 
cost estimation 

Annual recurring cost built bottom-
up from asset inventory and service-
level inputs across three streams: 
infrastructure maintenance and 
renewals, operating categories, and 
fleet capital recapitalisation. 
Canadian climate, terrain, and traffic 
uplifts applied; international 
comparators used for cross-
validation only 

$2.15B/yr combined at 80 
trains/day MID for 1,000 km 
corridor: maintenance $1.27B 
+ operations $700M + fleet 
capital annuity $180M; cost-
recovery ratio 0.80 at 
$0.20/pkm baseline; break-
even at ≈12.5M pax/yr 

5 Reference-class 
modal-shift 
ridership 
analysis 

Independent ridership envelope, 
operating-regime structure, and 
subsidy frontier, derived from air-rail 
and road-rail S-curves applied to 
corridor demographics 

Achievable frontier: 5–12M 
annual riders across the 
subsidy spectrum; welfare-
efficient point Regime B (~8M 
riders at ~$2B annual 
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Stage Component What it produces ALTO finding 

subsidy); ALTO 24M target 
outside the frontier 

6 NPV / Benefit-
Cost Analysis 

BCR at three discount rates; iso-
BCR analysis identifying the 
(ridership, fare) parameter space for 
break-even, using both the Stage 3 
cost distribution and the Stage 5 
ridership envelope 

Central BCR ≈ 0.11; required 
fare $381–$1,596 at ALTO's 
24M forecast; 24M itself 
unreachable on the Stage 5 
frontier 

7 Institutional 
review (QA1 / 
QA2) 

Structured pass/fail assessment 
against Norwegian QA1 / QA2 
criteria 

Fails 5 of 8 QA1 criteria; 
forward-fails 5 of 6 QA2 
criteria 

  
Stages 1 and 2 (engineering and community) are inputs to Stage 3 (capital cost estimation). 
Stages 1 and 2 also inform Stage 5 (modal-shift ridership analysis), where the operational corridor 
experience reflected in the CFI bears on phase maturity and the consent environment in which 
the corridor would operate. Stage 4 (O&M cost estimation) is built from an independent 
engineering ground-up specification of corridor assets and service level — it is not derived as a 
fraction of the Stage 3 capex figure, which is a structural advantage over the standard “percentage 
of capex” benchmark approach. Stages 3, 4, and 5 are the three parallel reference-class and 
engineering inputs — capital cost, recurring cost, and ridership-and-fare — that together feed 
Stage 6 (NPV / BCR). Stages 1 through 6 are inputs to Stage 7 (institutional review). Stage 7 
produces the recommendation for political decision-making. The pipeline does not stop at any 
one stage — a project that fails one stage will, in the typical case, fail the subsequent stages, and 
the structural finding is the cumulative result. 

Stage 1 — Engineering Complexity Index (ECI) 
The ECI scores a candidate project against a defined set of physical engineering dimensions, 
weighted to one hundred. The current rubric uses ten dimensions covering subgrade conditions, 
bedrock and foundation requirements, hydrology and drainage, climate exposure, topography and 
grade, seismic risk, ecological sensitivity, heritage and cultural overlay, corridor land-use friction, 
and urban engineering content. Each dimension is granularly scored against published anchor 
descriptions; the integrated score is then exposure-adjusted using a parameter that accounts for 
the proportion of the corridor exposed to each condition. The output is a single composite index 
on a 100-point scale, banded as Low (20–40), Moderate (41–60), High (61–80), or Extreme (81–
100). 

The ECI sits in the international reference class of comparable HSR projects, allowing direct 
comparison against thirteen completed or in-construction projects. ALTO's peak severity score of 
82/100 places it at the boundary between High and Extreme; the exposure-adjusted score of 
73/100 places it in the upper High band. The ECI is methodologically a generalisation of the 
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engineering-complexity component of cost-overrun models in the academic literature (Flyvbjerg, 
Welde and Odeck), made transparent and replicable through the published rubric and scorecard. 

Methodology and ALTO scoring: CAPEX Note 1 (engineering complexity rubric); CAPEX Note 2 
(ALTO scorecard application). 

Stage 2 — Community Friction Index (CFI) 
The CFI scores a candidate project against a parallel set of governance, consultation, and 
consent dimensions, weighted to one hundred. The current rubric uses five components: public 
opposition intensity, legal challenges filed, forced route changes, environmental and NGO 
opposition, and political controversy. Each component scores 0–20, producing a composite 0–
100 score. The CFI is also constructed as a trajectory — each component evolves through the 
project lifecycle, and the four-year forward projection through the construction window is part of 
the methodology, not a separate analysis. 

ALTO's CFI assessment yields a current score of 43 and a projected mid-energy trajectory peak 
of 65 by the mid-construction window. Like the ECI, the CFI is calibrated against the international 
reference class of comparable projects: California HSR, HS2, Stuttgart 21, and others have CFI 
scores in the 60–85 range during their construction windows, and these are the projects whose 
cost overruns and schedule delays have been most extensively documented. The CFI is the 
governance analogue of the ECI — it captures the institutional and political risks that are 
systematically missing from purely technical cost-overrun models. 

Methodology and ALTO scoring: CAPEX Note 3 (community friction and HSR cost, international 
comparative analysis). 

Stage 3 — Reference-class capital cost estimation 
The reference-class capital cost estimation methodology applies the empirical cost-overrun 
pattern documented across 258 transport infrastructure projects in 20 countries (Flyvbjerg, 
Skamris Holm and Buhl, 2003) to the proponent's point estimate, calibrated by the ECI and CFI 
scores from Stages 1 and 2. The output is a probability distribution rather than a single figure, 
reported at the central reference-class adjustment (RCF) and at upper-tail percentiles (P85 and 
P97.5). For ALTO, applied to the proponent-stated $75 billion concept-stage figure, the 
methodology produces a central estimate of $143 billion and a P97.5 estimate of $264 billion. The 
implied P85 figure — the parliamentary cost frame under Norwegian QA2 rules — is 
approximately $185 billion. The capex distribution feeds Stage 6 (NPV / BCR) directly; Stage 4 
(O&M cost) is built independently from an engineering ground-up specification, and Stage 5 
(ridership) supplies the complementary demand-side input. 

Methodology and detail: CAPEX Note 4 (engineering complexity and community friction, joint 
predictors of HSR cost). 
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Stage 4 — Engineering ground-up O&M cost estimation 
Stage 4 estimates the corridor's annual recurring cost from the bottom up. The methodology builds 
each cost line item from a defensible engineering specification — asset inventory, service level, 
unit costs, useful asset lives, and Canadian operating-condition adjustments — rather than from 
a percentage-of-capex benchmark calibrated against international comparators. The international 
comparator set (Spanish ADIF, California HSRA, UK Network Rail HS1, SNCF Réseau, Network 
Rail CP7, DB InfraGO) is used at the end of the build for cross-validation against the assembled 
bottom-up figure, not as the primary estimating method. This is a structural advantage over the 
standard “percentage of capex” operating cost approach: the ground-up estimate is independent 
of whatever capex figure the proponent adopts, and therefore independent of the optimism bias 
documented in the cost-overrun reference class. 

The recurring annual cost decomposes into three streams with fundamentally different cost 
drivers, sensitivities to traffic, and underlying methodologies. Conflating them — as is common in 
summary business cases — hides the structure that determines whether the corridor can recover 
its costs at any achievable level of demand. 

• Infrastructure maintenance and renewals. Built from a ten-asset-class decomposition of 
the corridor (plain line track, switches and crossings, overhead contact system, signalling, 
bridges, tunnels, drainage, fencing, stations, communications). For each asset class, 
annual maintenance is the sum of a fixed component (independent of traffic, driven by 
inspection and age-based degradation) and a variable component (driven by gross-tonne-
km and a speed-fatigue term). Renewal capital expenditure on long-life components is 
annuitised over each asset's useful life using the standard capital recovery factor. 
Multiplicative Canadian uplifts are applied for climate (1.25), mixed traffic (1.00 for 
dedicated HSR), and terrain (1.10), combined factor 1.375. 

• Operating cost. Built from an eight-category decomposition (train operations / traincrew; 
traction energy; rolling stock light and intermediate maintenance; station operations; 
network control / OCC; commercial; insurance; general and administrative overhead). 
Three of the eight scale with train-km, three are fixed, one scales with revenue, and one is 
a markup on direct costs. Each is calibrated against international unit-cost benchmarks 
(California HSRA 2020 Plan, SNCF Réseau, FRA HSIPR), with a separate Canadian 
climate uplift of 1.10 for operations. 

• Fleet capital. Trainsets have useful lives of 25 to 35 years and require periodic 
replacement. The acquisition capex is annuitised over the assumed useful life at the social 
discount rate, producing a recurring annual fleet capital line. This is methodologically 
distinct from operating-stream rolling-stock light and intermediate maintenance, and it is 
the cost stream most often omitted from summary business cases. 

For ALTO at MID baseline assumptions — 1,000 km dedicated double-track corridor, 300 km/h 
design speed, 80 trains per day, 450-seat trainsets at 65 per cent load factor, seven staffed 
stations, Canadian climate and terrain uplifts applied — the three streams produce combined 
recurring cost of approximately $2.15 billion per year: $1.27 billion for infrastructure 
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maintenance and renewals (Note 1), $700 million for operating cost (Note 2), and $180 million for 
fleet capital annuity (30 trainsets at $70 million each, annuitised over 25 years at 7 per cent real). 
The LOW–MID–HIGH envelope on the maintenance stream alone is $1.08–$1.27–$1.52 billion 
per year; the full envelope on the combined figure is approximately $1.8–$2.15–$2.5 billion per 
year. Forty-year present value at 7 per cent real is approximately $28.6 billion (MID). 

The combined cost has a clean fixed-plus-variable structure: approximately $1.38 billion per 
year fixed, plus $9.58 million per year per train per day variable. The fixed component is 77 
per cent of infrastructure maintenance, 32 per cent of operations, and 100 per cent of fleet capital 
(fleet size is set by peak service requirement, not utilisation). This linearity allows Stage 4 to be 
evaluated at any service level — including the service levels implied by each of the Stage 5 modal-
shift operating regimes — without re-running the ground-up build. 

The substantive finding for ALTO is that the corridor's break-even service level — at which fare 
revenue exactly equals recurring annual cost — is approximately 117 trains per day, 
corresponding to approximately 12.5 million annual full-corridor-equivalent passengers at 
a $0.20-per-pkm yield and a 65 per cent load factor. This figure sits at the upper edge of the Stage 
5 modal-shift frontier ceiling (approximately 12 million annual riders at $5 billion annual subsidy). 
At the modal-shift welfare-efficient operating point (Regime B, 8 million annual riders), the corridor 
recovers approximately 80 per cent of recurring cost from farebox at the MID assumptions, leaving 
an annual deficit of approximately $440 million — and this is the deficit before any allowance for 
the capital service term in the annual fiscal ledger. The cost recovery ratio approaches but does 
not exceed 1.0 even at the upper modal-shift envelope; recurring cost recovery from farebox alone 
is structurally infeasible across the achievable operating space. 

Cross-validation against the international comparator set confirms the figures. The MID figure of 
$1.27 million per route-kilometre per year for infrastructure maintenance is approximately 1.4 
times the SNCF Réseau LGV figure (approximately $900 thousand per route-km per year), 
consistent with the 1.375 Canadian uplift applied to a European-baseline unit cost. Stripping the 
uplift recovers an underlying figure ($920 thousand per route-km per year) that sits at the top of 
the European HSR range — the appropriate position given Canadian labour rates and the 
absence of a domestic HSR supply chain. Operating cost at $24 per train-km sits in the mid-range 
of the international benchmark band ($20–$30 per train-km for dedicated HSR at mature service). 

Methodology and detail: O&M Note 1 (infrastructure maintenance cost methodology and worked 
example); O&M Note 2 (operating cost methodology and worked example); O&M Note 3 
(combined recurring cost, fleet capital recapitalisation, and break-even cost-recovery analysis). 

Stage 5 — Reference-class modal-shift ridership analysis 
Stage 5 produces an independent ridership envelope for the corridor by applying empirical modal-
shift S-curves to corridor demographics and operating-posture choices, in place of accepting a 
proponent-stated headline figure as an analytical input. It is the ridership-side analogue of Stages 
3 and 4: just as those stages derive probabilistic cost distributions from international cost 
reference classes rather than from the proponent's point estimates, Stage 5 derives a continuous 
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(subsidy, fare, ridership, revenue, net public cost) frontier from international and Canadian modal-
shift evidence rather than from the proponent's headline forecast. 

The stage has four components. The air-rail S-curve relates the rail-to-air price ratio and the rail 
journey time to the share of air travellers captured by rail (Appendix J). The road-rail S-curve 
relates the rail-to-car generalised-time ratio and the relative price to the share of car travellers 
captured by rail (Appendix K). The demographic ridership envelope applies the two S-curves to 
the corridor's addressable population and trip pool, producing a 2035–2080 ridership envelope 
under three discrete operating regimes — A (heavy subsidy, deep fare discount to air), B 
(moderate subsidy at fare parity with air), and C (minimal subsidy with yield-managed pricing) 
(Appendix L). The subsidy frontier then extends the three discrete regimes to a continuous 
subsidy spectrum, producing the relationships between annual subsidy, annual ridership, annual 
fare revenue, and net public cost across the operating space (Appendix M). 

The output of Stage 5 is a one-dimensional frontier through a four-variable space: each point on 
the frontier represents a defensible operating posture for the corridor, with the choice between 
points being a single-degree-of-freedom political-economy decision. The frontier supports several 
optimisation objectives — revenue maximisation, per-rider net-public-cost minimisation, total net-
public-cost minimisation, fiscally-constrained ridership maximisation, and total welfare 
maximisation — each of which selects a different point. The first two converge on Regime B 
(approximately 8 million annual riders at approximately $2.0 billion annual operating subsidy, with 
peak fare revenue of approximately $1.29 billion and a marginal net-public-cost minimum of 
approximately $400 per added rider). Total-cost minimisation points toward Regime C or below; 
ridership maximisation points toward Regime A. 

For ALTO, the structural finding is that the corridor's published 24-million-by-2055 ridership target 
sits outside every point on the achievable frontier. The frontier tops out at approximately 12 
million annual riders at $5 billion annual subsidy — beyond which the corridor would need to push 
past the empirical modal-shift ceiling (approximately 40 per cent of the addressable market) under 
conditions none of the international modal-shift literature supports. The headline target is 
therefore not a defensible operating point under any of the candidate optimisation objectives. The 
fare and subsidy assumptions implicit in any operating regime that approaches the published 
target are not internally consistent with the modal-shift framework that the corridor's demand must 
come from. The Government’s written reply to Q-9233 cites additional ridership figures — 1.21 
billion trips in the first forty years of full operations (averaging approximately 30 million annually) 
and 43 million annually by 2084 — that are not internally consistent with the 24-million headline 
target and that each remain outside the Stage 5 achievable frontier. The reply’s $100 billion fare-
revenue projection over the same forty-year window implies an average fare of approximately $83 
per trip, a (fare, ridership) pair the modal-shift framework does not produce. 

 
3 Q-923, op. cit. (22 April 2026): “Class 5 capital costs are estimated at $60–90 billion (2024 Canadian 
dollars). Expected ridership is up to 1.21 billion trips in the first 40 years of full operations, with fare 
revenues projected to exceed $100 billion (2024 Canadian dollars) over the same period. Ridership is 
expected to grow to 43 million annually by 2084.” 
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Stage 5 also produces a full-cost view in which the operating subsidy from the frontier is combined 
with capital service across the three Stage 3 capital cost scenarios and the Stage 4 engineering 
O&M figure. At the welfare-efficient Regime B operating point, the full annual federal cost ranges 
from approximately $4.3 billion (proponent-stated capex) to approximately $9.9 billion (P97.5 
worst-case), with full-cost-per-rider of $540 to $1,240 — six to fourteen times the federal value-
of-time per rider under standard cost-benefit parameters. This is the input to Stage 6's NPV / 
BCR. 

Methodology and detail: MS Note 1 (air-rail modal-shift S-curve); MS Note 2 (road-rail modal-shift 
S-curve); MS Note 3 (ALTO HSR ridership envelope 2035–2080); MS Note 4 (subsidy frontier 
and optimisation). 

Stage 6 — NPV and Benefit-Cost Analysis 
Stage 6 takes the capex distribution from Stage 3, the engineering ground-up O&M figure from 
Stage 4, and the ridership envelope from Stage 5 and integrates them with an externality 
framework (modal-shift greenhouse gas benefits, embodied-carbon construction debit, time-
savings, accident reduction, local environmental costs) and the Treasury Board Secretariat 8% 
real central social discount rate. The output is a Net Present Value (NPV) and Benefit-Cost Ratio 
(BCR) at the three federal sensitivity rates (3% / 5% / 8% TBS), with Monte Carlo treatment for 
parameter uncertainty. A complementary iso-BCR analysis identifies the parameter space 
(ridership, fare, capex, discount rate) within which break-even (BCR=1) is achievable. For ALTO, 
the central reference-class BCR is approximately 0.11; iso-BCR analysis demonstrates that no 
defensible combination of (capex, ridership, fare, rate) within the empirically supported parameter 
space produces break-even at the central or high capex scenarios. 

The iso-BCR framing produces an intuitive rendering of the analytical finding: at ALTO's published 
2055 ridership forecast of 24 million passengers per year, the required fare for break-even is $381 
per trip at the proponent-stated capex, $818 at the reference-class central, and $1,596 at the 
high-cost scenario. The Stage 5 ridership analysis sharpens this finding by establishing that the 
24-million figure is itself outside the achievable modal-shift frontier — so the iso-BCR break-even 
fares should be read as the answer to a counterfactual the corridor cannot in fact reach. Break-
even is unreachable from both directions: the fares required at the stated ridership are 
economically implausible, and the stated ridership is not deliverable on any operating 
posture the modal-shift frontier supports. The layperson's test — what would the ticket cost 
have to be? — is grounded in the underlying NPV mathematics, and is now paired with the 
operating-regime test from Stage 5 — what is the achievable ridership at any defensible operating 
posture? 

Methodology and results: NPV Note 1 (financial analysis, NPV and BCR); ALTO Iso-BCR 
Research Note; ALTO NPV Analysis v3 Excel model. 
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Stage 7 — Institutional review (QA1 / QA2) 
Stage 7 applies Norway's Quality Assurance scheme — the QA1 (concept-stage) and QA2 (pre-
funding) review gates established under the Norwegian Ministry of Finance in 2000 — as a 
structured pass/fail framework. QA1 evaluates a project against eight substantive criteria covering 
needs, goals, requirements, alternatives, cost-benefit analysis, cost estimation methodology, risk 
and uncertainty disclosure, and distributional alignment. QA2 evaluates the project at pre-funding 
stage against six criteria covering stochastic cost estimation at P85, reduction list, management 
challenge assessment, updated CBA with benefit realisation plan, project management base, and 
QA1 compliance. The framework draws on twenty-five years of Norwegian operating experience 
across approximately 160 reviewed projects, with documented improvements in budget 
compliance from pre-QA cost overruns of 59–183 per cent to post-QA on-budget delivery of 
approximately 75 per cent. 

ALTO fails five of eight QA1 criteria outright (alternatives, CBA, cost estimate, risk disclosure, 
distributional alignment), partially satisfies two, and conditionally passes one. The addition of 
Stages 4 and 5 reinforces the QA1 cost-benefit-analysis and risk-disclosure findings: the 
proponent's published materials rely on a single 24-million ridership figure that the Stage 5 modal-
shift analysis shows to be outside the achievable frontier, treats O&M and fleet capital as small 
line-items rather than as a multi-billion-dollar annual ledger commitment, and does not specify 
which operating posture (fare, subsidy, modal share) the corridor would actually adopt to deliver 
that figure. A QA2 forward assessment confirms the project would also fail at pre-funding review. 
The structural finding is that ALTO is a paradigmatic case of the project category Norway's 
scheme was created to filter. 

Methodology and assessment: Appendix F — ALTO Norway QA Research Note (institutional 
design and empirical track record); Appendix G — ALTO QA Assessment (structured pass/fail of 
ALTO). 

Connecting the pipeline to political decision-making 
The seven-stage pipeline produces a recommendation rather than a decision. Under Norwegian 
institutional rules, the QA1 reviewer's recommendation goes to the Cabinet, which retains 
decision authority. The Cabinet may accept the recommendation, request revised documentation, 
or reject the recommendation and proceed notwithstanding. The political optionality is preserved 
by the institutional separation of analysis from decision — but the analytical record is on the public 
record, reviewable by the equivalent of the Auditor General and parliamentary standing 
committees, and the political cost of proceeding against an unfavourable QA1 finding is non-trivial. 

In the Canadian context, the institutional analogue would be the Cabinet receiving the analytical 
pipeline output as input to the corridor selection decision, with the Parliamentary Budget Officer 
or a comparable independent analytical body as the natural reviewer of the methodology and 
findings. The CRI methodology is structured to be replicable by such a reviewer: each stage 
publishes its rubric, its scoring, its data, and its supporting documentation. A reviewer disagreeing 
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with any individual finding is invited to re-run the analysis under their own preferred assumptions. 
The methodology is contestable, but it is not opaque. 

Possible methodological extensions 
Three extensions to the current seven-stage pipeline are worth flagging as candidates for further 
development. Each addresses a category of analysis that the existing pipeline touches but does 
not yet treat as a standalone stage. 

Lifecycle environmental assessment 
The current pipeline includes embodied-carbon construction emissions as a fixed externality term 
in Stage 6 (NPV), drawing on the CRI's Appendix H lifecycle CO₂ work. A more comprehensive 
lifecycle environmental assessment — covering construction, operation, maintenance, and end-
of-life — across air quality, water resources, biodiversity, and land use, with uncertainty bounds, 
would warrant a parallel stage feeding both the cost distribution and the externality framework. 
The Frontenac Arch ecological sensitivity, the Leda clay groundwater regime, and the cumulative 
impact of corridor land take across agricultural Eastern Ontario and Quebec are specific items 
that an expanded lifecycle assessment would treat formally. 

Distributional and Indigenous consultation analysis 
The current pipeline captures distributional issues partially through CFI and through QA1 criterion 
8, but does not produce a standalone distributional analysis with quantified incidence by region, 
income decile, community type, and Indigenous nation. A formal additional stage, modelled on 
UK HM Treasury distributional impact assessment guidance and on UNDRIPA implementation 
requirements, would produce specific quantified findings on who benefits and who bears costs, 
treated as an output equal in standing to BCR. 

Counterfactual / alternatives analysis 
The current pipeline applies Stages 1 through 7 to the proponent's preferred concept. A complete 
evaluation requires the same pipeline applied to each conceptually different alternative — in the 
ALTO case, to HFR (the JPO 2021 high-frequency rail concept) and HPR (the high-performance 
rail alternative the Initiative has developed). The HPR Strategy work is the start of this; running 
the full pipeline on HPR with the same rigor as on ALTO — including, crucially, the Stage 5 modal-
shift analysis under HPR's operating parameters — would produce a directly comparable BCR, 
ECI, CFI, ridership envelope, and QA verdict, completing the substantive content of QA1 criterion 
4. 

Suitability for review by the Parliamentary Budget Officer 
The Parliamentary Budget Officer (PBO) has the explicit statutory mandate to provide 
independent analysis to Parliament on matters of fiscal and economic significance. PBO 
precedent on major federal projects includes independent cost analyses of the F-35 procurement, 
the Canadian Surface Combatant program, and the Trans Mountain pipeline expansion — in each 
case, accepting a methodology paper from a parliamentarian or committee, conducting 
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independent verification, and reporting findings to Parliament. The CRI methodology paper, with 
its supporting documents as appendices, is structured to support exactly this institutional pathway. 

The specific request that an MP could submit to the PBO, supported by this methodology paper, 
would be: “Conduct an independent benefit-cost analysis of the ALTO high-speed rail project 
using the methodology summarised in this document, and report findings to Parliament before 
the federal corridor selection decision is finalised.” The PBO has the analytical capacity, the 
institutional independence, and the parliamentary mandate to discharge such a request. The 
supporting CRI research notes listed in the Sources section at the end of this paper provide the 
underlying data, methodology, and worked-example findings the PBO's own analytical team 
would need as starting material. 

The methodology is also available to inform PBO analysis of other major federal infrastructure 
projects, including those in the Canada Strong Fund pipeline. Each of the seven stages is 
generalisable beyond rail: the ECI rubric, the CFI rubric, the reference-class capital cost 
estimation methodology, the engineering ground-up O&M cost estimation methodology, the 
reference-class modal-shift ridership methodology (where the relevant demand-side framework 
can be substituted for non-passenger projects), the iso-BCR sensitivity framing, and the QA1/QA2 
institutional review framework apply to any major federal investment of comparable scale and 
policy importance. 

Sources — supporting CRI research notes 
The supporting documents listed below are the research notes underpinning each stage of the 
analytical pipeline, and the cross-cutting notes that supply inputs to multiple stages. Each note is 
independently complete and replicable, with published methodology, data, and results. They are 
grouped here by pipeline stage. 

Stage 1 — Engineering Complexity Index 
• CAPEX Note 1 — Engineering Complexity Rubric — ten-dimension scoring framework 

for the worldwide database of high-speed rail projects; five descriptor levels (Minimal, Low, 
Moderate, High, Extreme) with weights summing to 100, producing both a Peak Severity 
and an Exposure-Adjusted composite on a 100-point scale with four banded 
interpretations. 

• CAPEX Note 2 — ALTO Engineering Complexity Scorecard — application of the ten-
dimension rubric to the proposed ALTO corridor, with dimension-by-dimension evidence 
and reference-class comparison against thirteen international HSR projects; produces 
ALTO Peak Severity 82/100 (Extreme band) and Exposure-Adjusted 73/100 (upper High 
band). 

Stage 2 — Community Friction Index 
• CAPEX Note 3 — Community Friction and Cost in High-Speed Rail: An International 

Comparative Analysis — international comparative analysis of 18 HSR projects relating 
Community Friction Index scores to cost per kilometre and cost overrun (R² = 0.80 and 
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0.66 respectively); includes the full five-component CFI methodology with 0–20 sub-scale 
anchors and ALTO’s projected ~163% cost overrun at CFI 65. 

Stage 3 — Reference-class capital cost estimation 
• CAPEX Note 4 — Engineering Complexity and Community Friction: Joint Predictors 

of High-Speed Rail Cost — multivariate reference-class regression of log cost per 
kilometre on the Engineering Complexity Index and Community Friction Index across 16 
international HSR projects (adj. R² = 0.88); produces the $142 M/km central prediction and 
$76–$264 M/km 95% prediction interval for the ALTO corridor, equivalent to $142 billion 
central capex for a 1,000 km line. 

Stage 4 — Engineering ground-up O&M cost estimation 
• O&M Note 1 — Infrastructure Maintenance Costs for HSR — ten-asset-class 

decomposition methodology with fixed-and-variable unit costs, capital recovery factor for 
renewals, and Canadian climate, mixed-traffic, and terrain uplifts; worked example 
produces $1.27B/yr at MID for a 1,000 km corridor. 

• O&M Note 2 — Operating Costs for HSR — eight-category decomposition (traincrew, 
traction energy, rolling stock light/intermediate maintenance, station operations, network 
control, commercial, insurance, G&A overhead) with international unit-cost calibration; 
worked example produces $700M/yr at MID with $24/train-km. 

• O&M Note 3 — Combined Cost Recovery for ALTO HSR — synthesis of Notes 1 and 2 
with the addition of fleet capital recapitalisation as the third recurring-cost pillar; combined 
$2.15B/yr at MID, fixed-plus-variable form $1.38B + $9.58M per train-per-day, break-even 
at ≈12.5M annual passengers. 

Stage 5 — Reference-class modal-shift ridership analysis 
• MS Note 1 — Air-rail modal-shift S-curve — relating the rail-to-air price ratio and rail 

journey time to the share of air travellers captured by rail, calibrated against international 
HSR experience. 

• MS Note 2 — Road-rail modal-shift S-curve — relating the rail-to-car generalised-time 
ratio and relative price to the share of car travellers captured by rail, calibrated against 
North American conditions. 

• MS Note 3 — ALTO HSR ridership envelope 2035–2080 — application of the air-rail and 
road-rail S-curves to corridor demographics under three operating regimes (A: heavy 
subsidy/deep discount; B: parity with air; C: minimal subsidy/premium yield). 

• MS Note 4 — Subsidy frontier and optimisation — extension of the three discrete 
regimes to a continuous subsidy frontier across the four-variable (subsidy, ridership, fare, 
revenue) space, with the welfare-efficient operating point, revenue peak, and full-cost view 
across the Stage 3 capex scenarios; ALTO 24M target shown to sit outside the achievable 
frontier. 

• ALTO Modal-Shift Deck — briefing deck integrating MS Notes 1–4 with the operating-
regime framework and the subsidy frontier visualisations. 
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Land value capture (revenue-side ledger term) 
• LVC Note 1 — Land Value Capture: assessing the $12 billion claim in the McGill 

TRAM financial model — analysis of the McGill TRAM December 2025 financial model's 
$12B LVC line; finds the figure is a reverse-engineered planning placeholder rather than a 
forecast, with a defensible figure for the present value of plausible station-area capture in 
the low single billions. 

Stage 6 — NPV and Benefit-Cost Analysis 
• NPV Note 1 — Financial Analysis, NPV and BCR — full NPV methodology, results 

across three discount rates (3%, 5%, 8% TBS Central), Monte Carlo treatment, JPO 2021 
HFR comparison, and the central BCR finding of approximately 0.11. 

• ALTO Iso-BCR Research Note — iso-BCR=1 analysis identifying the (ridership, fare) 
parameter space for break-even at three discount rates; required fares of $381 / $818 / 
$1,596 per trip at the proponent's 24M ridership target across the three capex scenarios. 

• ALTO NPV Analysis v3 (Excel model) — NPV and BCR sheets with iso-BCR overlays, 
discount-rate comparison, Monte Carlo, and parameter overrides for replication. 

Stage 7 — Institutional review (QA1 / QA2) 
• ALTO Norway QA Research Note — institutional design of the Norwegian QA1/QA2 

scheme, twenty-five-year empirical track record, and the policy case for a Canadian 
analogue. 

• ALTO QA Assessment — structured pass/fail assessment of ALTO against the eight 
Norwegian QA1 criteria and the six QA2 forward-assessment criteria. 

Supporting research notes 
• Lifecycle CO₂ work — construction-phase embodied carbon central estimate of 14.69 Mt, 

range 6.87–29.60 Mt, with cold-climate construction premium and Leda clay treatment 
penalty; supplies the embodied-carbon externality term in Stage 6. 

• HPR Strategy — detailed framework for High Performance Rail combining 200 km/h 
electrified passenger service along Highway 401 with freight displacement; supplies the 
alternative concept for QA1 alternatives analysis (criterion 4) and the candidate for parallel 
pipeline application identified in the counterfactual extension. 
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R E S E A R C H  N O T E  

O&M Note 1: 
Infrastructure maintenance costs for 
high-speed rail 

Cost structure, methodology, and sensitivity to service frequency 

Annual cost (MID) 

$1.27B 
CAD, real 

Per route-km 

$1.27M 
per year 

Fixed share 

77% 
traffic-independent 

40-year PV 

$16.9B 
7% real discount 

Worked example: 1,000 km dedicated double-track HSR corridor under Canadian operating conditions at 80 trains 
per day baseline. Figures are central (MID) estimates; LOW–HIGH envelope $1.08B–$1.52B per year. See §3. 

 

Purpose 
This note sets out a defensible methodology for estimating the steady-state infrastructure 
maintenance cost of a high-speed passenger rail corridor and applies it to a 1,000 km ALTO-
scale alignment under Canadian operating conditions. It also reports the sensitivity of unit and 
total annual cost to service frequency. 

The methodology follows the asset-management practice codified in ISO 55001, the regulatory 
direct-cost frameworks of the European Union (Directive 2012/34/EU and Implementing 
Regulation 2015/909), and the published operations-and-maintenance cost models of Network 
Rail (CP7), DB InfraGO (Trassenpreissystem 2026), SNCF Réseau, the Spanish ADIF, and the 
California High-Speed Rail Authority. 

1. Cost structure 
Annual infrastructure cost for fixed assets has three streams. They must be modelled separately 
to avoid double-counting or omission. 

• Maintenance — routine inspection, preventive maintenance, and corrective maintenance 
expenditures incurred annually. 

• Renewal — periodic replacement of components at the end of their useful life. Renewal is 
capital expenditure but must be annuitised to produce an annual figure comparable to 
maintenance spend. 

• Operations — control centre, dispatching, and energy supply management. Reported 
separately from maintenance and not the focus of this note. 
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Conflation of renewals into the maintenance line is the most common business-case 
error in long-life infrastructure analysis. A model that omits the renewal annuity 
typically understates real life-cycle cost by 40 to 60 per cent. 

Sub-components and their typical weights 
The European regulatory benchmarking literature gives a stable proportional breakdown of 
infrastructure maintenance cost: 

Component Share of infrastructure maintenance 

Permanent way (track, ballast, 
sleepers, switches) 

40–67% 

Signalling and train control 10–35% 

Electrification (OCS, traction 
power) 

third major component 

Structures, drainage, fencing, 
stations, comms 

balance 

Each asset class has a fixed cost component (independent of traffic, driven by patrol, inspection, and age-based 
degradation) and a variable component (driven by gross-tonne-kilometres and operating speed). 

2. Calculation formula 
The total annual infrastructure cost for a single asset class on a single segment is given by: 

 

where: 
cₐ,ᵢ annual maintenance cost for asset i on segment a ($/year) 
Qₐ,ᵢ quantity of asset i on segment a (track-km, count of turnouts, etc.) 
αᵢ fixed maintenance unit cost ($/unit/year), independent of traffic 
βᵢ variable maintenance coefficient ($/unit per gross-tonne-km) 

γᵢ,	k speed-fatigue coefficient and exponent (k typically 2–3 above 200 km/h) 
GTKMₐ annual gross-tonne-km on segment a 

Nₐ annual train-km on segment a 
vₐ design speed on segment a (km/h) 

f_clim,	f_mix,	
f_terr 

adjustment factors for climate, mixed traffic, terrain 
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Renewal annuity 
Each long-life asset is replaced periodically. The annualised renewal cost is the equivalent 
annual cost of the renewal capital expenditure spread over the asset’s useful life, discounted at 
the social discount rate. This is the standard capital recovery factor: 

 

where: 
Aᵢ equivalent annual renewal cost for asset i ($/unit/year) 
Kᵢ unit renewal capital expenditure ($/unit) 
Lᵢ useful life of asset i (years) 
r real social discount rate (Canadian Treasury Board reference: 7%, sensitivities 

3% and 10%) 
The renewal annuity is added to the maintenance figure for each asset to produce a single 
comparable annual cost. 

Corridor and present-value aggregation 
Summing across asset classes and corridor segments gives the annual cost for the whole 
corridor: 

 

Discounting at the social discount rate over the analysis horizon gives the present value of 
steady-state operation: 

 

where T is the analysis horizon (typically 40 years) and π is the real escalation rate applied to 
maintenance and renewal cost relative to general inflation. 

Asset inventory at minimum disaggregation 
The corridor must be decomposed into the following asset classes. Aggregation above this level 
produces estimates that cannot be audited against international benchmarks. 
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Asset class Unit Traffic sensitivity (β) Useful life L (years) 

Plain line track track-km High 25–40 (rail), 30–50 (ballast) 

Switches and 
crossings 

turnout Very high 20–30 

Overhead contact 
system 

OCS-km Moderate 30–50 (wire 20–30) 

Signalling (ETCS L2) signal-km Low 20–25 

Bridges and viaducts structure-km Low 80–120 (periodic refurb) 

Tunnels tunnel-km Moderate 100+ years 

Drainage route-km Low 30–50 

Fencing and right-of-
way 

boundary-km Negligible 25–40 

Stations station Negligible 40–60 

Communications 
(FRMCS) 

route-km Negligible 10–15 

Adjustment factors for Canadian conditions 
European and Mediterranean North American unit costs understate the cost of Eastern 
Canadian operation. Three adjustment factors are applied multiplicatively. 

Factor Central 
value 

Rationale 

Climate (f_clim) 1.25 Freeze-thaw cycles, snow removal on OCS, switch heaters, 
ballast fouling from de-icing materials. Range 1.15–1.30. 

Mixed traffic 
(f_mix) 

1.00 Set to 1.00 for dedicated passenger HSR. Range 1.05–1.13 
for shared passenger-freight corridors (European Court of 
Auditors). 

Terrain (f_terr) 1.10 Frontenac Arch karst, Canadian Shield bedrock transitions, 
Leda clay drainage. Range 1.00 (open country) to 1.50 (high 
tunnel/viaduct). 

Combined 1.375 Multiplicative product applied to all maintenance and renewal 
annuity figures. 
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3. Worked example: 1,000 km HSR corridor 
The formula is applied to a 1,000 km dedicated double-track high-speed rail corridor operating 
under Eastern Canadian conditions. Configuration parameters reflect passenger-only HSR 
designed for a 300 km/h commercial speed. 

3.1 Configuration 

Parameter Value 

Route length 1,000 km dedicated double-track (2,000 track-
km) 

Design speed 300 km/h 

Baseline service frequency 80 trains per day (both directions combined) 

Average trainset gross mass 450 tonnes 

Annual train-km (baseline) 29.2 million 

Annual gross-tonne-km (baseline) 13.14 billion 

Tunnel percentage 6% (60 km) 

Bridge / viaduct percentage 12% (120 km) 

Stations 7 

Climate × terrain × mixed uplift 1.25 × 1.10 × 1.00 = 1.375 

Real discount rate 7% (Canadian Treasury Board CBA standard) 

Analysis horizon 40 years 

3.2 Annual cost breakdown (MID scenario) 
Asset-class results for the central scenario, with maintenance and renewal annuity components 
shown separately. All figures in millions of CAD per year after climate and terrain uplifts. 

Asset class Quantity Maint $M Renewal 
$M 

Total $M Share 

Plain line track 2,000 track-
km 

247.5 265.9 513.4 40.6% 

Signalling (ETCS L2) 2,000 km 96.2 165.2 261.4 20.6% 
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Asset class Quantity Maint $M Renewal 
$M 

Total $M Share 

Overhead contact 
system 

2,000 km 55.0 110.8 165.8 13.1% 

Bridges / viaducts 120 km 16.5 59.8 76.3 6.0% 

Tunnels 60 km 20.6 35.3 55.9 4.4% 

Communications 1,000 km 13.8 34.6 48.4 3.8% 

Fencing 2,000 km 8.2 33.2 41.5 3.3% 

Stations 7 24.1 14.4 38.5 3.0% 

Drainage 1,000 km 6.9 30.9 37.8 3.0% 

Switches and 
crossings 

220 7.6 19.5 27.0 2.1% 

TOTAL  496.4 769.7 1,266.1 100.0% 
Composition: maintenance 49.2%, renewal annuity 50.8%. The almost-even split is consistent with steady-state asset 
management practice. Any business case showing renewal below 30 per cent of M+R implicitly assumes the system 
will be handed back degraded. 

3.3 Sensitivity envelope 
The LOW–MID–HIGH envelope reflects the uncertainty band on unit maintenance costs across 
published international comparables. 

Scenario Maintenance Renewal Total / year $/route-km 40-yr PV 

LOW $310.8M $769.7M $1,080M $1.08M $14.4B 

MID $496.4M $769.7M $1,266M $1.27M $16.9B 

HIGH $746.6M $769.7M $1,516M $1.52M $20.2B 

3.4 Cross-check against international benchmarks 
Stripping the 1.375 combined uplift leaves an underlying figure of approximately $920k per 
route-km per year. This is at the top end of the European HSR range, which is the appropriate 
position given Canadian labour rates and the absence of a domestic HSR supply chain. 
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System M+R ($/route-km/yr) 

Spanish ADIF (HSR network) ~$300–400k 

California HSRA (2020 Plan, infra only) ~$600–800k 

Network Rail HS1 ~$700–900k 

SNCF Réseau LGV network ~$800–950k 

This model, underlying (uplift stripped) $920k 

This model, MID (with Canadian uplift) $1.27M 

4. Sensitivity to service frequency 
The total annual cost can be expressed as the sum of a fixed component (traffic-independent) 
and a variable component that scales linearly with service frequency: 

 

where: 
N service frequency (trains per day, both directions combined) 

C_fixed traffic-independent annual cost (patrol, inspection, age-based renewals) 
c_var variable cost per train-per-day per year 

Decomposing each asset class using fixed-fraction coefficients from the CATRIN study, UK 
VTISM analysis, and IRG-Rail methodologies gives, at the 80 trains-per-day baseline: 

• C_fixed = $980M per year. 77 per cent of the MID total. Incurred regardless of service 
frequency. 

• c_var = $3.6M per year per train-per-day. Scales linearly with traffic volume. 
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4.1 Sensitivity curves 

 
Figure 1. Sensitivity of unit and total annual infrastructure cost to service frequency. Total cost rises modestly with 

frequency; unit cost falls hyperbolically. 

4.2 Sensitivity table 

Trains/day Total $M/yr $/train-km $/1000 GTKM 

20 1,051 144.01 320.0 

30 1,087 99.28 220.6 

40 1,123 76.91 170.9 

50 1,159 63.49 141.1 

60 1,194 54.54 121.2 

80 1,266 43.36 96.4 

100 1,338 36.65 81.4 

120 1,409 32.17 71.5 

150 1,517 27.70 61.6 

200 1,696 23.23 51.6 
Baseline 80 trains/day row highlighted. 
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4.3 Two findings 
The sensitivity displays an asymmetric structure that is the central economic fact about high-
speed rail infrastructure cost. 

1. Total annual cost is nearly inelastic to traffic. Quadrupling frequency from 20 to 200 
trains per day raises annual cost from $1.05B to $1.70B — only 61 per cent for a tenfold 
increase in service. The elasticity of total cost to trains per day between 40 and 80 trains is 
+0.128. A 10 per cent increase in trains per day raises total cost by 1.3 per cent. 

2. Unit cost falls hyperbolically. Each fixed-cost line item is spread across more train 
movements as frequency rises. Cost per train-km halves roughly every time frequency 
doubles. The elasticity of $/train-km to trains per day between 40 and 80 trains is −0.436. 
At the 80 trains-per-day baseline, infrastructure cost is $43 per train-km; at 200 trains per 
day it falls to $23; below 40 trains per day it rises sharply. 

"The infrastructure cost a high-speed corridor must recover is set by the asset base, 
not by the traffic. Whether the corridor is built or not is the economic decision; how 
many trains run on it once built is largely a rounding error in the cost line." 

5. Implications and diagnostic framework 

5.1 Implications for ALTO’s economic case 
The trains-per-day sensitivity is where ALTO’s economic case lives or dies. Three observations 
follow directly from the results above. 

1. Per-train-km cost is structurally high. Across the plausible operating frequency range 
(40 to 100 trains per day), unit infrastructure cost lies between $37 and $77 per train-km. 
The German freight benchmark for 2027 is approximately $8 per train-km; SNCF LGV sits 
in the $15–25 range. ALTO’s per-train-km infrastructure cost is three to ten times higher 
than mature European peers across that frequency range. 

2. Cost recovery requires very high frequency or perpetual subsidy. At the 80 trains-
per-day MID scenario, fixed infrastructure cost recovery is approximately $1.27 billion per 
year. Either the operator pays far higher track access charges than European peers, the 
taxpayer subsidises infrastructure perpetually, or the corridor operates at far higher traffic 
density than 80 trains per day to spread fixed cost — which the proponent’s own ridership 
forecasts must support. 

3. The renewal annuity does not get easier with traffic. The $980M fixed-cost floor 
persists across the entire range. No ridership scenario reduces it. This is what makes 
shared-corridor approaches such as the High Performance Rail (HPR) framework 
structurally more cost-defensible: a corridor that already exists and is being maintained for 



Research Note  —  Infrastructure Maintenance Costs for HSR 

Page 10 of 11 

some traffic does not add a new $980M-per-year fixed cost merely because passenger 
services are added to it. 

5.2 Diagnostic framework for proponent cost claims 
When reviewing any HSR operations-and-maintenance cost figure, the following questions 
should be applied. Failure to disclose any of them indicates the figure is not auditable. 

1. What service frequency is assumed? Without an explicit trains-per-day figure, a dollar 
total is meaningless. 

2. What is the implied cost per train-km? Divide claimed annual O&M by claimed annual 
train-km. If the result is below $30 per train-km at fewer than 100 trains per day, either the 
cost is understated or the frequency is overstated. 

3. What is the fixed/variable split? Any figure that does not disclose this is hiding the 
sensitivity. Real-world ratios are 70 to 80 per cent fixed at typical traffic levels. 

4. Is maintenance separated from renewal? Bundled figures understate the second by 
definition. The two should be approximately equal at steady state. Renewal reported as 
less than 30 per cent of M+R indicates assumed asset degradation. 

5. What is the maintenance-of-way facility density? Industry benchmark is approximately 
one MOI facility per 240 km. Fewer indicates under-provisioning. 

6. What climate and terrain uplift is applied? European or Mediterranean unit costs 
without a Canadian climate uplift of at least 1.15 understate cost. 

7. Has a break-even frequency analysis been published? Ask for the unit-cost curve from 
20 to 200 trains per day. The shape of that curve, not the headline number, indicates 
whether the business case is robust or built on a single ridership assumption. 

6. Caveats and limitations 
• The model is steady-state. Ramp-up years (the first five to ten years of operation) typically 

have lower renewal spend and higher early-life defect costs. 

• Unit costs are central estimates from international comparables. Firm Canadian unit costs 
would require Access to Information disclosure on VIA/CN engineering rate cards, 
Metrolinx project cost data, or the proponent’s own assumptions if obtainable. 

• The model assumes a uniform corridor. Real costs vary by segment: urban approaches 
and tunnelled sections typically two to three times the average; open-country sections 
below average. 

• No allowance is made for catastrophic events (flooding, ice storms, derailments). Historical 
experience in cold-climate jurisdictions adds five to ten per cent to long-run cost. 
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• The model does not include rolling stock maintenance, energy, dispatching, station 
operations, security, or general and administrative costs. These typically add 30 to 50 per 
cent to the infrastructure figures. 

• The variable-cost decomposition uses fixed-fraction coefficients from the European 
literature; Canadian-specific elasticities are not available in the public domain and would 
require infrastructure-manager data to refine. 

Sources 
Council of European Union, Directive 2012/34/EU and Implementing Regulation (EU) 2015/909. CATRIN (Cost 
Allocation of Transport Infrastructure cost), Deliverable 8: Rail Cost Allocation for Europe. IRG-Rail, Overview of the 
Implementation of Direct Costs in Europe. Office of Rail and Road (UK), Network Rail Access Charging Framework, 
CP7 (2024–29). Bundesnetzagentur, Trassenpreissystem 2026 (December 2025). European Court of Auditors, 
Special Report 19/2018: A European high-speed rail network. California High-Speed Rail Authority, 2020 Business 
Plan Operations and Maintenance Cost Model. Federal Railroad Administration, Rail Planner’s Handbook: Technical 
Monograph on Mixed High-Speed Passenger and Freight Rail Corridors. International Union of Railways, Asset 
Management Working Group guidance on ISO 55001. Spanish ADIF, infrastructure management financial reporting. 
Treasury Board of Canada Secretariat, Canadian Cost-Benefit Analysis Guide. 
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R E S E A R C H  N O T E  

O&M Note 2 
Operating costs for high-speed rail 

Cost structure, methodology, and sensitivity to service frequency 

Annual cost (MID) 

$700M 
CAD, real 

Per train-km 

$24 
at 80 trains/day 

Variable share 

69% 
scales with traffic 

40-year PV 

$9.3B 
7% real discount 

Worked example: 1,000 km dedicated HSR corridor, Canadian climate, 80 trains/day baseline. Companion to the 
maintenance costs note; combined cost recovery is the subject of Note 3. 

 

Purpose 
This note is the companion to the research note on infrastructure maintenance costs. It sets out 
a defensible methodology for estimating the steady-state operating cost of a high-speed 
passenger rail corridor — the "O" in O&M — and applies it to a 1,000 km ALTO-scale alignment 
under Canadian operating conditions. 

Combined cost recovery, including the comparison of total O&M with fare revenue and the 
identification of break-even service frequency, is the subject of Note 3 in this series. 

The methodology follows the cost-category structure used by the California High-Speed Rail 
Authority’s 2020 Business Plan O&M model, the Federal Railroad Administration’s HSIPR Best 
Practices toolkit, the SNCF Réseau operating cost framework, and the Riyadh-Dammam HSR 
total social cost study (Almujibah and Preston). 

1. Cost structure 
Operating cost for an HSR corridor decomposes into eight categories. Unlike infrastructure 
maintenance, which is dominated by fixed-asset patrol, inspection, and renewal, most operating 
cost categories scale with service volume — train-km, passenger volume, or both. 
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Category Primary driver Scope 

Train operations train-km Drivers, on-board staff, traincrew dispatching, 
rostering. 

Traction energy train-km × kWh × 
$/kWh 

Electricity for traction, regenerative braking offset, 
station and facility energy. 

Rolling stock 
maintenance 

train-km (light) and 
time (heavy) 

Daily servicing, intermediate maintenance, heavy 
overhauls, wheel turning, traction equipment 
refurbishment. 

Station operations per-station fixed cost Staffing, cleaning, ticketing, security, passenger 
handling, building maintenance. 

Network control (OCC) fixed Operations Control Centre staff, dispatching 
systems, incident management. 

Commercial share of revenue or 
per-passenger 

Reservations, customer service, marketing, 
distribution fees, on-board catering. 

Insurance fixed (rises with 
revenue) 

Third-party liability, property and asset cover, 
business interruption. 

General & 
administrative 

markup on direct 
costs 

Executive, finance, HR, legal, IT, regulatory 
affairs. Typically 15–20 per cent of direct costs. 

Where infrastructure cost is dominated by the existence of assets, operating cost is 
dominated by the act of running trains. The two cost streams have opposite 
sensitivity to traffic: infrastructure is largely fixed, operations is largely variable. 

 

2. Calculation formula 
The total annual operating cost for the corridor is the sum of the eight category costs: 
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Train-km-driven categories 
Three categories — traincrew, traction energy, and rolling stock maintenance — share a 
common form: cost is a unit rate per train-kilometre multiplied by annual train-km on the 
corridor. 

 

Traction energy is the simplest specific case: 

 

where: 
C_energy annual traction energy cost ($/year) 

e specific consumption (kWh per train-km) 
N_tkm annual train-km on the corridor 
p_kWh effective electricity price ($/kWh, including delivery and carbon) 

Station, OCC, insurance — fixed categories 
Three categories scale negligibly with traffic over the operating range. Station operations cost is 
the sum across staffed stations; the Operations Control Centre is a single facility supporting the 
whole network; insurance is largely time-based with secondary scaling on revenue. 

Commercial and G&A — partly variable 
Commercial cost (reservations, customer service, marketing) is typically modelled as a share of 
revenue, in the four to six per cent range for mature HSR operations. General and 
administrative overhead is applied as a markup on direct costs, typically 15 to 20 per cent. 

Fixed / variable form for sensitivity analysis 
Aggregating the eight categories, total operating cost can be expressed in fixed-plus-variable 
form parallel to the infrastructure formula: 
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where: 
C_op(N) annual operating cost as a function of trains/day 
C_op,fix traffic-independent component (OCC, stations, insurance, fixed overhead) 
c_op,var variable cost per train-per-day per year 

N service frequency (trains per day, both directions) 

3. Worked example: 1,000 km HSR corridor 
The formula is applied to the same configuration used in the maintenance note: 1,000 km 
dedicated double-track HSR, 300 km/h design speed, 80 trains per day baseline, 450-seat 
trainsets at 65 per cent load factor, 7 staffed stations. 

3.1 Unit-cost parameters 

Parameter Value Source / basis 

Traincrew unit cost $4.00 / train-km CHSRA, SNCF, HSIPR 

Specific energy consumption 13 kWh / train-km HSR at 300 km/h 

Effective electricity price $0.105 / kWh Ontario industrial blended 

Rolling stock maintenance $4.00 / train-km CHSRA, SNCF (light + 
intermediate) 

Heavy overhaul reserve $0.50 / train-km amortised over cycle 

Station operations (avg) $18M / station / yr 7 stations, mixed sizes 

Operations Control Centre $28M / yr single OCC 

Commercial cost 5% of fare revenue industry standard 

Insurance $12M / yr HSR third-party + asset 
cover 

G&A markup on direct costs 18% industry mid-range 

Canadian climate uplift (ops) 1.10 less sensitive than 
infrastructure 
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3.2 Annual cost breakdown (MID scenario) 
Category results for the central scenario at 80 trains per day baseline. All figures in millions of 
CAD per year, after climate uplift. 

Category $M / yr $/train-km Cost driver 

Train operations (traincrew) 116.8 4.00 train-km 

Traction energy  39.9 1.36 train-km 

Rolling stock maintenance 116.8 4.00 train-km 

Heavy overhaul reserve  14.6 0.50 train-km 

Station operations 126.0 4.32 fixed 

Network control (OCC)  28.0 0.96 fixed 

Commercial / marketing  85.4 2.92 revenue-linked 

Insurance  12.0 0.41 fixed 

Direct subtotal 539.5 18.47  

G&A overhead (18%)  97.1 3.33 markup on direct 

Climate uplift (1.10)  63.7 2.18 Canadian conditions 

OPERATING TOTAL (MID) 700.2 23.98  
Three categories — traincrew, rolling stock maintenance, and station operations — account for 51 per cent of total 
operating cost. Energy is only 6 per cent. Commercial and G&A overhead together are 26 per cent. 

3.3 Fixed / variable composition 
Decomposing each category by its sensitivity to service frequency: 

Component $M / yr Share of operating total 

Fixed cost (traffic-independent) 220.6 31.5% 

Variable cost (scales with N) 479.6 68.5% 

TOTAL (MID) 700.2 100.0% 

Variable per train-per-day $6.0M / yr vs $3.6M for infrastructure 
Contrast with infrastructure maintenance: 77 per cent fixed, 23 per cent variable. The two cost streams have opposite 
traffic-sensitivity profiles. 
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4. Sensitivity to service frequency 
Sweeping service frequency from 20 to 200 trains per day shows that operating cost has a 
different shape from infrastructure cost. 

 
Figure 1. Sensitivity of unit and total annual operating cost to service frequency. Total cost rises near-proportionally; 

unit cost falls more gradually than for infrastructure. 

4.1 Sensitivity table 

Trains/day Total $M/yr $/train-km Fixed $M Variable $M 

20 340.5 46.65 220.6 119.9 

30 400.5 36.57 220.6 179.8 

40 460.4 31.54 220.6 239.8 

50 520.4 28.51 220.6 299.7 

60 580.3 26.50 220.6 359.7 

80 700.2 23.98 220.6 479.6 

100 820.1 22.47 220.6 599.5 

120 940.0 21.46 220.6 719.4 

150 1,119.9 20.45 220.6 899.2 

200 1,419.6 19.45 220.6 1,199.0 
Baseline 80 trains/day row highlighted. Fixed cost stays at $221M across the range; variable cost scales linearly with 
frequency. 
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4.2 Elasticities — operations vs infrastructure 

Metric Operations Infrastructure 

Fixed share of total cost 32% 77% 

Elasticity of total cost to N 
(40→80) 

+0.52 +0.13 

Elasticity of $/train-km to N 
(40→80) 

−0.24 −0.44 

Operations scales more strongly with traffic than infrastructure — but its unit cost falls less steeply. The combined 
O&M cost curve and the cost-recovery analysis are the subject of Note 3. 

5. Implications and diagnostic framework 

5.1 Implications for operations cost 
1. Operations cost scales near-linearly with service frequency. Total annual operating 

cost rises from $341M at 20 trains per day to $1.42B at 200 trains per day — a 4.2-fold 
increase for a 10-fold increase in service. The elasticity (+0.52) sits between the 
infrastructure value (+0.13) and a fully proportional response (+1.00). Operations cost 
forecasts should therefore be expressed with explicit reference to the assumed service 
frequency. 

2. Three categories dominate. Traincrew, rolling stock maintenance, and station operations 
together account for 51 per cent of total operating cost. Any cost-reduction strategy that 
does not address these three categories addresses only half of operating cost. 

3. Energy is a small share of operating cost. Traction energy is only 6 per cent of total 
operations. Aggressive energy efficiency or grid decarbonisation will not materially move 
the operating cost line. The carbon argument for HSR rests on modal shift and embodied 
emissions, not on operating energy savings. 

4. Station operations are the largest fixed-cost line. At $18M per staffed station per year, 
the seven assumed stations contribute $126M annually regardless of service frequency. 
Each additional intermediate station adds approximately this much to the fixed-cost floor. 
Station count decisions should be tested against their incremental ridership contribution, 
not assumed to be cost-free. 

5. The HPR alternative does not change the operating cost picture materially. 
Operating cost per train-km is largely independent of whether the corridor is dedicated 
HSR or shared with freight or conventional passenger services. The structural cost 
advantage of shared-corridor approaches such as the High Performance Rail (HPR) 
framework lies in the infrastructure cost line, not the operations cost line. 
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5.2 Diagnostic framework for proponent operating-cost claims 
When reviewing any HSR operating-cost figure, the following questions should be applied. 

1. Is operations separated from infrastructure? Bundled "O&M" figures hide the very 
different cost-driver structures and prevent independent verification of each. 

2. What is the per-train-km cost? Operating cost should be in the $20–30 per train-km 
range at mature service levels for a dedicated HSR. Below $15 is implausibly low; above 
$40 indicates either a small system without economies of scale or an inflated estimate. 

3. Are the eight categories disclosed separately? Aggregated direct-cost figures cannot 
be benchmarked. The proponent should disclose traincrew, energy, rolling stock 
maintenance, station operations, network control, commercial, insurance, and G&A as 
separate line items. 

4. What is the energy assumption? Specific consumption should be in the 12–15 kWh per 
train-km range at 300 km/h. Effective electricity price should include delivery and carbon, 
typically $0.10–0.12 per kWh in Canada. 

5. What is the assumed station count and per-station cost? Each staffed station adds 
approximately $15–25M per year to fixed cost. A proposal showing more than 5–7 staffed 
stations on a 1,000 km corridor should justify the additional ridership generated by each. 

6. Does the figure include rolling stock heavy overhauls? Like infrastructure renewals, 
rolling stock heavy overhauls are periodic capital expenditure that must be annuitised into 
the operating line. Omitting them understates cost by approximately 10 to 15 per cent of 
rolling stock maintenance. 

7. Is G&A overhead included? Some business cases quote "direct" operating cost only, 
omitting the 15 to 20 per cent G&A markup. Total operating cost should include this. 

6. Caveats and limitations 
• The model assumes steady-state mature service. Ramp-up years typically have higher 

per-train-km cost due to under-utilised fixed staffing. 

• Unit costs are central estimates from CHSRA, SNCF, and HSIPR benchmarks. Firm 
Canadian unit costs require disclosure of rolling-stock OEM service agreements, Ontario 
electricity rate commitments, and station staffing models. 

• The model excludes rolling stock acquisition capital, which for an ALTO-scale fleet (~30–
35 trainsets at $60–80M each) is approximately $2 billion. This is properly treated as 
capital expenditure amortised separately, not as operating cost. 

• Energy pricing assumes Ontario grid intensity and industrial rates. Cross-jurisdictional 
operation (Ontario / Québec) requires explicit treatment of inter-utility transmission cost 
and differential pricing. 
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• Climate uplift is applied as a network-level multiplier of 1.10. A more refined model would 
apply category-specific uplifts: energy 1.15 (winter heating, snow operations), rolling stock 
maintenance 1.10 (de-icing, longer turnaround), stations 1.20 (winter HVAC), other 
categories 1.00. 

• The variable share is computed from European fixed-fraction coefficients adapted to the 
operating cost structure. Canadian-specific elasticities are not available in the public 
domain. 

Sources 
California High-Speed Rail Authority, 2020 Business Plan Operations and Maintenance Cost Model. Federal Railroad 
Administration, HSIPR Best Practices Operating Costs Toolkit (2011) and Operating Cost Best Practice Report. 
SNCF Réseau and SNCF Voyageurs, annual financial reports. Almujibah and Preston, "The Total Social Costs of 
Constructing and Operating a High-Speed Rail Line" (Frontiers in Built Environment, 2019). Bundesnetzagentur, 
Trassenpreissystem 2026 and associated rate publications. Office of Rail and Road (UK), European Benchmarking of 
GB Train Operating Companies (TOCBench). International Energy Agency, Future of Rail (2019) for energy intensity 
reference values. Independent Electricity System Operator (Ontario), industrial electricity rate benchmarking. 
Treasury Board of Canada Secretariat, Canadian Cost-Benefit Analysis Guide. 
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R E S E A R C H  N O T E  3  

O&M Note 3: 
Combined cost recovery for ALTO HSR 

Maintenance, operations, fleet capital, and break-even ridership 

Total annual (MID) 

$2.15B 
at 80 trains/day 

Per train-km 

$74 
combined cost 

Break-even 

12.5M 
pax/yr at MID baseline 

40-year PV 

$28.6B 
7% real discount 

Worked example: 1,000 km dedicated HSR corridor, Canadian climate, $0.20 per pax-km yield, 65 per cent load 
factor. Synthesises Notes 1 (maintenance) and 2 (operations) and adds a third pillar — fleet capital recapitalisation at 
25-year trainset life — alongside the combined cost-recovery analysis. 

 

Purpose 
This note is the third in a series. The first established a methodology for estimating 
infrastructure maintenance costs and applied it to a 1,000 km ALTO-scale corridor. The second 
did the same for operating costs. This note combines the two streams, adds a third — fleet 
capital recapitalisation — applies a revenue model, and identifies the break-even ridership 
below which the corridor cannot cover its recurring lifecycle cost from fare revenue. 

The note is intended to be standalone. It includes condensed summaries of the methodologies 
and headline findings from Notes 1 and 2 before proceeding to the fleet-capital analysis in §4 
and the combined cost-recovery analysis in §5. Readers wanting the full asset inventories, 
parameter tables, and diagnostic checklists should refer to the companion notes. 

1. The components of lifecycle cost 
Recurring lifecycle cost for a high-speed rail corridor decomposes into three streams with 
fundamentally different cost drivers, sensitivities to traffic, and methodologies for estimation. 
Modelling them as a single line item — as is common in summary business cases — hides the 
structure that determines whether cost recovery is achievable. 
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Dimension Maintenance (M) Operations (O) Fleet capital (F) 

What is paid for Existence of the fixed 
assets — track, OCS, 
signalling, structures, 
stations. 

Activity of running trains — 
crew, energy, rolling stock 
servicing, station staffing, 
dispatching. 

Periodic replacement of the 
rolling stock fleet at end of 
useful life. 

Primary driver Asset inventory and age. Train-kilometres and 
passenger volume. 

Fleet size × unit price × 
useful life. 

Traffic sensitivity Low. 77% fixed at typical 
traffic. 

High. 69% variable at 
typical traffic. 

None. Fleet size set by 
peak service requirement, 
not utilisation. 

Estimation 
method 

Asset inventory × unit cost 
× climate, terrain factors. 
Capital recovery factor for 
renewals. 

Unit cost per train-km × 
annual train-km, plus fixed 
categories and overhead 
markups. 

Fleet capex annuitised at 
the social discount rate 
over useful life. Same CRF 
formula as infrastructure 
renewals. 

Headline result $1.27B/yr MID $700M/yr MID $180M/yr MID 

Where infrastructure cost is dominated by the existence of assets and operating 
cost by the act of running trains, fleet capital pays for periodic recapitalisation of 
the trainsets. All three are recurring on different timescales: maintenance and 
operations are annual; fleet capital is a single large outlay every twenty-five to 
thirty-five years, annuitised here for comparability. 

2. Maintenance costs 
Infrastructure maintenance cost has two components that must be modelled separately. Routine 
maintenance is annual recurring expenditure for inspection, preventive and corrective 
maintenance. Renewal is periodic capital replacement of long-life components such as rail, 
ballast, contact wire, and signalling electronics, annuitised over each asset’s useful life. 

2.1 Formula 
For each asset class on each corridor segment, annual maintenance cost is: 
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Renewal capital is converted to equivalent annual cost using the standard capital recovery 
factor: 

 

Full asset inventory, unit costs, and useful-life table in Note 1. 

2.2 Results for 1,000 km ALTO-scale corridor 

Metric MID scenario 

Annual maintenance $496M 

Annual renewal annuity $770M 

Annual total (M+R) $1,266M 

Per route-kilometre per year $1.27M 

Fixed share of total 77% 

40-year PV at 7% real $16.9B 

3. Operating costs 
Operating cost decomposes into eight categories. Three (traincrew, traction energy, rolling stock 
light/intermediate maintenance) scale with train-kilometres. Three (station operations, network 
control, insurance) are largely fixed. One (commercial) scales with revenue, and one (G&A) is 
applied as a markup on direct costs. Note that rolling stock light and intermediate maintenance 
is in this stream — rolling stock end-of-life replacement is the fleet capital stream of §4. 

3.1 Formula 

 

In fixed-plus-variable form for sensitivity analysis: 

 

Full category-by-category breakdown in Note 2. 



Research Note 3  —  Combined Cost Recovery for ALTO HSR 

Page 4 of 16 

3.2 Results for 1,000 km ALTO-scale corridor 

Metric MID scenario 

Annual total operating $700M 

Per train-kilometre $24 

Variable share of total 69% 

40-year PV at 7% real $9.3B 

Top three categories combined Crew + RS maint + stations = 51% 

4. Fleet capital 
Trainsets have finite service lives. After approximately twenty-five to thirty-five years they are 
retired and replaced. The acquisition capital for the original fleet is therefore not a one-time cost 
but the first cycle of a periodic recapitalisation that recurs for as long as the corridor operates. 
Annuitised at the social discount rate over the assumed useful life, this becomes the third pillar 
of recurring lifecycle cost — distinct from operating cost (which includes light and intermediate 
rolling-stock maintenance) and from infrastructure maintenance. 

4.1 Methodology 
The same capital recovery factor used for infrastructure renewals in §2 applies to fleet 
replacement: 

 

where: 
C_F annual fleet replacement annuity ($/year) 
n_f fleet size (number of trainsets) 
K_f unit capex per trainset ($) 
L_f useful life of trainsets (years) 
r real social discount rate (7% TBS reference) 

4.2 Fleet sizing for the worked example 
Fleet size is set by peak service requirement, not by ridership. At 80 trains per day on a 1,000 
km corridor with an average commercial speed of 250 km/h, a one-way trip takes four hours; 
with thirty-minute turnaround at each end, a round-trip cycle is approximately nine hours. Each 
trainset can complete roughly 1.5 round trips in a fourteen-hour daily service window, so 
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revenue-service requirement is approximately 26 trainsets. Adding a fifteen-to-twenty per cent 
reserve for heavy maintenance, mid-life refurbishment, and unplanned unavailability gives a 
fleet of 30 trainsets. This is consistent with industry-standard daily utilisation of approximately 
2,700 train-km per set. 

4.3 Unit cost and useful life 
Recent high-speed trainset acquisitions from Siemens (Velaro Novo), Alstom (Avelia Liberty), 
and Hitachi (Frecciarossa 1000) have priced in the CAD $65–$75M range per 8-to-12-car set, 
depending on configuration, maintenance contract bundling, and order size. Central estimate: 
$70M per trainset, giving a fleet capex of approximately $2.1 billion. 

Useful life is taken at 25 years for the central case. This is at the shorter end of the defensible 
range — TGV Sud-Est trainsets served 38 years, ICE 1 approximately 30, Renfe AVE class 100 
approximately 25–30. CHSRA planning assumes 35 years. Shorter assumed life is conservative 
(higher annuity); using 25 years here matches the assumption embedded in the question this 
note was extended to address. 

4.4 Results 

Parameter Value 

Fleet size (n_f) 30 trainsets 

Unit cost (K_f) $70M / trainset 

Fleet capex $2,100M 

Useful life (L_f) 25 years 

Discount rate (r) 7% real 

Capital recovery factor 0.0858 

Annual fleet replacement annuity $180M / year 

40-year PV at 7% $2.4B 
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4.5 Sensitivity to useful-life assumption 
The choice of useful life affects the annuity moderately but not dramatically: 

Useful life (years) CRF at 7% real Annual annuity 

20 0.0944 $198M 

25 (central case) 0.0858 $180M 

30 0.0806 $169M 

35 (CHSRA assumption) 0.0772 $162M 

40 0.0750 $158M 
Moving from 25-year to 35-year assumed life reduces the annuity by $18M per year (10 per cent). The existence of 
the replacement cost matters far more than the exact horizon. 

5. Combined cost recovery and break-even at pax/yr 
Summing the three streams produces the total annual lifecycle cost. Comparing this to fare 
revenue identifies the break-even service level — the ridership below which the corridor cannot 
cover its recurring cost from operations. 

5.1 Combined cost formula 
Total annual cost is the sum of the three components: 

 

Collecting fixed and variable parts gives a single linear function of service frequency: 
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For the 1,000 km ALTO-scale MID scenario: 

Component Maintenance Operations Fleet capital 

Fixed cost ($M/yr) $980M $221M $180M 

Variable per train/day 
($M/yr) 

$3.58M $6.00M — 

Combined fixed $1,380.8M 

Combined variable 
per train/day 

$9.575M 

Combined cost(N) ≈ $1,380.8M + $9.575M × N, where N is trains per day. At N = 80, total ≈ $2,147M per year. 

5.2 Revenue formula 
Fare revenue scales linearly with passenger-kilometres at a given yield. For uniform service: 

 

where: 
R(N) annual fare revenue ($/year) 
φ_y average fare yield ($/passenger-km) 
S seats per trainset (450 for the worked example) 
LF average load factor (0.65 baseline) 
N service frequency (trains per day, both directions) 
L corridor length (1,000 km) 

5.3 Break-even condition 
Break-even is the service level at which revenue equals total cost: 
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Solving for break-even trains per day: 

 

And converting to break-even annual passenger trips (full-corridor equivalent): 

 

The cost recovery ratio (CRR) at any service level is: 

 

5.4 Break-even at MID baseline 

Revenue coefficient (per train/day per year) $21.36M 

Contribution margin per train/day (revenue − 
variable cost) 

$11.79M 

Fixed cost to recover $1,380.8M 

Break-even N* 117.2 trains/day 

Break-even P* (full-corridor pax/yr) 12.52 million 

Break-even passenger-km/yr 12.52 billion 
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5.5 Cost recovery at 80 trains/day (baseline service) 

Total combined cost (M + O + F) $2,147M 

Fare revenue ($0.20/pkm, 65% LF) $1,708M 

Annual deficit $439M 

Cost recovery ratio (CRR) 0.80 
At baseline 80 trains per day, revenue covers 80 per cent of total recurring cost. The $439M annual deficit is incurred 
before any allowance for construction debt service or return on capital. 

5.6 Cost recovery curve 
Sweeping service frequency across the operating range, with the three cost streams stacked 
and converted to annual passenger trips on the x-axis: 

 
Figure 1. Three-component cost stack — infrastructure M+R, operations, and fleet capital — versus revenue at 

$0.20/pax-km with 65 per cent load factor, plotted against annual passenger trips. Break-even occurs at 
approximately 12.5 million pax per year. 
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5.7 Sensitivity to yield and load factor 
The break-even ridership remains highly sensitive to assumed yield and load factor. The fleet 
capital pillar raises the fixed-cost floor by 15 per cent, which moves the break-even threshold up 
by a similar percentage across the parameter space. 

 
Figure 2. Break-even ridership as a function of fare yield, for three load-factor scenarios, with fleet capital included. 

The MID baseline (gold marker) sits in the steep part of the curve. 

5.8 Break-even matrix 
Tabular form of the yield × load factor break-even sensitivity. All figures in millions of annual 
passenger trips at full-corridor ridership. Em-dash entries indicate scenarios where revenue per 
train-km is less than variable cost per train-km — no service level achieves break-even. 

Yield $/pkm LF 50% LF 55% LF 60% LF 65% LF 70% LF 75% LF 80% 

$0.12 — — — 45.6 37.6 32.7 29.3 

$0.15 41.3 31.4 26.1 22.9 20.7 19.1 17.9 

$0.18 21.8 18.7 16.7 15.3 14.3 13.5 12.9 

$0.20 16.6 14.7 13.4 12.5 11.8 11.3 10.9 

$0.23 12.2 11.1 10.4 9.8 9.4 9.1 8.8 

$0.26 9.6 9.0 8.5 8.1 7.8 7.6 7.4 

$0.30 7.5 7.1 6.8 6.6 6.4 6.2 6.1 
MID baseline ($0.20 yield, 65% LF) highlighted: 12.5M pax/yr. Adding fleet capital raises every cell relative to the 
O&M-only matrix in the earlier version by approximately 15 per cent. 
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6. Implications and diagnostic framework 

6.1 The cost-recovery picture 
1. Break-even at MID baseline is 12.5 million annual passenger trips. Under the 

assumed $0.20 per pax-km yield and 65 per cent load factor, the corridor must attract 
approximately 12.5 million annual passenger trips on a full-corridor basis to cover its 
recurring cost from fare revenue. Below this ridership level, the corridor operates at a loss 
before any consideration of construction debt service. 

2. Baseline service runs at a $439M annual deficit. At the modelled 80 trains-per-day 
service with baseline yield and load factor, revenue ($1.71B) covers only 80 per cent of 
total recurring cost ($2.15B). Cost recovery is therefore not achieved at the baseline 
service level — it requires either higher frequency, higher yield, higher load factor, or a 
combination of the three. 

3. Fleet capital adds 15 per cent to the break-even ridership. Including periodic trainset 
replacement at 25-year useful life moves the break-even threshold from 10.9 million pax/yr 
(O&M only) to 12.5 million pax/yr. The effect is mechanical: every dollar added to the 
fixed-cost floor requires roughly $0.085 of additional annual contribution to recover, which 
in turn requires roughly 50,000 additional full-corridor passenger trips per year. 

4. The cost-recovery question is determined by ridership, not by cost engineering. 
Combined cost rises at a roughly constant slope of $9.6M per train-per-day per year. 
Revenue rises at a slope set by yield, seats, load factor, and corridor length. Whether the 
two lines cross — and at what passenger volume — is decided by ridership outcomes, not 
by reducing unit costs. 

6.2 Yield and load factor sensitivity 
1. Break-even remains highly sensitive to yield assumptions. A 25 per cent reduction in 

yield (from $0.20 to $0.15 per pax-km) nearly doubles required break-even ridership at 
baseline load factor — from 12.5M to 22.9M pax/yr. At yields below $0.13 per pax-km the 
system cannot break even at any service level under low load-factor assumptions. 

2. Load factor moves break-even by similar magnitudes. Reducing load factor from 65 to 
55 per cent at baseline yield moves break-even from 12.5M to 14.7M pax/yr. The 
combined sensitivity to both parameters compounds. 

3. European HSR comparators do not necessarily transfer. SNCF TGV averages 
approximately €0.14 per pax-km with 70 per cent load factor on long-haul routes. Trenitalia 
Frecciarossa is in the same range. A Canadian assumption of $0.20 per pax-km is above 
the European average and requires explicit justification by route economics, demographic 
profile, and competitive mode pricing. 
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6.3 Implications for the ALTO economic case 
1. Published ridership forecasts must be tested against the break-even threshold. If 

the proponent’s mature-year ridership forecast is below 13 million annual passenger trips 
at full-corridor equivalent, the corridor cannot cover its recurring cost from fare revenue at 
the modelled yield. If it is below 17 million at full-corridor equivalent, the cost-recovery 
margin is too thin to absorb the normal range of forecasting error. 

2. The cost-recovery surplus, when achieved, must still service construction debt. 
Even at service levels well above break-even, the surplus generated is the resource 
available to service construction debt. The proponent’s public estimates of capital cost in 
the $40–$80B range translate to an additional $2.5–$5B per year in debt service at typical 
infrastructure finance rates — multiples of the O&M and fleet-capital surplus available at 
any plausible service level. 

3. The HPR alternative changes the cost structure, not the revenue line. Shared-corridor 
approaches such as the High Performance Rail (HPR) framework reduce the fixed-
infrastructure floor by sharing assets with existing freight or conventional passenger traffic. 
They may also reduce fleet capital — shared corridors typically operate smaller trainsets 
at lower per-set capex. The revenue line is set by the same ridership and yield 
assumptions. If HPR reduces the attributable fixed-cost floor by 40 to 60 per cent, the 
break-even ridership falls into a much lower range. 

6.4 Diagnostic framework for proponent cost-recovery claims 
When reviewing any HSR business case, the following questions identify whether the cost-
recovery claim is auditable. 

1. Are all three cost streams disclosed separately? Maintenance, operations, and fleet 
capital have different drivers and sensitivities. A single bundled "O&M" or "lifecycle cost" 
figure is not auditable. 

2. Is fleet replacement included? Business cases that treat rolling stock as a one-time 
acquisition capital cost without amortising it over useful life systematically understate 
recurring cost by approximately 10 per cent. 

3. What useful life is assumed for trainsets? 25 to 35 years is the defensible range. 
Assumptions above 35 years should be supported by reference to mid-life refurbishment 
programmes and OEM service-life specifications. 

4. What yield and load factor are assumed? Both must be disclosed and benchmarked 
against international comparators. A yield above $0.20 per pax-km requires demographic, 
competitive, and route-specific justification. 

5. Has the ridership forecast been independently validated? International experience 
(Flyvbjerg, Skamris Holm, and Buhl, 2005): HSR ridership forecasts are routinely 30 to 50 
per cent above out-turn in the first decade of operation. 
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6. What is the cost recovery ratio at the central ridership forecast? CRR < 1 means 
recurring cost cannot be self-funded. CRR between 1.0 and 1.2 is a thin margin 
susceptible to forecasting error. CRR > 1.5 indicates genuine surplus for construction-debt 
service. 

7. Is the HPR alternative quantified for comparison? If a shared-corridor alternative is 
available, its cost-recovery analysis should be presented alongside the dedicated-HSR 
option using the same yield, load-factor, and ridership assumptions. 

7. Caveats and limitations 
• The model is steady-state. Ramp-up years typically have higher per-train-km cost and 

lower revenue, so the deficit is larger in early years. 

• Break-even is computed on recurring lifecycle cost (M + O + F) only. Adding construction 
debt service ($2.5–$5B per year at proponent’s capex estimates) shifts the break-even 
threshold substantially upward. 

• Fleet capital uses a 25-year useful life as the central case. Industry practice ranges from 
25 to 35 years; the longer end reduces the annuity by approximately 10 per cent. 

• Trainset unit cost ($70M) is a central estimate from recent acquisitions and may not reflect 
the specific procurement model or order size of a Canadian fleet purchase. Smaller orders 
typically attract a 10–20 per cent unit-cost premium. 

• Ridership is reported on a full-corridor-equivalent basis. Real corridors have partial-
corridor trips; if average trip length is shorter than corridor length, the actual passenger-trip 
count at break-even is higher than the full-corridor figure. 

• The revenue model uses a single average yield and load factor. Real systems use yield 
management; resulting blended averages can differ from the assumed flat rate by 10 to 20 
per cent. 

• Fare elasticity is not modelled. Higher frequency service typically raises both yield and 
load factor, modestly improving cost recovery at higher service levels. 

• Unit costs and elasticity coefficients are central estimates from CHSRA, SNCF, ADIF, and 
HSIPR benchmarks. Firm Canadian figures would require disclosure of infrastructure-
manager engineering rate cards, Ontario electricity commitments, and rolling-stock OEM 
service agreements. 
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Sources 

Documents are organised by topic. Where applicable, document identifiers and publication years are given to support 
replication and citation in submissions. 
Cost-benefit methodology and discount rates 

• Treasury Board of Canada Secretariat. Canada’s Cost-Benefit Analysis Guide for Regulatory Proposals. BT58-
5/2022E-PDF. 2022. (publications.gc.ca/pub?id=9.910204). 

• Treasury Board of Canada Secretariat. Policy on Cost-Benefit Analysis. 2018, current. Directs use of the social 
opportunity cost of capital as the central discount rate, with social discount rate sensitivities. 

• Boardman, A.E., Moore, M.A., and Vining, A.R. “The Social Discount Rate for Canada Based on Future 
Growth in Consumption.” Canadian Public Policy 36, no. 3 (2010): 325–343. Argues 7–8 per cent is too high 
for intragenerational projects; recommends 3.5 per cent. 

• HM Treasury (UK). The Green Book: Central Government Guidance on Appraisal and Evaluation. 2022 
edition. London. UK reference rate 3.5 per cent declining. 

• Office of Management and Budget (US). Circular A-4: Regulatory Analysis. 2003, updated 2023. Reference 
rates 7 per cent (opportunity cost) and 2 per cent (social rate of time preference, post-2023 revision). 

Infrastructure maintenance and renewals 
• International Union of Railways (UIC). Lasting Infrastructure Cost Benchmarking (LICB): 20 Years of 

Benchmarking 1996–2015. Paris, 2016, and subsequent annual data updates. Canonical European source for 
per-route-km maintenance and renewal cost benchmarks. 

• International Union of Railways. High-Speed Rail Atlas 2024, sixth edition. Paris, 2024. 
(uic.org/passenger/highspeed). 

• European Parliament and Council. Directive 2012/34/EU establishing a single European railway area, and 
Commission Implementing Regulation (EU) 2015/909 on the modalities for calculating the cost directly 
incurred as a result of operating the train service. 

• CATRIN consortium. “Cost Allocation of Transport Infrastructure Cost,” Deliverable D8: Rail Cost Allocation for 
Europe. EU Sixth Framework Programme, 2009. Source for the fixed/variable maintenance cost coefficients 
used in §4 of Note 1. 

• Independent Regulators’ Group – Rail (IRG-Rail). Overview of the Implementation of Direct Costs in Europe. 
Annual reports, most recently 2024. 

• Office of Rail and Road (UK). Network Rail Access Charging Framework, Control Period 7 (2024–2029). 
London, 2023. 

• Bundesnetzagentur. Trassenpreissystem 2026 — Beschluss BK10-22-0098 zur Festlegung der Entgelte für 
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Companion notes in this series: Note 1 (Infrastructure Maintenance Costs) and Note 2 (Operating Costs). Both 
available from the same source as this note. 



ALTO HSR C i t i zen  Research  In i t i a t i ve  

Citizen Research Initiative   ·   citizenresearch.ca   ·   Page 1 of 16 

C I T I Z E N  R E S E A R C H  I N I T I A T I V E   ·   M O D A L  S H I F T  A N A L S I S  N O T E  1  

Modal Shift Note 1: 

Modal shift between high-speed rail and air 
on the ALTO corridor 

An assessment of the international evidence on when rail substitutes for air, 
applied to the Toronto–Ottawa and Toronto–Montréal corridor pairs that account 
for the bulk of the corridor's air-substitutable demand. Compares ALTO, current 
VIA Rail service, and a High Performance Rail alternative on both travel time and 
price. 

S U M M A R Y  

The international literature converges on a logistic S-curve in which rail captures the 
majority of the combined rail+air market on city pairs with station-to-station travel times of 
two to four hours, and rail's share collapses rapidly above five hours. 

The corridor's modal-shift opportunity is concentrated in two city pairs — Toronto–Ottawa 
and Toronto–Montréal — that together account for the dominant share of air-substitutable 
demand. Both fall inside the competitive zone under any modern dedicated-track 
scenario. 

The majority of the achievable modal shift on each principal pair is captured by moving 
from VIA's current shared-track service to a dedicated, electrified High Performance Rail 
corridor at conventional 200 km/h speeds. ALTO's additional 300+ km/h capability 
captures a further 19 to 20 percentage points at price parity — a real but residual gain. 

Once price is added to the analysis, the picture shifts. Under canonical price assumptions 
— VIA at r ≈ 0.5, HPR at r ≈ 0.7, ALTO at r ≈ 1.0 — ALTO's apparent 19–20 percentage-
point time-only advantage shrinks to 11–13 points on the principal Toronto pairs. The 
cost-per-point for that incremental modal shift is several billion dollars; the cost-per-point 
of the larger HPR step that precedes it is much lower. 
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1.  Travel time: the competitive zone 

The empirical literature on rail–air substitution converges on a remarkably consistent set of 
distance and travel-time thresholds. Studies in Europe, China, Japan, and elsewhere identify a 
competitive break-even threshold of roughly 400 to 600 kilometres (about 2 to 3 hours door-to-
door) for short-haul routes, beyond which aviation begins to regain a time advantage. Medium-
distance corridors of 600 to 1,100 kilometres (about 3 to 5 hours) show the greatest demand 
elasticity, where both carbon and time savings favour rail when supported by high service 
frequency. Long-haul segments above 1,400 kilometres show minimal substitution potential 
under current infrastructure, with substitution typically below 10 per cent. 

The International Council on Clean Transportation summarises the pattern more bluntly: high-
speed rail can typically substitute for flights up to 1,000 km in distance, and is most competitive 
for trips under 700 to 800 km. The mechanism behind these thresholds is the door-to-door time 
calculation. Below roughly 700 km, the time spent reaching the airport, checking in, clearing 
security, boarding, taxiing, and reaching the destination city centre adds enough overhead that 
the total air journey time matches or exceeds high-speed rail. Above this distance, air's faster 
line-haul speed begins to dominate, and rail's share falls steeply once journeys exceed about 
4.5 hours. 

This relationship is conventionally modelled as a logistic S-curve, sometimes referred to in the 
transport literature as the Jorritsma curve. The shape is characteristic: under two hours rail 
captures essentially the entire air market; between three and four hours rail typically captures 60 
to 80 per cent; between four and five hours rail's share collapses; above five hours rail captures 
only a residual share of price-sensitive or rail-loyal travellers. Frequency, station centrality, fare 
structure, and reliability shift the curve up or down by several percentage points but do not 
change its overall shape. 

Empirical anchors 

Three European routes anchor the empirical baseline. On Paris–Lyon, the TGV Sud-Est cut 
travel time from almost four hours to about two hours; rail's market share in the rail+air market 
rose from 40 per cent to 72 per cent, while air collapsed from 31 per cent to 7 per cent. On 
Madrid–Seville, with a 471 km line completed in 1992, rail share rose from 16 to 52 per cent of 
all modes and air shrank from 40 to 13 per cent. The Madrid–Barcelona AVE — at 621 
kilometres and 2 hours 30 minutes the cleanest modern parallel to ALTO's longer pairs — has 
resulted in roughly 75 per cent of travellers between the two cities now choosing the train over 
the plane on the rail-vs-air pair, with the AVE taking around four years to decisively overtake the 
air bridge after its 2008 opening. 

Asian comparators reach further. The 2019 World Bank review of Chinese high-speed rail found 
that service is very competitive with bus and aircraft for distances between 150 and 800 
kilometres, and that 350 km/h services remain competitive with air for journeys up to about 
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1,200 kilometres. The Beijing–Shanghai HSR (1,318 km, 4 hours 18 minutes) is the canonical 
case where high frequency and 350 km/h operating speed maintain rail dominance at distances 
that would normally favour air. Tokyo–Osaka on the Tokaido Shinkansen (552 km, 2 hours 22 
minutes) is another textbook 80+ per cent rail-dominant pair. 

 

 
Figure 1. Modal-shift S-curve showing rail's share of the combined rail+air market as a function of station-to-station 
rail journey time. Logistic curve fitted with inflection at 3.5 hours and steepness parameter k = 1.3. The curve divides 
naturally into three zones: a short-haul band below 2 hours where rail dominates the rail+air market; a competitive 
zone between 2 and 4 hours where rail's share moves through the steep middle of the curve and infrastructure 
investment can decisively shift modal share; and a long-haul band above 4 hours where air's faster line-haul speed 
begins to dominate and rail's share collapses. The international comparator data discussed in this section is 
consistent with this shape, with all major HSR services in the competitive zone achieving rail shares of 70 to 85 per 
cent on the rail-vs-air pair. 

Rail wins decisively under three hours, competes strongly at three to four 
hours, and degrades rapidly after that — with high frequency and central-
station access being decisive variables alongside line-haul time. 

2.  Price: the elasticity factor 

The S-curve in Figure 1 represents rail's share of the rail+air market as a function of travel time, 
with prices held implicitly at parity. Real modal choice is two-dimensional: passengers weigh 
both time and price, and the relative price of rail to air shifts the entire S-curve up or down. A 
logit choice model with a price utility term captures this directly: each doubling of the rail-to-air 
price ratio shifts the curve's inflection point earlier by an amount that depends on the price 



ALTO HSR C i t i zen  Research  In i t i a t i ve  

Citizen Research Initiative   ·   citizenresearch.ca   ·   Page 4 of 16 

coefficient. Figure 2 shows what this looks like in practice — a family of curves at six 
representative price ratios. 

 

 
Figure 2. Family of modal-shift S-curves at six rail-to-air price ratios (r = rail price ÷ air price). The middle navy curve 
corresponds to r = 1.0 — the price-parity case from Figure 1. Curves to its upper right (the cooler tones) show what 
happens when rail is priced below air: the whole curve lifts, and rail captures a larger share at any given travel time. 
Curves to its lower left (the warmer tones) show the opposite — rail priced above air, and a corresponding loss of 
share. 

How to read the chart 
The simplest way to use Figure 2 is as a lookup. Pick a travel time on the horizontal axis, then 
pick the curve that matches the rail-to-air price ratio for that route, and read off the predicted rail 
share. A 3-hour rail journey at price parity (r = 1.0) sits at roughly 60 per cent rail share. The 
same 3-hour journey priced at half the air fare (r = 0.5) sits closer to 75 per cent. The same 3-
hour journey priced at 1.5 times the air fare (r = 1.5) drops to around 45 per cent. The shift is 
symmetric in log-price: r = 0.5 lifts the curve by the same amount that r = 2.0 drops it. 

What makes Figure 2 useful is that it lets time and price be assessed together. A faster service 
at a higher price can deliver lower modal share than a slower service at a lower price; the family 
of curves shows how the two effects combine. 

Empirical anchors on price 

International HSR routes that achieve high modal shares typically combine competitive travel 
times with rail fares well below air. On Madrid–Barcelona, AVE Básico fares routinely sit in the 
€40–70 range against air fares of €100–200, putting the rail-to-air price ratio in the 0.4 to 0.6 
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band; this favourable price position contributes meaningfully to the 75 per cent rail share at a 2 
hour 30 minute travel time. Madrid–Seville and Paris–Lyon show similar patterns. Tokyo–Osaka 
on the Tokaido Shinkansen is the contrasting case: rail and air prices are roughly comparable (a 
price ratio in the 0.7–0.9 band), but central-station access and reliability sustain rail dominance 
even without a price advantage. 

Price sensitivity differs by traveller type 

Figure 2 shows a single family of curves with one price coefficient, but the price coefficient itself 
is not the same for every traveller. The international literature consistently finds that business 
travellers — particularly those whose fares are paid by employers and whose time is heavily 
valued — show much lower price sensitivity than leisure travellers. Typical price elasticities sit in 
the −0.4 to −0.7 range for business demand against −1.0 to −1.6 for leisure demand: a 10 per 
cent fare increase reduces business volumes by 4 to 7 per cent and leisure volumes by 10 to 16 
per cent. 

The implication for Figure 2 is that each curve is really a weighted average of two underlying 
curves — a flatter business curve that responds modestly to price changes, and a steeper 
leisure curve that responds more sharply. On routes where business travel dominates demand 
(typical of weekday peak intercity), modal share is less responsive to fare changes; on routes 
where leisure travel dominates (off-peak, weekends, holidays), fare changes produce larger 
swings in share. A pricing strategy that targets one segment can therefore deliver materially 
different modal outcomes than the aggregate family of curves suggests. 

Air's connecting-flight advantage 

Beyond time and price, air retains a structural advantage that the simple time-and-price model 
does not capture: the connecting-flight network. Travellers continuing beyond the corridor 
endpoint to international or transcontinental destinations face significant friction in switching 
modes — they must transfer between station and airport, re-check baggage, clear security 
separately, and lose the through-fare and frequent-flyer benefits that come with a single-carrier 
itinerary. Hub airports retain a portion of the air market that even a faster, cheaper rail service 
would not capture, because the overall journey ends at a long-haul gate, not a downtown 
station. 

This effect is largest for trips originating or terminating outside the route in question — for 
example, a traveller flying short-haul to a hub and connecting onto a long-haul flight — and 
smallest for downtown-to-downtown trips entirely within a corridor. It interacts with traveller type 
as well: international business travellers in particular tend to be heavily concentrated on 
connecting itineraries, which insulates the short-haul air segment from rail competition. The 
modal-share envelope in Figure 2 should therefore be read as a ceiling for the rail-substitutable 
portion of the market, not for the air market as a whole. 
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Modal share depends on time, price, traveller type, and itinerary structure. 
The family of S-curves in Figure 2 captures the first two; the third and fourth 
shift the realistic modal-share envelope further. 

3.  Where the corridor sits on the curve for travel time 

The corridor is not a single market. It is a sequence of overlapping city pairs whose distances 
place each segment in a different position on the modal-shift curve. The bulk of the corridor's 
air-substitutable demand is concentrated in two pairs: Toronto–Ottawa and Toronto–Montréal. 
The Toronto–Montréal air market alone runs roughly 900,000+ annual seats, with substantially 
more once Toronto–Ottawa connecting flows are added. These two pairs are the focus of the 
analysis that follows. 

ALTO's published targets call for approximately 1,000 km of dedicated, electrified track at 
speeds of 300 km/h or more, with stops at Toronto, Peterborough, Ottawa, Montréal, Laval, 
Trois-Rivières, and Québec City. Published target travel times for the two principal pairs are 
about 2 hours Toronto–Ottawa and just over 3 hours Toronto–Montréal — both inside the 1.5–
3.5 hour zone where international comparators consistently capture 70 to 90 per cent of the 
rail+air market. 

Current VIA Rail baseline 

VIA Rail's existing Corridor service is well outside the air-competitive zone on the principal 
Toronto pairs. Toronto–Montréal currently averages 5 hours 13 minutes over 538 km, with about 
40 weekly departures in each direction; the fastest scheduled service runs about 4 hours 37 
minutes. Toronto–Ottawa typically runs 4 to 4.5 hours. Current trains have a design top speed 
of 200 km/h but are limited to a maximum operating speed of 160 km/h due to infrastructure 
constraints, and the network is dominated by shared track with CN Rail freight, which is the 
principal cause of both the slow line-haul speed and the poor reliability — VIA's on-time 
performance was around 67 per cent as of 2021. 

Despite this, the Corridor is VIA's commercial backbone. Corridor service contributes 81 per 
cent of VIA's revenue and 95 per cent of its ridership; the Montréal–Ottawa–Toronto route alone 
moved over 2.1 million passengers in 2023. Against the Toronto–Montréal air market of roughly 
900,000+ annual seats — and the broader corridor air market once Toronto–Ottawa is included 
— VIA's current rail share of the rail+air market on these pairs is structurally low. At 4 hour 30 
minute and 5 hour 13 minute journey times, this is precisely what the literature predicts. 
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Segment-by-segment travel times under each scenario 

City pair  Distance  VIA current  HPR (200 
km/h)  

ALTO (300+ 
km/h)  

Toronto–Ottawa ~450 km ~4 h 30 min ~2 h 55 min ~2 h 

Toronto–Montréal ~540 km 5 h 13 min* ~3 h 38 min ~3 h 

Ottawa–Montréal ~190 km ~1 h 55 min ~1 h 30 min ~1 h 

Table 1. Indicative travel times for the principal corridor city pairs under each scenario. VIA current values are 
scheduled times on existing shared-track infrastructure. HPR values are Express journey times published in the CRI 
HPR Strategy (Chapter 4): a dedicated, electrified 401-corridor mainline at 200 km/h with downtown access via 
crossover spurs, and Ottawa via the Smiths Falls Subdivision from a Brockville crossover at 140 km/h. ALTO values 
are the published targets for the 300+ km/h network. *Toronto–Montréal under current VIA service runs 5 h 13 min on 
the 538 km direct routing via Kingston. 

Plotted onto the modal-shift S-curve, these times produce the three pictures in Figures 3a–3c. 
Each panel shows the same time-only curve with the two principal Toronto pairs highlighted 
under one scenario; the contrast between panels traces the modal-shift trajectory at price parity 
as corridor infrastructure improves. The price-shifted reading — locating each scenario on its 
appropriate curve in the family from Figure 2 — is taken up immediately afterwards. 

 

 
Figure 3a. Current VIA Rail service. Both principal Toronto pairs sit well below the inflection point: Toronto–Ottawa at 
roughly 4 h 30 min captures around 21% of the rail+air market, and Toronto–Montréal at 5 h 13 min captures around 
10%. The corridor's air-substitutable demand is structurally outside the competitive zone. 
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Figure 3b. High Performance Rail at 200 km/h on a dedicated, electrified 401-corridor mainline, with Express journey 
times of 2 h 55 min Toronto–Ottawa and 3 h 38 min Toronto–Montréal published in the CRI HPR Strategy. Toronto–
Ottawa moves onto the upper portion of the curve at roughly 68% rail share at price parity. Toronto–Montréal moves 
to roughly 46% — across the inflection but still in the steeper portion of the curve. 

 

 
Figure 3c. ALTO at 300+ km/h on a dedicated 1,000 km HSR network, with published targets of 2 hours Toronto–
Ottawa and approximately 3 hours Toronto–Montréal. Toronto–Ottawa moves further onto the upper plateau at 
roughly 88% rail share at price parity. Toronto–Montréal moves to roughly 66% — still on the steeper portion of the 
curve, where additional time savings continue to produce meaningful share gains. 

The implied rail-vs-air market shares for each scenario are summarised in Table 2. 
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City pair  VIA current  HPR (200 km/h)  ALTO (300+ 
km/h)  

Toronto–Ottawa ~21% ~68% ~88% 

Toronto–Montréal ~10% ~46% ~66% 

Table 2. Predicted rail share of the combined rail+air market on each principal pair under each scenario, derived from 
the logistic curve in Figure 1 with prices held at parity. Values should be read as order-of-magnitude estimates; actual 
shares would also depend on fare structure, frequency, reliability, station accessibility, and traveller mix. The price 
dimension is taken up explicitly in Section 4. 

These are the time-only readings — what each scenario would deliver if its fares matched air. In 
practice, fares depend on capital structure, and the corridor's three scenarios sit at quite 
different points on the price axis. Section 4 takes up that dimension. 

4.  Where the corridor sits on the curve for price 

Section 2 introduced the family of curves showing how rail's modal share responds to the rail-to-
air price ratio. This section maps the corridor's three scenarios onto that price axis, then tracks 
how modal share would respond as the price ratio varies across the realistic 0.4–2.0 range. 

Capital cost, fares, and the corridor's price ratios 

Current VIA Rail Toronto–Montréal Economy fares sit in the $80–120 range for advance 
bookings against Air Canada Economy fares of $200–400 — a price ratio in roughly the 0.4–0.6 
band, the same band as Madrid–Barcelona and Paris–Lyon. The structural fare advantage that 
international HSR uses to lift modal share is already in place on the corridor; the binding 
constraint on current rail share is travel time, not price. For the analysis that follows, VIA is 
taken to operate at a rail-to-air price ratio of approximately 0.5. 

Whether each new-build scenario can preserve a fare advantage against air depends on 
capital-cost recovery and the subsidy structure. The CRI HPR Strategy estimates corridor 
capital costs in the order of $19 million per kilometre — roughly $19–25 billion for the full 
Windsor–Montréal programme — producing annual debt service of $1.0–1.3 billion at a 5 per 
cent rate. Spread across plausible corridor ridership of 6 to 10 million passengers per year, the 
per-trip debt-service burden is roughly $100–200. Under a public-infrastructure subsidy model 
that absorbs most of that debt service into the public capital account — the standard model for 
European HSR and the model that VIA already operates under — HPR fares could plausibly sit 
at a modest premium over current VIA levels, in the order of $130–170 against air fares of 
$250–300. This places HPR at a rail-to-air price ratio of approximately 0.7: still meaningfully 
cheaper than air, but somewhat above current VIA fares to recognise the new-build capital. 

ALTO's $60–90 billion capital envelope produces annual debt service of roughly $3.0–4.5 billion 
— three to four times higher. Spread across ALTO's projected 24 million annual passengers (a 
figure with no North American precedent), the per-trip debt-service burden is $125–190 per 
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passenger; spread across more conservative 10–15 million ridership, $200–450. Even with the 
same proportional subsidy treatment as HPR, ALTO's residual fare burden would push fares to 
or beyond air parity. Under a fare cap that prevents the price ratio from moving above 1.0 — a 
defensible operating constraint, since rail share collapses sharply once rail is priced above air 
— ALTO would settle at a rail-to-air price ratio of approximately 1.0 (parity with air), with the 
operator or government absorbing the remaining capital-cost gap. 

For the corridor's three scenarios, plausible operating price ratios are: VIA at r 
≈ 0.5 (current subsidised rail), HPR at r ≈ 0.7 (modest premium over current 
VIA, partial capital recovery), ALTO at r ≈ 1.0 (price parity with air, with 
subsidy absorbing the larger debt-service gap from a higher capital base). 

Modal share as a function of price ratio 

Holding each scenario's travel time fixed at its published value, modal share becomes a one-
dimensional function of price ratio. Figure 4 plots this function for each scenario on each 
principal Toronto pair, with markers placed at the canonical price ratio assumed for each. 

 

 
Figure 4. Modal share as a function of rail-to-air price ratio, with each scenario's travel time held fixed at its published 
value (VIA 4 h 30 min / 5 h 13 min, HPR 2 h 55 min / 3 h 38 min, ALTO 2 h / 3 h on Toronto–Ottawa and Toronto–
Montréal respectively). Markers indicate the canonical operating price ratio for each scenario: VIA at r = 0.5, HPR at r 
= 0.7, ALTO at r = 1.0. The dashed vertical line marks rail-air price parity. The vertical separation between lines at 
any given price ratio shows how much modal share is driven by infrastructure (i.e., by travel time); the slope of each 
line shows how price-sensitive that scenario is at its operating point. 

Reading the corridor pairs against the price family 

On Toronto–Montréal, the three scenarios at their canonical price ratios deliver predicted rail 
shares of 18 per cent (VIA at r ≈ 0.5), 55 per cent (HPR at r ≈ 0.7), and 66 per cent (ALTO at r ≈ 
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1.0). ALTO retains an 11-percentage-point modal-shift advantage over HPR — meaningful, but 
markedly smaller than the 20-percentage-point gap suggested by the price-parity readings in 
Table 2. The gap closes because ALTO's higher capital cost flows through to a higher price 
ratio, dragging its share down the curve, while HPR retains a price advantage that lifts its share 
back up. If HPR were operated at the current VIA price ratio (r ≈ 0.5), its share would rise to 
roughly 63 per cent — narrowing the gap to just 3 percentage points. 

On Toronto–Ottawa, both new-build scenarios sit well into the upper portion of the curve, where 
price effects on share are smaller. ALTO at r ≈ 1.0 captures roughly 88 per cent; HPR at r ≈ 0.7 
captures roughly 75 per cent — a 13-percentage-point ALTO advantage. With HPR priced at r ≈ 
0.5, its share rises to about 81 per cent, narrowing the gap to 7 percentage points. 

Two patterns are visible across the chart. First, on both pairs ALTO retains a real but reduced 
modal-shift advantage over HPR under the canonical price assumptions — between 11 and 13 
percentage points, against the 20-percentage-point time-only gap from Section 3. Second, on 
both pairs the principal lever for closing the modal-shift gap between HPR and ALTO is the 
operator's pricing model, not its line-haul speed. A subsidy structure that holds HPR fares closer 
to current VIA levels could close most of the remaining gap; a P3 cost-recovery structure that 
pushed HPR fares above r ≈ 0.8 would widen it. 

The HPR pricing lever, with ALTO held at parity 

A more direct way to put the HPR pricing decision in front of the reader is to fix ALTO at its 
operating constraint of price parity with air (r = 1.0) and ask how the HPR vs ALTO comparison 
varies as HPR's fare moves relative to ALTO's. The X-axis becomes the HPR-to-ALTO fare 
ratio directly. Figure 5 plots HPR's modal share alongside ALTO's fixed share for each principal 
pair; Figure 6 plots the resulting differential (ALTO minus HPR) on a single axis. 

 

 
Figure 5. HPR and ALTO modal share as a function of the HPR-to-ALTO fare ratio, with ALTO held fixed at rail-air 
price parity (r = 1.0) and HPR's fare expressed as a fraction of ALTO's fare. ALTO's share appears as a flat reference 
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at the top of each panel; HPR's varies along the gold curve. Markers show HPR at the canonical operating point 
(HPR/ALTO = 0.7), placing HPR fares modestly above current VIA levels but well below ALTO and air. 

 

 
Figure 6. ALTO − HPR modal-share differential as a function of the HPR-to-ALTO fare ratio, on the same horizontal 
axis as Figure 5. The differential rises monotonically as HPR fares move toward ALTO's: from approximately 7 
percentage points on Toronto–Ottawa and 3 on Toronto–Montréal at HPR/ALTO = 0.5, to 19 and 20 percentage 
points respectively at HPR/ALTO = 1.0 (rail-fare parity between the two scenarios). The diamond marker indicates the 
canonical HPR/ALTO = 0.7 operating point: 12 percentage points on Toronto–Ottawa and 11 on Toronto–Montréal. 

The two figures make explicit what is implicit in the canonical-readings analysis above: ALTO's 
modal-shift advantage is highly contingent on HPR's pricing model. If HPR fares can be held to 
roughly half of ALTO's fares (HPR/ALTO ≈ 0.5) — broadly equivalent to maintaining current VIA 
fare levels in real terms — the modal-shift gap between the two scenarios is in the order of 3 to 
7 percentage points across the principal pairs. If HPR fares drift up to 70 per cent of ALTO's (the 
canonical position), the gap is 11 to 13 percentage points. If HPR fares converge with ALTO's 
altogether (HPR/ALTO = 1.0), the gap returns to the full 19–20-percentage-point time-only 
advantage that ALTO's headline case rests on. The corridor decision is therefore as much a 
question about HPR's intended subsidy structure as it is about the choice of infrastructure type 
— a question that sits inside the operator's hands rather than the engineer's. 

The traveller-type and connecting-flight effects from Section 2 sharpen this further on the 
corridor's actual demand profile. Both Toronto–Ottawa and Toronto–Montréal carry significant 
business volumes, particularly at peak; lower price sensitivity in that segment means HPR's 
price position matters somewhat less for business travellers and somewhat more for leisure 
travellers. At the same time, the connecting-flight advantage that air retains is concentrated on 
the international business segment connecting through Pearson and Trudeau — a portion of the 
air market that neither HPR nor ALTO would capture in any scenario. The rail-substitutable 
market on the principal Toronto pairs is therefore the leisure and downtown-to-downtown 
business demand, which is the segment where price sensitivity is highest. 
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5.  Where the modal-shift returns sit on the curve 

The modal-shift S-curve has an important policy implication that is easily missed when ALTO is 
described in headline terms. Because the curve is logistic — flat at the top, steep in the middle, 
flat at the bottom — the value of additional travel-time savings depends critically on where on 
the curve a route sits to begin with. On Toronto–Montréal, moving from VIA's current 5 hour 13 
minute service to HPR's published Express time of 3 hours 38 minutes crosses much of the 
curve's steep middle and delivers a large modal-shift gain; the further move to ALTO's 3-hour 
service stays in the steeper portion of the curve and adds a meaningful further increment. On 
Toronto–Ottawa, HPR's 2 hour 55 minute Express service places the route on the upper portion 
of the curve, and ALTO's 2-hour service moves it onto the upper plateau, where additional time 
savings produce smaller share gains. 

Figure 7 decomposes the total modal-shift opportunity on each pair into the share captured by 
moving from VIA's current service to HPR, and the additional share captured by moving from 
HPR to ALTO. The HPR step does the larger part of the work on both pairs, but the size of the 
residual ALTO increment varies. 

 

 
Figure 7. Decomposition of modal-shift gain by investment step on the two principal Toronto pairs. Gold bars show 
the percentage-point gain in rail's market share from moving from current VIA service to HPR (200 km/h dedicated 
corridor, with Express times from the CRI HPR Strategy: Toronto–Ottawa 2 h 55 min, Toronto–Montréal 3 h 38 min). 
Terracotta bars show the additional gain from moving from HPR to ALTO (300+ km/h: Toronto–Ottawa 2 h, Toronto–
Montréal 3 h). At price parity, the HPR step delivers between 36 and 47 percentage points across the two pairs; the 
additional ALTO step delivers between 19 and 20 percentage points. 

On Toronto–Ottawa, the move from VIA's current 4 hour 30 minute service to HPR's 2 hour 55 
minute Express service captures an estimated 47 percentage points of modal shift; the further 
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move from HPR to ALTO's 2 hour service adds 19 more. On Toronto–Montréal, HPR captures 
36 percentage points and ALTO adds 20 — a slightly larger residual contribution than on 
Toronto–Ottawa, because HPR's 3 hour 38 minute time still sits on the steeper portion of the 
curve. The HPR step delivers the majority of the achievable modal shift on both pairs (roughly 
65 to 70 per cent of the total), but the residual available from ALTO's higher speeds is real at 
price parity. 

HPR delivers the majority of the achievable modal shift on both Toronto pairs 
at price parity. ALTO's additional speed adds 19 to 20 percentage points — a 
residual gain that further shrinks to 11 to 13 percentage points once the 
canonical price assumptions from Section 4 are applied. 

The cost-effectiveness comparison sharpens this picture. The CRI HPR Strategy estimates 
corridor capital costs in the order of $19 million per kilometre — roughly $19–25 billion for the 
full Windsor–Montréal HPR programme. ALTO's published $60–90 billion capital envelope, 
before Canadian P3 cost escalation, represents an incremental investment of $40–70 billion 
above the HPR option. Spread across the additional 11 to 13 percentage points of modal shift 
that ALTO captures over HPR under the canonical price assumptions in Section 4, this works 
out to roughly $3 billion to $6 billion per percentage point of incremental modal shift — a cost-
per-point several times worse than the HPR step that precedes it. The headline 19-to-20-point 
time-only advantage that motivates ALTO's case shrinks substantially once realistic pricing is 
admitted; the cost-per-point of the remainder is the figure that the corridor decision turns on. 

6.  Implications for the corridor decision 

Four conclusions follow from putting the international modal-shift literature, segment-level travel 
times, and the price dimension alongside one another. 

First, the corridor's modal-shift potential is real and well-supported by international evidence. It 
is concentrated in two principal city pairs — Toronto–Ottawa and Toronto–Montréal — that 
account for the bulk of the corridor's air-substitutable demand. Modelling the corridor as a single 
1,000 km market obscures this. The real question is segment-level travel time and segment-
level price, not headline line-haul speed. 

Second, on travel time alone — that is, holding price at parity — HPR's published Express times 
of 2 hours 55 minutes Toronto–Ottawa and 3 hours 38 minutes Toronto–Montréal place both 
principal pairs into the upper portion of the modal-shift curve. ALTO's faster published targets 
capture a real incremental gain of 19 to 20 percentage points on top of HPR — meaningful, but 
residual relative to the larger HPR step that precedes it. On a capital-cost-per-percentage-point 
basis, the incremental modal shift purchased by ALTO's 300+ km/h infrastructure is several 
times more expensive than the modal shift purchased by the HPR step. 
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Third, the price-shifted reading reduces ALTO's apparent advantage substantially. Each 
scenario operates under a different cost structure: VIA today at a rail-to-air price ratio of 
approximately 0.5, HPR plausibly at r ≈ 0.7 (a modest fare premium over current VIA, with most 
of the new-build capital absorbed into the public account), and ALTO at r ≈ 1.0 (price parity with 
air, with subsidy absorbing the larger debt-service gap from a substantially higher capital base). 
Under these canonical price assumptions, ALTO's modal-shift advantage on Toronto–Montréal 
narrows from 20 percentage points at price parity to 11 percentage points (66 per cent vs 55 per 
cent), and on Toronto–Ottawa from 20 percentage points to 13 (88 per cent vs 75 per cent). If 
HPR were operated at the current VIA price ratio (r ≈ 0.5), the gap would close further still — to 
3 percentage points on Toronto–Montréal and 7 on Toronto–Ottawa. 

Fourth, this is precisely the regime in which the international literature finds frequency, reliability, 
station-centrality, and price to matter more than headline line-haul speed — which is the core 
rationale for the High Performance Rail framework. Capturing the bulk of the modal-shift 
opportunity does not require operating at the global frontier of high-speed rail technology. It 
requires getting passenger trains off shared freight track, electrifying the corridor, providing 
high-frequency service into central stations, delivering reliability that air carriers cannot match in 
winter conditions, and pricing the service competitively against air. The CRI HPR Strategy 
delivers all of these at roughly a quarter of ALTO's capital cost, and the lower capital cost is 
itself what enables the more favourable pricing position that closes most of the remaining 
modal-shift gap. 

The corridor is thus a textbook case of why high-speed-rail claims need to be unbundled. The 
modal-shift opportunity is genuine. The majority of it is captured by conventional high-
performance rail speeds on a dedicated, electrified, reliable corridor priced competitively against 
air. ALTO's additional 300+ km/h capability buys a real but reduced gain in modal shift once 
realistic pricing is admitted — between 11 and 13 percentage points on the principal Toronto 
pairs, at an incremental capital cost of $40–70 billion. Whether the corridor decision turns on the 
right framework — segment-level, two-dimensional analysis of time and price — is what 
determines whether the public investment achieves the modal-shift outcome it is intended to 
produce. 

§  Methodology and sources 

Modelling approach 

The S-curve in Figures 1, 3a–3c and 4 is a standard logistic of the form S(t) = 1 / (1 + exp(k·(t – 
t₀))), where S(t) is rail's share of the combined rail+air market as a function of station-to-station 
rail journey time t. The parameters used here are k = 1.3 and t₀ = 3.5 hours, calibrated by visual 
fit to the published international comparator data. The family of curves in Figure 2 extends this 
to two dimensions by adding a price-utility term: S(t, r) = 1 / (1 + exp(k·(t – t₀) + γ·ln r)), where r 
is the rail-to-air price ratio (rail price divided by air price) and γ = 1.0 is the price coefficient. This 
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binary-logit specification is the simplest defensible form of the time–price modal-choice model 
used routinely in transport demand work (Wardman, Train, Ben-Akiva and Lerman). More 
elaborate discrete-choice and stated-preference models (multinomial logit, mixed logit, nested 
logit) include additional regressors for frequency, station access time, reliability, and traveller 
demographics; these models produce more precise predictions for individual routes but tend to 
confirm the same overall S-shaped relationship and the same direction of the price effect. The 
parameters used here should be treated as illustrative rather than predictive; sensitivity analysis 
at k between 1.0 and 1.6, t₀ between 3.0 and 4.0 hours, and γ between 0.6 and 1.4 produces 
the same qualitative conclusions about HPR's modal-shift performance and ALTO's price-driven 
degradation of the time advantage. 

Principal sources 

•  ALTO HSR Citizen Research Initiative (2026). HPR Strategy, Chapter 4 — High Performance Passenger Rail 
(Express journey times). citizenresearch.ca. 

•  International Council on Clean Transportation (2022). The bullet train to lower-carbon travel. 
•  Mineta Transportation Institute (2017). Modal Shift and High-Speed Rail: A Review of the Current Literature. 

P. Haas. 
•  World Bank Group (2019). China's High-Speed Rail Development. 
•  Bergantino, A. and Madio, L. (2020). Intermodal competition and substitution: HSR versus air transport. 

Research in Transportation Economics, 79. 
•  AECOM (2011). High-Speed Rail Overseas Experience Report. C. Nash. 
•  Sun, X. et al. (2024). A review on research regarding HSR interactions with air transport. Transport Policy, 

157. 
•  Wardman, M. (2014). Price Elasticities of Surface Travel Demand: A Meta-analysis of UK Evidence. Journal 

of Transport Economics and Policy, 48. 
•  Ben-Akiva, M. and Lerman, S. (1985). Discrete Choice Analysis: Theory and Application to Travel Demand. 

MIT Press. 
•  Train, K. (2009). Discrete Choice Methods with Simulation, 2nd ed. Cambridge University Press. 
•  Comisión Nacional de los Mercados y la Competencia (CNMC), annual rail market reports for Spain. 
•  VIA Rail Canada Annual Report 2023; VIA Rail published timetables, station-pair travel times, and Economy 

fare ranges. 
•  Alto Inc. published travel-time targets and corridor descriptions, February 2025 announcement; ALTO 

communications regarding self-funded P3 model and zero subsidy. 
•  Energies (2025). Emission Reductions in the Aviation Sector: A Systematic Review of the Sustainability 

Impacts of Modal Shifts. 
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C I T I Z E N  R E S E A R C H  I N I T I A T I V E   ·   M O D A L  S H I F T  A N A L S I S  N O T E  2  

Modal shift Note 2: 

Modal shift between rail and car on the 
ALTO corridor 

An assessment of the evidence on when rail substitutes for car travel, applied to 
the Toronto–Ottawa and Toronto–Montréal corridor pairs in the North American 
context. The road-rail comparison differs structurally from the rail–air analysis: 
road competes at all distances, perceived car costs are dominated by fuel rather 
than full lifecycle cost, group travel decisively favours the car, and modal choice 
is more responsive to price than to time. 

S U M M A R Y  

Road-to-rail modal shift in North America is structurally different from rail-vs-air. The car 
carries no fixed time penalty equivalent to airport access and security; it competes on the 
corridor at every trip length from 50 km to 1,000 km. The right competitive variable is 
therefore not absolute rail journey time but the ratio τ of rail time to car drive time at typical 
highway speeds: τ = 0.5 means rail takes half as long as driving; τ = 1.0 means equal 
time; τ > 1.0 means rail is slower than driving. 

The corridor's road-substitutable demand is much larger than its air-substitutable demand. 
Annual highway flow on the 401 between Toronto, Kingston, Ottawa, and Montréal is 
several times the corridor's annual air person-trips. Even a modest rail share of the 
rail+car market would represent a larger absolute shift than full capture of the air market. 

Three structural features make NA road-rail competition harder than European or Asian 
comparators: the 401/A20 corridor is toll-free end-to-end, there is no congestion charging 
anywhere in Canada, and per-person car cost divides among occupants while rail 
charges per ticket. A family of four faces a per-person rail-to-car price ratio four times 
higher than a solo traveller. 

Under canonical conditions — solo traveller, current Canadian gas prices (rail-to-car price 
near parity) — and using a North-American–calibrated S-curve anchored on current VIA 
Rail's approximately 13 per cent rail share of the rail+car market, the model predicts 
ALTO captures approximately 51 per cent of the rail+car market on Toronto–Ottawa (τ ≈ 
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0.44) and approximately 41 per cent on Toronto–Montréal (τ ≈ 0.56). HPR captures 
approximately 33 per cent on both pairs (τ ≈ 0.65–0.67). The European-equivalent upper 
bounds — readings that would apply if North American transport policy shifted toward fuel 
taxes, tolls, and station-area land use comparable to Western Europe — are 67 per cent 
and 58 per cent for ALTO and around 50 per cent for HPR. 

1.  Travel time: the competitive zone for road 

The empirical literature on rail–car substitution differs sharply from the rail–air literature. The car 
carries no fixed time penalty equivalent to airport access, security clearance, boarding, and 
downtown-airport transit. A car parked at origin and arriving at destination has a near-zero 
access cost on both ends, and its line-haul time degrades only slightly across the 100–1,000 km 
range that defines intercity travel. The result is that car competes against rail at every distance 
— including short-haul corridors where rail would dominate the air comparison — and remains a 
meaningful competitor at longer distances where air would dominate. 

The right way to measure rail's competitive position against the car is therefore not the absolute 
rail journey time but the ratio of rail time to car time. Defining τ = (rail time) ÷ (car drive time at 
100 km/h average highway speed) gives a distance-invariant measure of rail's time advantage. 
A value of τ = 0.5 means rail takes half as long as driving; τ = 1.0 means rail and car take the 
same time; τ > 1.0 means rail is slower than driving. Because the car comparator scales linearly 
with distance, the same value of τ implies the same competitive geometry across any route 
length — a 3-hour rail journey on a 540 km route (τ = 0.56) is competitively equivalent to a 1.5-
hour rail journey on a 270 km route (τ = 0.56). This is the key structural difference from the rail-
vs-air analysis, where rail's fixed advantage at the access/dwell stages means the absolute rail 
time is what matters rather than a ratio. 

The competitive zone for rail-against-car can then be expressed in τ-space. Below 
approximately τ = 0.5 (rail at least twice as fast as driving), rail's time advantage is decisive 
across most trip purposes. Between τ = 0.5 and τ = 1.0, the comparison turns on price, group 
composition, frequency, and station accessibility — the competitive zone proper. Above τ = 1.0 
(rail slower than driving), rail's market position depends on factors other than time savings, and 
its share declines steadily. 

This is conventionally modelled with a logit functional form, calibrated to the international 
comparator data. Figure 1 plots rail's share of the rail+car market as a function of τ, with 
inflection at τ = 0.65: rail captures 50 per cent of the rail+car market at price parity when it is 
approximately 35 per cent faster than driving. The curve is calibrated against the TGV Paris–
Lyon experience, which moved rail's competitive position from τ ≈ 0.89 (4-hour rail journey 
against 4.5-hour drive) to τ ≈ 0.44 (2-hour rail journey against the same 4.5-hour drive) and lifted 
rail's share against road from approximately 30 per cent to roughly 67 per cent. 
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Figure 1. Modal-shift S-curve for rail–car substitution, plotting rail's predicted share of the combined rail+car market 
against the time ratio τ = (rail journey time) ÷ (car drive time at 100 km/h). Logistic curve fitted with inflection at τ = 
0.65 (rail captures 50 per cent at price parity when it is approximately 35 per cent faster than driving) and steepness 
parameter K = 3.5 in normalised time. The curve divides into three zones: rail decisively faster (τ < 0.5, rail at least 
twice as fast as driving); the competitive zone (0.5 < τ < 1.0, rail 0–50 per cent faster); and rail slower than driving (τ > 
1.0). Calibrated against the TGV Paris–Lyon pre/post comparison (approximately 30 per cent rail share at τ = 0.89 
rising to about 67 per cent at τ = 0.44). 

The European calibration in Figure 1 represents what rail can achieve under conditions that 
favour modal shift — high fuel taxes, congestion charging, dense feeder transit, central stations, 
and a cultural baseline of rail use. North American conditions are systematically less favourable, 
and the same τ value produces lower rail shares. Figure 1b recalibrates the curve against North 
American empirical data, anchoring on current VIA Rail service which captures approximately 
13 per cent of the rail+car market on the principal pairs at a τ value very close to 1.0 (rail 
journey time roughly equal to car drive time). The recalibrated curve shifts the inflection point left 
from τ = 0.65 to τ = 0.46: under North American conditions, rail must be approximately 54 per 
cent faster than driving — rather than 35 per cent faster — to capture half the rail+car market at 
price parity. 
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Figure 1b. North-American–calibrated S-curve, anchored on current VIA Rail service (~13 per cent rail share of 
rail+car market at τ ≈ 1.0 on Toronto–Ottawa, Toronto–Montréal, and Ottawa–Montréal). The faded grey dashed 
curve shows the European calibration from Figure 1 for comparison. Inflection at τ = 0.46 (rail 54 per cent faster than 
driving, rather than 35 per cent in the European curve). The same logistic functional form and steepness parameter K 
= 3.5 apply; only τ₀ shifts. Equivalent in utility-shift terms to a constant penalty of α ≈ 0.67 reflecting the structural 
North American disadvantages — toll-free highways, low fuel taxes, free parking, dispersed origin and destination, 
weak feeder transit, family-travel norms, and cultural autonomy preference. This curve, together with its price-aware 
extension in Figure 2b, is the calibration used throughout the rest of this note for Figures 3, 4, 5, 6, 7, 8, 9, and Table 
3. European-equivalent predictions sit roughly 35 to 40 per cent higher at every operating point and are quoted 
alongside the NA values where the comparison is informative. 

Read together, Figures 1 and 1b bracket the realistic range of corridor outcomes. The European 
curve gives the time-and-price geometry the model is built on and represents what is achievable 
in principle if rail-favourable conditions were created in North America. The NA curve gives what 
is achievable under prevailing structural conditions, anchored to current VIA Rail's 
approximately 13 per cent rail share of the rail+car market. The remainder of this note presents 
model predictions on the North American curve (Figure 1b) — Figures 3, 4, 5, 6, 7, 8, and 9, 
together with Table 3, all use the NA-calibrated logit with τ₀ = 0.46. Figures 1 and 2a remain in 
the document as European reference points, and the European-equivalent predictions are 
quoted in the body and captions wherever the comparison is informative. ALTO at τ = 0.44 
captures approximately 51 per cent of the rail+car market on the NA curve and 67 per cent on 
the European curve; HPR at τ = 0.65 captures 34 per cent and 50 per cent respectively. The 
corridor decision can plausibly be informed by either reading, but the gap between them is 
policy-relevant: roughly 10 to 15 percentage points of modal share depend not on which 
infrastructure is built but on whether the broader transport-policy environment (fuel taxes, 
carbon pricing, congestion charging, station-area land use, feeder transit) supports modal shift. 
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Empirical anchors and the North American context 
The international comparators that anchor this curve are predominantly European and Asian. 
The Paris–Lyon TGV cut journey time from approximately 4 hours to under 2 hours in the early 
1980s and lifted rail's share against road in the corridor from roughly 30 per cent to about 67 per 
cent — a 37-percentage-point shift on a route where car competition was already well-
established. Madrid–Barcelona AVE delivers comparable shares against parallel highway traffic. 
Tokyo–Osaka Shinkansen captures the dominant share of intercity travel against the parallel 
Tomei Expressway. All of these routes operate under conditions that the North American 
corridor does not share: high fuel taxes that lift the marginal cost of driving above $2 per litre 
equivalent, congestion charging or tolling on parallel highways, dense feeder transit at both 
ends of the line-haul, and land-use patterns that concentrate trip ends near stations. 

North America carries none of these structural reinforcements. The 401 and Autoroute 20 
corridor from Toronto to Montréal is toll-free end-to-end. Canadian fuel taxes are roughly one 
third of European levels, suppressing the marginal cost of driving. There is no congestion 
charging in any Canadian city. Land use at both ends of the corridor is car-oriented, with 
significant origin and destination dispersion that requires a car at the terminus even for travellers 
using rail for line-haul. And the cross-elasticity literature confirms that rail and car barely 
substitute for each other in current North American conditions — a 10 per cent rise in fuel prices 
produces only a 1 to 4 per cent rise in transit ridership, an order of magnitude lower than direct 
substitution would predict. 

The implication for this analysis is that the curve in Figure 1 should be read as an upper bound 
on the rail share that the corridor's principal pairs could realistically capture. The model gives 
the time-and-price geometry; the structural North American context — free parking, weak feeder 
transit, family-travel norms, cultural autonomy preference — likely depresses realised shares by 
30 to 50 per cent below the curve's predictions. The Brightline Miami–Orlando service, the 
closest North American analogue currently operating against parallel toll-free highway, remains 
in financial ramp-up after several years of operation, with bond ratings recently downgraded to 
CCC+ and ridership well below the levels that European HSR achieves on comparable 
distances. The North American context is structurally harder. 

Rail's competitive position against the car turns on the time ratio τ, not 
absolute rail journey time. Rail captures 50 per cent of the rail+car market at 
price parity when it is approximately 35 per cent faster than driving. The North 
American absence of tolls, congestion charges, and high fuel taxes means 
realised modal share will likely sit substantially below the European-anchored 
model's predictions. 
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2.  Price: elasticity, group size, and perceived cost 
The S-curve in Figure 1 holds prices implicitly at parity — rail per-person fare equal to car per-
person cost. Real modal choice between rail and car involves a price comparison that differs 
structurally from the rail–air comparison in three important ways: the elasticity of substitution is 
higher, the per-person price ratio depends decisively on group size, and the cost of driving that 
travellers actually weigh is the perceived cost (mostly fuel) rather than the full economic cost 
(fuel plus depreciation, insurance, maintenance, and time). 

The same logit functional form applies — modal share as a function of time and price ratio — 
but with a larger price coefficient (γ = 1.5 against 1.0 for the rail–air model). This reflects the 
international literature finding that own-price elasticities for car-vs-rail substitution sit in the 
range of −1.0 to −1.6 for leisure demand, against −0.4 to −0.7 for business demand. Modal 
choice for road-rail is more responsive to relative price than the air-rail equivalent. Figures 2a 
and 2b show the family of curves that result, under the European calibration of Figure 1 and the 
North American calibration of Figure 1b respectively. 

 

 
Figure 2a. Family of modal-shift S-curves for road-rail substitution at six rail-to-car-per-person price ratios (r = rail 
fare ÷ car cost per person), with the time-ratio τ on the horizontal axis, European calibration. The middle navy curve 
at r = 1.0 corresponds to price parity: rail fare equals per-person car cost. Lower price ratios shift the curve up (rail 
captures more share at any τ); higher ratios shift it down. The family covers a wide range of ratios (0.5 to 8.0), 
reflecting that group travel can drive the per-person rail-to-car price ratio well above 5 even at parity-pricing 
intentions, since car cost divides among occupants while rail fare does not. 
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Figure 2b. Family of modal-shift S-curves for road-rail substitution at the same six rail-to-car-per-person price ratios, 
North American calibration (τ₀ = 0.46). The same logistic functional form, steepness parameter K = 3.5, and price 
coefficient γ = 1.5 apply; only the time-ratio inflection point shifts. Each curve sits 15 to 20 percentage points below its 
European counterpart in Figure 2a at every τ value. This family is used in the remainder of the note (Figures 3, 4, 5, 
6, 7, 9, and Table 3) to map the corridor's three rail scenarios onto realistic North American modal-shift outcomes; 
Figure 8's OTP-sensitivity analysis is built on the same NA calibration extended with a reliability term. Readers 
wanting upper-bound European-comparable numbers should re-read those figures against Figure 2a. 

Empirical anchors on price 

Two distinct elasticity values matter for the road-rail comparison and they tell different stories. 
Own-price elasticities (how rail demand responds to changes in its own fare) sit in the −0.7 to 
−1.3 range across the international literature, with stated-preference work finding values close 
to −1.05 for peak intercity rail travel. These are reasonably substantial: a 10 per cent fare 
reduction would lift rail demand by approximately 10 per cent, all else equal. Cross-price 
elasticities (how car demand responds to rail fares, or rail demand responds to fuel prices) are 
remarkably small in the North American literature. Currie and Phung's 2007 aggregate estimate 
of US transit demand cross-elasticity with respect to fuel price is 0.12: a 10 per cent rise in fuel 
prices produces only a 1.2 per cent rise in transit ridership. Lago's 1992 work found mean 
cross-elasticities of auto demand with respect to rail fares of 0.08. 

The headline interpretation is that rail and car barely substitute for each other in current North 
American conditions. Modes serve largely separate markets, modal choice is sticky, and the 
existing equilibrium is heavily car-locked through residential location, car ownership, habit, and 
infrastructure. New rail capacity does not automatically extract a proportional share of car traffic; 
substitution requires sustained price differentials, accumulated experience, and structural 
conditions that favour rail. Long-run elasticities are higher than short-run — the literature finds 
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elasticities about three times higher when fuel prices have been rising for several months — but 
realised modal shifts on new corridors emerge slowly. 

Perceived versus full cost of driving 

A second feature distinguishes the road-rail comparison: drivers compare rail fare against the 
perceived cost of driving, not the full economic cost. The perceived cost is dominated by fuel. 
On the Toronto–Montréal corridor, the one-way fuel cost for a typical car (9.4 L per 100 km) at 
current Canadian gas prices (approximately $1.65 per litre) is in the order of $84. Add a small 
Quebec A30 bridge toll if the southern bypass is taken, and the marginal monetary cost of the 
trip approaches $90 in fuel-and-toll terms. The full economic cost — including depreciation, 
insurance, financing, maintenance, and tires — is more than three times this figure, on the order 
of $300 one-way under standard CAA full-cost calculators. But fixed costs are not perceived at 
the moment of mode choice; the car is owned regardless, so the marginal trip is compared on 
fuel alone. 

This means the rail-to-car price ratio that enters the modal-choice utility is much higher than the 
comparison with full driving cost would suggest. A current VIA Rail Toronto–Montréal Economy 
fare of approximately $80 against perceived car cost of $84 produces a price ratio close to 1.0 
for a solo traveller — near parity. Against full economic cost the same VIA fare would produce a 
price ratio of 0.27 — strongly favourable. The framework that follows uses the perceived-cost 
version, since this is what modal choice actually responds to. The full-cost comparison would 
predict a much larger rail share than the corridor actually carries, which is the empirical tell that 
perceived cost is the right input. 

The group-size effect 
The third structural feature is the most distinctive. Cars carry one to four (or more) passengers 
at a single fuel cost. Rail charges per ticket. The per-person rail-to-car price ratio therefore 
depends decisively on group size, in a way that has no analogue in the rail–air comparison 
(where air also charges per ticket). At current fares and gas prices on Toronto–Montréal, the 
per-person rail-to-car price ratio is approximately 1.0 for a solo traveller, 1.9 for a couple, 2.9 for 
three travellers, and 3.8 for a full car of four. Each additional passenger tilts the comparison 
further toward driving. 

Family travel and any leisure trip with two or more travellers therefore structurally favours the 
car. This is a major qualitative difference from the rail–air analysis, which had no equivalent 
multiplier. Combined with the higher price coefficient (γ = 1.5), group-size effects compound 
rapidly. As an illustration at parity pricing (a solo traveller paying a rail fare equal to per-person 
car cost), ALTO's modal share on Toronto–Ottawa drops from approximately 51 per cent for a 
solo traveller to roughly 12 per cent for a family of four under otherwise identical conditions; on 
Toronto–Montréal the corresponding fall is from 41 per cent to 8 per cent. Section 4 takes up 
the more realistic case where each scenario is priced according to its capital-cost recovery 
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requirement, in which solo and group readings shift downward together. The qualitative 
implication is the same: the rail-substitutable portion of the corridor's road traffic is heavily 
concentrated on solo and two-passenger trips — predominantly business, single-traveller 
leisure, and downtown-to-downtown segments — rather than the family and group travel that 
makes up much of the corridor's leisure flow. 

Gas price as a modal-shift lever 
Because perceived car cost is dominated by fuel, the rail-to-car price ratio is sensitive to gas 
prices in a way that has no parallel in the air comparison. A swing in Canadian gas prices from 
$1.30 to $2.00 per litre — well within historic range — changes the per-person car cost on 
Toronto–Montréal from roughly $66 to $101 one-way, shifting the rail-to-car price ratio for a solo 
traveller from 1.21 to 0.79. Sustained higher fuel prices therefore lift modal share toward rail 
across all rail scenarios; sustained lower prices push the comparison further toward car. Long-
run gasoline price elasticities of −0.25 to −0.45 in the literature confirm that this is an active 
rather than nominal effect. Carbon pricing and fuel-tax policy are levers on rail modal share that 
operate as strongly as line-haul speed and at much lower capital cost. 

Modal choice between rail and car in North America responds to time, price, 
group size, and perceived cost. Group-size effects can suppress predicted rail 
share by 75 to 90 per cent; gas price swings can move it by 10 to 20 
percentage points. These dimensions matter as much as infrastructure 
choice. 

3.  Where the corridor sits on the curve for travel time 

The corridor is not a single market for road-rail competition any more than it is for the air 
comparison. The same two principal city pairs — Toronto–Ottawa and Toronto–Montréal — 
carry the bulk of the rail-substitutable demand, but the absolute road flow is very large. The 401 
between Toronto, Kingston, Ottawa, and Montréal carries tens of millions of person-trips per 
year — several times the corridor's annual air person-trips. Even a small percentage shift from 
car to rail represents a meaningful absolute volume. 

Current corridor volumes and modal shares 

Table 1 sets out approximate annual person-trip volumes by mode and the resulting current 
modal shares on each principal pair. The numbers are best-effort triangulations from public 
data. VIA Rail's 2023 Annual Report reports 4.1 million total passengers, of which 96 per cent 
(about 3.94 million) travelled on Quebec City–Windsor Corridor services. Within that Corridor 
total, the Statista figure of 2.1 million is for the Montréal–Ottawa–Toronto service group 
specifically — one of six Corridor service groupings. The remaining roughly 1.84 million Corridor 
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passengers travelled on routes that lie outside the three principal pairs in this note: Toronto–
southwestern Ontario (Kitchener, London, Sarnia, Windsor) at approximately 700 to 900 
thousand; Montréal–Québec City at approximately 500 to 700 thousand; Ottawa–Québec City 
direct at approximately 100 to 200 thousand; Toronto–Niagara Falls (joint Maple Leaf service 
with Amtrak) at 57 thousand; plus intermediate connections and through-Corridor itineraries. 
Within the 2.1 million on the triangle service group, some trips are intermediate-station 
(Toronto–Kingston, Toronto–Belleville, Ottawa–Brockville, Montréal–Cornwall) rather than end-
to-end between the three principal cities; the pair-level rail figures in Table 1 attribute these to 
whichever principal axis the passenger predominantly travels along, since the road-rail modal-
share comparison applies along the same corridor. 

Cirium air-capacity data reports approximately 930,000 one-way Toronto–Montréal passengers 
on Pearson–Trudeau alone in 2025, before adding Porter's Billy Bishop service. The Quebec 
City–Windsor Corridor literature reports approximately 108 flights per workday within the 
Toronto–Ottawa–Montréal triangle. Highway 401 traffic counts give average annual daily traffic 
of 450,000+ vehicles in the Toronto sections, with end-to-end intercity flow inferred from typical 
occupancy and trip-purpose distributions. Statistics Canada does not publish city-pair air origin 
and destination data without subscription, and VIA Rail does not publish pair-level Corridor 
breakdowns; the volumes below are therefore order-of-magnitude estimates with an uncertainty 
of approximately ±25 per cent for air and rail and ±30 per cent for car. 

 

City pair Air Rail  (VIA) Car Rail  share of  rai l+air Rail  share of  
rai l+car 

Toronto–Montréal ~1.9 M ~800 K ~6 M ~30% ~13% 

Toronto–Ottawa ~0.9 M ~800 K ~4.5 M ~47% ~14% 

Ottawa–Montréal ~0.45 M ~525 K ~4 M ~54% ~12% 

Table 1. Approximate annual person-trip volumes (both directions) by mode on each principal corridor pair, and the 
resulting current modal shares of the rail+air and rail+car markets. Air figures combine Toronto Pearson, Billy Bishop, 
Montréal–Trudeau, and Ottawa–Macdonald-Cartier flows. Rail figures are estimated splits of the 2.1 million 2023 
passengers on VIA's Montréal–Ottawa–Toronto service group (one of six Corridor service groupings within VIA's 
overall 3.94 million Corridor ridership; the remaining 1.84 million Corridor passengers travel on routes outside the 
three principal pairs analysed here). Car figures are the most uncertain element — derived from Highway 401 and 
A20 vehicle counts with typical intercity occupancy assumptions, with an uncertainty of approximately ±30 per cent. 
Bus volumes (Megabus, FlixBus, Coach Canada — roughly 200,000 to 300,000 person-trips per pair) are excluded 
from the modal-share calculations for clarity. 

Three observations follow. First, the road-substitutable market dwarfs the air-substitutable 
market on every pair: car volumes are between three and ten times rail+air volumes combined. 
Second, current rail-vs-air modal shares are already meaningful — VIA captures roughly 30 per 
cent of the rail+air market on Toronto–Montréal and roughly half on the shorter pairs — but rail-
vs-car shares remain in the 12 to 14 per cent range across all three pairs. Third, the structural 
similarity of road-rail shares across the three pairs (despite very different distances and current 
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rail journey times) is consistent with the τ-normalisation introduced in Section 1: rail's 
competitive position depends on the time ratio against car drive time, not on absolute distance, 
and current VIA service produces τ values close to 1.0 on every pair. 

Travel times under each scenario 

Door-to-door driving times along the corridor are determined by the 401 and the Quebec A20 
between Montréal and Quebec City, both of which are toll-free and carry no congestion 
charging. Typical 401 traffic absorbs the corridor demand without significant tolled diversion to 
the 407 ETR around the GTA, although individual drivers may use the 407 selectively. Table 2 
sets out the relevant segment-level driving times alongside the rail times under each scenario. 

 

City pair  Distance  Car (401)  VIA 
current  

HPR (200 
km/h)  

ALTO 
(300+ 
km/h)  

Toronto–Ottawa ~450 km ~4 h 30 min ~4 h 30 min ~2 h 55 min ~2 h 

Toronto–Montréal ~540 km ~5 h 30 min 5 h 13 min* ~3 h 38 min ~3 h 

Ottawa–Montréal ~190 km ~2 h ~1 h 55 min ~1 h 30 min ~1 h 

Table 2. Approximate segment-level travel times for car (driving on 401/A20, no congestion) alongside rail under 
three scenarios. VIA times are scheduled Express patterns on the corridor's principal pairs. HPR times are taken from 
the CRI HPR Strategy's published Express service patterns. ALTO values are the published targets for the 300+ km/h 
network. *Toronto–Montréal under current VIA service runs 5 h 13 min on the 538 km direct routing via Kingston; the 
parallel car drive on the 401 is approximately 5 h 30 min in typical conditions. 

Plotted onto the road-rail S-curve at solo traveller and current-gas-price conditions (rail-to-car 
price ratio approximately 1.0 — near parity), and using the τ-normalised North American 
calibration from Figure 1b, the three rail scenarios produce the picture in Figure 3. The chart 
shows the modal-shift progression along the NA curve for the Toronto–Montréal pair: VIA's 
current 5 hour 13 minute service sits at the right-hand edge of the competitive zone with rail 
barely time-competitive against the car; HPR's 3 hour 38 minute Express time crosses well into 
the competitive zone and approaches the NA inflection; ALTO's approximately 3 hour service 
crosses the NA inflection at τ = 0.46 into the rail-decisive zone. Toronto–Ottawa produces a 
very similar progression within each scenario (because car drive time scales with distance, the τ 
values collapse to roughly the same competitive position) and is summarised alongside in Table 
3. The price-shifted readings — covering scenario-specific fares, group size, and gas price — 
are taken up in Section 4. 
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Figure 3. Modal-shift progression for Toronto–Montréal under the three rail scenarios — VIA Rail (current service, 5 h 
13 min on shared CN track), High Performance Rail (3 h 38 min Express on the dedicated 401 corridor at 200 km/h, 
per the CRI HPR Strategy), and ALTO (approximately 3 hours on the dedicated HSR network at 300+ km/h). Plotted 
on the North-American–calibrated S-curve at solo traveller and near-parity pricing. Predicted rail share of the rail+car 
market rises from approximately 15 per cent under VIA, to 32 per cent under HPR, to 41 per cent under ALTO — a 
total modal-shift gain of roughly 27 percentage points moving from current service to ALTO, of which 17 percentage 
points (roughly two thirds) are captured by the HPR step alone. Toronto–Ottawa produces a very similar progression 
at slightly higher τ for HPR/ALTO and similar τ for VIA; pair-level shares are tabulated in Table 3. 

The implied rail-vs-car market shares for each scenario are summarised in Table 3. 

City pair  VIA current  HPR (200 km/h)  ALTO (300+ 
km/h)  

Toronto–Ottawa ~13% ~34% ~51% 

Toronto–Montréal ~15% ~32% ~41% 

Table 3. Predicted rail share of the combined rail+car market on each principal pair under each scenario, derived 
from the North-American–calibrated logistic curve in Figure 1b with prices held at near-parity (solo traveller, current 
Canadian gas prices, current VIA-equivalent fares). The VIA shares match the empirical anchors in Table 1, 
validating the calibration. HPR and ALTO values should be read as order-of-magnitude estimates: actual realised 
shares would also depend on fare structure, frequency, reliability, station accessibility, group composition, and the 
residual structural North American factors not captured by the simple shift in τ₀. The price and group-size dimensions 
are taken up explicitly in Section 4. 

These are the time-only readings under the most favourable price configuration — solo traveller 
at current gas prices and current VIA-equivalent fares. Real corridor traffic is a mix of solo, 
couple, and family travel, with rail fares that may rise above current VIA levels if HPR or ALTO 
recover more of their capital cost from passengers. Section 4 walks through these dimensions 
and produces a more realistic envelope. 



ALTO HSR C i t i zen  Research  In i t i a t i ve  

Citizen Research Initiative   ·   citizenresearch.ca   ·   Page 13 of 26 

4.  Where the corridor sits on the curve for price and group size 

Section 2 introduced the family of curves showing how rail's modal share responds to the rail-to-
car price ratio, and the group-size and gas-price levers that move the price ratio in either 
direction. This section maps the corridor's three rail scenarios onto those dimensions, beginning 
with the most consequential price assumption — that HPR and ALTO would charge fare 
premiums above current VIA levels to recover their higher capital costs (Figure 4) — and then 
walking through price-ratio sensitivity (Figure 5), group composition (Figure 6), and gas pricing 
(Figure 7) in turn. 

Realistic fare premiums 

Figure 3 plotted the three scenarios at price parity for all (rail fare equal to per-person car cost). 
That is the most favourable assumption for rail and is a reasonable anchor for current VIA 
service, whose Economy fare is broadly competitive with per-person fuel cost on the principal 
pairs. But HPR and ALTO would carry higher capital and operating costs than VIA's shared-
track service, and any realistic operating model would seek to recover at least part of that cost 
from passengers. International HSR experience and the Brightline North American comparator 
both place premium-service fares 30 to 80 per cent above conventional rail fares on the same 
corridor. For this analysis we take a moderate set of assumptions: HPR fares at approximately 
20 per cent premium to current VIA (r = 1.2), ALTO fares at approximately 50 per cent premium 
(r = 1.5). 

Figure 4 replots the Toronto–Montréal scenarios from Figure 3 with these scenario-specific fare 
premiums applied. The visible curves correspond to the three price ratios; each scenario now 
sits on its own curve rather than on a common parity curve. The result reshapes the corridor's 
modal-shift arithmetic substantially. 
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Figure 4. Modal-shift progression for Toronto–Montréal under the three rail scenarios with realistic scenario-specific 
fare premiums applied — VIA at current VIA-equivalent fare (r = 1.0), HPR at approximately 20 per cent premium (r = 
1.2), ALTO at approximately 50 per cent premium (r = 1.5). The three faded curves show the price-shifted S-curves at 
each ratio; each scenario is marked on its respective curve. Predicted rail share of the rail+car market: VIA 15 per 
cent, HPR 26 per cent, ALTO 28 per cent. The total modal-shift gain VIA → ALTO collapses from +27 percentage 
points at parity (Figure 3) to +13 percentage points under realistic premiums, with the HPR step doing essentially all 
the work (+12 pts) and the ALTO step adding only +1 to +2 percentage points beyond what HPR delivers. 

Three observations follow. First, ALTO's modal-share advantage over HPR — already modest 
under parity-pricing assumptions (+9 percentage points on Toronto–Montréal under Figure 3) — 
essentially disappears once realistic fare premiums are applied. The two scenarios converge to 
within a percentage point of each other on the rail+car market when each is priced according to 
its capital-cost recovery requirement. Second, this is not a feature unique to a 50 per cent ALTO 
premium: sensitivity analysis at ALTO premiums between 30 and 80 per cent produces ALTO 
shares between 30 and 24 per cent, all within a few percentage points of the HPR 26 per cent 
reading. The result is robust across a wide range of plausible ALTO fare structures. Third, the 
analysis reinforces the central conclusion of the road-rail framework: the HPR step from current 
VIA to a dedicated 200 km/h corridor at VIA-equivalent fares captures essentially all of the 
realistically achievable modal shift on the rail+car market. The 300+ km/h capability that ALTO 
adds is real but is largely cancelled out by the fare premium needed to fund it. 

Modal share as a function of price ratio 

Holding each scenario's travel time fixed at its published value, modal share becomes a function 
of the per-person rail-to-car price ratio. Figure 5 plots this function for each scenario on each 
principal Toronto pair, with markers placed at scenario-specific reference ratios that combine 
the canonical solo-and-current-gas-price baseline (approximately r = 2.4 against VIA-equivalent 
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fares) with the realistic fare premiums introduced in Figure 4. The reference ratios are: VIA at r 
= 2.4 (no premium); HPR at r = 2.8 (approximately 20 per cent premium); ALTO at r = 3.6 
(approximately 50 per cent premium). These represent each scenario's operating point under 
solo travel, current gas prices, and fares set to recover the scenario's characteristic capital cost. 

 

 
Figure 5. Modal share as a function of per-person rail-to-car price ratio, with each scenario's travel time held fixed at 
its published value, North American calibration. Markers indicate each scenario's reference operating point: VIA at r = 
2.4 (current VIA-equivalent fare against solo + current gas), HPR at r = 2.8 (~20 per cent fare premium), and ALTO at 
r = 3.6 (~50 per cent fare premium). Predicted shares: VIA ~4 per cent on both pairs; HPR ~10 per cent on Toronto–
Ottawa and ~9 per cent on Toronto–Montréal; ALTO ~13 per cent on Toronto–Ottawa and ~9 per cent on Toronto–
Montréal. Modal share falls steeply as the price ratio rises, reflecting both the higher price coefficient (γ = 1.5) and the 
wide realistic range of price ratios that group travel and fare structures can produce. 

The group-size effect 
The price ratio depends decisively on the number of passengers sharing the car. Figure 6 plots 
rail share against group size from 1 to 4 passengers per car, with each scenario starting at its 
scenario-specific base ratio from Figure 5 (VIA at r = 2.4, HPR at r = 2.8, ALTO at r = 3.6) and 
the per-person rail-to-car ratio scaling linearly with the number of car occupants. The drop is 
steep across all three scenarios. 
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Figure 6. Modal share as a function of group size (1 to 4 passengers per car), with each scenario starting at its 
scenario-specific base price ratio (VIA r = 2.4, HPR r = 2.8, ALTO r = 3.6) and scaling linearly: e.g., VIA at n = 2 sees 
r = 4.8, at n = 4 sees r = 9.6. North American calibration. Toronto–Ottawa: solo shares are 4 per cent (VIA), 10 per 
cent (HPR), and 13 per cent (ALTO); a couple drops these to 1, 4, and 5 per cent respectively; a family of four to 1 
per cent across all three scenarios. Toronto–Montréal: solo shares are 4, 9, and 9 per cent; a couple drops to 2, 3, 
and 3 per cent; a family of four to about 1 per cent. The HPR and ALTO lines converge rapidly as group size 
increases, especially on Toronto–Montréal — a couple essentially eliminates the ALTO modal-shift advantage. 

The implications are substantial. The portion of corridor road traffic that is genuinely rail-
substitutable is concentrated on solo travellers paying single-person fares against per-person 
fuel costs. Even at solo conditions the realistic rail share is in the single digits to low teens for 
the principal pairs once scenario-specific fare premiums are applied. A second passenger in the 
car halves rail share again; family travel, group leisure trips, and any car carrying three or four 
passengers cannot be captured by rail at any travel time and any defensible fare structure, 
because the per-person economics overwhelmingly favour driving. This narrows the realistic 
rail-substitutable market to a small fraction of total corridor road flow — predominantly business 
travel, single-traveller leisure, and downtown-to-downtown trips — and reinforces the conclusion 
that road-rail modal-shift gains depend at least as much on the trip-purpose mix on the corridor 
as on the choice between HPR and ALTO infrastructure. 

Gas price as a modal-shift lever 
Sustained changes in fuel prices shift the rail-to-car price ratio across all scenarios. Figure 7 
plots modal share against gas price from $1.00 to $2.50 per litre, at solo travel and the scenario-
specific reference ratios from Figures 5 and 6 (VIA r = 2.4, HPR r = 2.8, ALTO r = 3.6 at 
$1.65/L). At other gas prices the rail-to-car ratio scales inversely with fuel cost. The relationship 
is approximately linear in the realistic range and moves modal share by several percentage 
points across the plotted range. 
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Figure 7. Modal share as a function of gas price ($/L) at solo travel, with scenario-specific reference price ratios 
anchored at the current Canadian gas price of approximately $1.65 per litre — VIA at r = 2.4, HPR at r = 2.8 (~20 per 
cent fare premium), ALTO at r = 3.6 (~50 per cent premium). At gas prices above or below $1.65/L, the per-person 
rail-to-car price ratio scales inversely with fuel cost: r(gas) = r_anchor × 1.65/gas. Markers show shares at the 
canonical $1.65/L: VIA captures approximately 4 per cent of the rail+car market on both pairs, HPR captures 10 per 
cent on Toronto–Ottawa and 9 per cent on Toronto–Montréal, ALTO captures 13 per cent and 9 per cent. These 
match the solo-traveller readings in Figure 6 by construction. A swing from $1.00 to $2.50 per litre roughly triples the 
rail share for each scenario but the absolute levels remain modest. Note that HPR and ALTO converge essentially 
exactly on Toronto–Montréal at all gas prices, consistent with the Section 4 finding that fare premiums largely cancel 
out ALTO's speed advantage. Gas-price and carbon-pricing policy are real modal-shift levers operating at much lower 
capital cost than infrastructure. 

Two policy implications follow. First, the corridor's modal-shift outcomes are not solely a function 
of which infrastructure scenario is chosen — they are also a function of fuel pricing, carbon 
pricing, and the broader transport-policy environment. Sustained higher fuel prices would lift rail 
modal share across all three rail scenarios; sustained lower prices would depress them. 
Second, the comparative modal-shift performance of HPR and ALTO is roughly stable across 
the gas-price range — both shift up or down by similar percentage points — so the scenario 
comparison is relatively robust to fuel-price assumptions, even if the absolute levels are not. 

Group size and gas price each move predicted modal share by tens of 
percentage points. These are levers as substantial as the choice between 
HPR and ALTO infrastructure, and they operate at zero or much lower capital 
cost. 

 

 



ALTO HSR C i t i zen  Research  In i t i a t i ve  

Citizen Research Initiative   ·   citizenresearch.ca   ·   Page 18 of 26 

5.  On-time performance and reliability 

Travel time and price are the primary axes of modal choice, but the third axis — reliability — 
operates as an effective time penalty whenever rail's on-time performance (OTP) drops below a 
threshold that travellers can rely on. The Wardman et al. UK rail meta-analysis and broader 
European HSR demand work treat reliability through two channels: an expected-delay term 
(small) and a buffer-time premium (much larger). Travellers responding to unreliable service 
take an earlier departure than schedule alone would require, effectively inflating their journey 
time by the buffer they carry. The combined effect is conventionally captured by adding a utility 
term δ·(OTP_ref − OTP) to the logit, where δ is a sensitivity coefficient and OTP_ref is the 
reliability level implicit in the calibration. 

Empirical literature places δ in the range 1.5 to 3.0, with the higher end applying to business-
heavy markets where missed-connection risk dominates. For the corridor analysis we use δ = 
2.0 — a defensible midpoint of the leisure-business mix observed on Toronto–Ottawa and 
Toronto–Montréal — and OTP_ref = 0.85, the on-time performance reported in VIA Rail's 2023 
Annual Report. The model therefore takes 13 per cent rail share at OTP = 0.85 as the 
calibration anchor (Toronto–Ottawa, parity pricing, solo) and re-prices share at other OTP 
values from there. 

Figure 8 plots how rail share responds to OTP erosion from a 95 per cent dedicated-track target 
down to a 50 per cent stress-test floor, holding all other variables at their canonical near-parity 
values. VIA Toronto–Ottawa is shown in terracotta and Toronto–Montréal in gold. Four 
reference points are marked: a 95 per cent dedicated-track target (the level routinely achieved 
by HSR systems on dedicated track and the published HFR/Alto target); the 85 per cent figure 
VIA currently reports; the approximately 67 per cent figure VIA reported in 2021 amid heavy 
freight-train conflicts on shared CN track; and a 50 per cent hypothetical stress test. 

 



ALTO HSR C i t i zen  Research  In i t i a t i ve  

Citizen Research Initiative   ·   citizenresearch.ca   ·   Page 19 of 26 

 
Figure 8. Rail share of the rail+car market for VIA Rail Toronto–Ottawa and Toronto–Montréal as on-time 
performance (OTP) varies from 95 per cent (dedicated-track target) down to 50 per cent (hypothetical stress test). 
North American calibration, solo traveller, near-parity pricing. Reliability sensitivity δ = 2.0 (Wardman 2014 midpoint), 
OTP_ref = 0.85 (VIA 2023 Annual Report). The four reference points are: dedicated-track target (95 per cent — 
typical of European HSR and the published HFR/Alto operational target); current VIA service (85 per cent); VIA's 
2021 reported figure (approximately 67 per cent, during heavy freight-train conflict on shared CN track); and a 
hypothetical 50 per cent stress test. As OTP erodes from 95 to 50 per cent, Toronto–Ottawa rail share roughly 
halves, from 15.4 to 6.9 per cent; Toronto–Montréal falls from 17.2 to 7.8 per cent. 

The chart makes three points. First, OTP is a meaningful but not dominant lever: its dynamic 
range across the empirically-observed band of corridor reliability (50 to 95 per cent) is 
approximately ±5 percentage points around the current calibration anchor, comparable in 
magnitude to a fuel-price swing of $0.50 per litre or a group-size shift from solo to couple. OTP 
is real, but it does not by itself transform a corridor's modal-share outcome. 

Second, OTP and price ratio are partial substitutes in the utility function. A 10-percentage-point 
improvement in OTP (from 85 to 95 per cent) is roughly equivalent in utility terms to a 14 per 
cent reduction in fare or a 6 per cent improvement in τ. A high-OTP service can therefore 
sustain modestly higher fares than a low-OTP service without losing modal share — consistent 
with Brightline's strategy of advertising 92 per cent OTP precisely because it lets them charge a 
meaningful fare premium against parallel toll-free Florida highway. 

Third, the OTP gain inheres in the dedicated-track step rather than in the speed step. Both HPR 
(200 km/h on dedicated 401-corridor track) and ALTO (300+ km/h on dedicated HSR track) 
would deliver OTP in the 95 per cent range because freight-train conflicts on shared CN track — 
the primary cause of VIA's reliability problems — are eliminated under either scenario. The OTP 
improvement is therefore largely captured by the move from current VIA to either dedicated 
alternative, and is not a meaningful differentiator between HPR and ALTO. This reinforces the 
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conclusion in the next section that the HPR step does most of the analytically defensible work 
on the corridor. 

OTP erosion from 95 to 50 per cent halves VIA's predicted rail share. The 
reliability gap between current shared-track service and a dedicated-track 
alternative is real and policy-relevant, but it is captured equally by HPR and 
ALTO — the speed step adds nothing to reliability. 

6.  Where the modal-shift returns sit on the curve 

The modal-shift S-curve has the same policy implication for road-rail as for air-rail, although with 
different magnitudes. Because the curve is logistic — flat at the top, steeper in the middle, flat at 
the bottom — the value of additional travel-time savings depends critically on where on the 
curve a route sits to begin with. For road-rail, an additional feature emerges from the τ-
normalisation: because car drive time scales with distance, the same scenario produces very 
similar competitive positions on Toronto–Ottawa and Toronto–Montréal, and the marginal 
modal-shift gains are correspondingly similar across the two pairs. 

On Toronto–Ottawa under the NA calibration, moving from VIA's current 4 hour 30 minute 
service (τ = 1.00, share ≈ 13 per cent) to HPR's published Express time of 2 hours 55 minutes (τ 
= 0.65, share ≈ 34 per cent) approaches the NA inflection at τ = 0.46 and delivers the largest 
single increment of modal shift. The further move to ALTO's 2-hour service (τ = 0.44, share ≈ 51 
per cent) adds another increment as the curve crosses its inflection. On Toronto–Montréal, the 
analogous moves go from VIA at τ = 0.96 (share ≈ 15 per cent) to HPR at τ = 0.67 (share ≈ 32 
per cent) to ALTO at τ = 0.56 (share ≈ 41 per cent). 

Figure 9 decomposes the total modal-shift opportunity on each pair into the share captured by 
moving from VIA's current service to HPR, and the additional share captured by moving from 
HPR to ALTO, at solo traveller and near-parity pricing conditions. 
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Figure 9. Decomposition of road-rail modal-shift gain by investment step on the two principal Toronto pairs, 
computed at solo traveller and near-parity pricing (rail-to-car price ratio ≈ 1.0), North American calibration. Gold bars 
show the percentage-point gain in rail's share of rail+car market from moving from current VIA service to HPR (200 
km/h dedicated corridor). Terracotta bars show the additional gain from moving from HPR to ALTO (300+ km/h). The 
HPR step adds 21 percentage points on Toronto–Ottawa and 17 on Toronto–Montréal. The ALTO step adds 17 and 
9 percentage points respectively. Under the European calibration the comparable figures would be 27 / 23 (HPR 
step) and 17 / 10 (ALTO step). 

On Toronto–Ottawa under the NA calibration, the move from VIA to HPR captures an estimated 
21 percentage points of modal shift; the further move from HPR to ALTO adds another 17 
percentage points. On Toronto–Montréal, HPR captures approximately 17 percentage points 
and ALTO adds another 9. The HPR step and the ALTO step are roughly comparable in 
magnitude on Toronto–Ottawa (approximately 50 per cent each of the total achievable gain at 
this canonical configuration), but on Toronto–Montréal the HPR step does about two-thirds of 
the work. 

The cost-effectiveness comparison is more challenging for ALTO than for HPR. ALTO's $60 to 
$90 billion capital envelope, before Canadian P3 cost escalation, represents an incremental 
investment of $40 to $70 billion above the HPR option. Spread across the additional 9 to 17 
percentage points of road-rail modal shift that ALTO captures over HPR at canonical NA 
conditions, this works out to roughly $2.5 billion to $8 billion per percentage point of incremental 
rail share — comparable to or more than the air-rail figure, with the important caveat that the 
road-rail modal shift, once accounted for in absolute trip volumes, represents a much larger total 
person-trip diversion than the air-rail equivalent. 
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Road-rail modal shifts under realistic North American calibration remain 
substantial once the τ-normalisation is applied. The corridor's road traffic is 
several times the corridor's air traffic, and even an NA-realistic 30 to 50 per 
cent rail share of rail+car represents a larger absolute volume than full capture 
of the rail+air market. 

7.  Implications for the corridor decision 

Six conclusions follow from putting the road-rail evidence alongside the air-rail analysis. 

First, road-rail modal shift in the North American context is structurally different from rail-vs-air. 
The car competes at all distances; the competitive zone for rail is narrower (1.5 to 3 hours rather 
than 2 to 4 hours); the perceived cost of driving is dominated by fuel and tolls rather than full 
economic cost; group travel decisively tilts the comparison toward driving; cross-elasticities 
between rail and car are remarkably low; and the structural North American conditions (toll-free 
highways, low fuel taxes, no congestion charging, dispersed land use, weak feeder transit, 
family-travel norms) all suppress rail's competitive position relative to European or Asian 
comparators. 

Second, despite these headwinds, the corridor's road-substitutable demand is substantially 
larger in absolute terms than its air-substitutable demand. Annual highway flow on the 401 and 
A20 between Toronto, Kingston, Ottawa, and Montréal is several times the corridor's annual air 
person-trips. Even modest rail shares of the rail+car market translate to large absolute 
diversions. The road-rail prize is bigger; it is just structurally harder to capture. 

Third, the modal-share predictions in this note are derived from the North American calibration 
(Figure 1b) and should be read as defensible point estimates rather than upper bounds. Under 
canonical conditions — solo traveller, current Canadian gas prices (rail-to-car price near parity) 
— the model predicts ALTO captures approximately 51 per cent of the rail+car market on 
Toronto–Ottawa (τ ≈ 0.44) and approximately 41 per cent on Toronto–Montréal (τ ≈ 0.56). HPR 
captures approximately 33 per cent on both pairs (τ ≈ 0.65–0.67). VIA's current 13 to 15 per 
cent on each pair anchors the calibration. The European-equivalent upper bounds (Figure 1) are 
67 per cent and 58 per cent for ALTO and around 50 per cent for HPR — readings that would 
only apply if the broader North American transport-policy environment shifted toward fuel taxes, 
tolls, and station-area land use comparable to Western Europe. Even at the NA-calibration 
readings, ALTO and HPR represent substantial absolute volume diverted from highway — 
between 1.4 and 3 million additional rail trips per year on the corridor's principal pairs. 

Fourth, group size and fuel pricing are levers as substantial as the choice between HPR and 
ALTO infrastructure. Family travel suppresses rail share by approximately 75 per cent under the 
NA calibration (ALTO Toronto–Ottawa moves from 51 per cent solo to 12 per cent for a family of 
four). Sustained higher fuel prices lift rail share by 15 to 30 percentage points across all 
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scenarios. Carbon pricing, fuel-tax policy, congestion charging, and parking pricing are policy 
levers that operate at much lower capital cost than infrastructure choice and can produce 
comparable modal-shift effects. The corridor decision should therefore be considered alongside 
the broader transport-policy environment, not in isolation from it. 

Fifth, on-time performance is a substantial but bounded modal-shift lever. As OTP erodes from 
a 95 per cent dedicated-track target to a 50 per cent stress-test floor, VIA's predicted rail share 
roughly halves on both principal Toronto pairs (15 per cent to 7 per cent on Toronto–Ottawa; 17 
per cent to 8 per cent on Toronto–Montréal). The reliability gap between current shared-track 
service and a dedicated alternative is real, policy-relevant, and structurally captured by the 
move from VIA to either HPR or ALTO — both eliminate the freight-train conflicts that drive most 
of VIA's reliability shortfall. The OTP step is therefore inherent in the dedicated-track decision, 
not in the speed decision; HPR and ALTO would deliver comparable OTP improvements over 
current VIA service. 

Sixth, this is the regime in which the High Performance Rail framework is most defensible on 
modal-shift grounds. The HPR step from VIA's current shared-track service to a dedicated, 
electrified 200 km/h corridor at VIA-style fares captures the majority of the road-rail modal-shift 
opportunity on both principal pairs — adding 21 percentage points on Toronto–Ottawa and 17 
on Toronto–Montréal under the NA calibration. ALTO's additional 300+ km/h capability adds 9 to 
17 percentage points further at solo and near-parity conditions, but those incremental 
percentage points cost $40 to $70 billion above the HPR alternative — between $2.5 billion and 
$8 billion per percentage point of incremental modal shift. And under realistic group-mix and 
price assumptions, the incremental ALTO advantage shrinks further. The road-rail analysis 
reinforces the air-rail conclusion: HPR captures most of the achievable modal shift on the 
corridor at a fraction of ALTO's capital cost, and the residual gain from ALTO's higher speeds is 
real but expensive to purchase. 

Taken together with the parallel rail–air analysis, the corridor decision turns on whether the right 
framework is being used. Modal-shift performance is multi-dimensional — time, price, group 
size, fuel cost, traveller type, structural context — and the headline 19-to-20-point time-only 
advantage that motivates ALTO's case shrinks substantially once these dimensions are 
admitted. The High Performance Rail framework delivers the bulk of the corridor's achievable 
modal-shift outcomes — on both the air market and the road market — at roughly a quarter of 
ALTO's capital cost. Whether the corridor decision admits this fuller analysis is what determines 
whether the public investment achieves the modal-shift outcomes it is intended to produce. 
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§  Methodology and sources 

Modelling approach 

The S-curve in Figures 1, 3 is a standard logistic of the form S(τ) = 1 / (1 + exp(K·(τ – τ₀))), 
where S(τ) is rail's share of the combined rail+car market as a function of the time ratio τ = (rail 
journey time) ÷ (car drive time at 100 km/h average highway speed). The τ-normalisation is a 
meaningful departure from the absolute-time framing used in the rail–air analysis: because the 
car comparator scales with distance, the ratio τ produces a distance-invariant measure of rail's 
competitive position. The same value of τ implies the same competitive geometry across any 
route length. Parameters used here are K = 3.5 (steepness in normalised time) and τ₀ = 0.65 — 
rail captures 50 per cent of the rail+car market at price parity when rail journey time is 
approximately 35 per cent below car drive time. The family of curves in Figure 2 extends this to 
two dimensions by adding a price-utility term: S(τ, r) = 1 / (1 + exp(K·(τ – τ₀) + γ·ln r)), where r is 
the rail-to-car-per-person price ratio and γ = 1.5 is the price coefficient — larger than the rail–air 
variant's γ = 1.0, reflecting the higher own-price elasticities for car-vs-rail substitution found in 
the international literature (typically −1.0 to −1.6 for leisure demand). For group travel, the per-
person rail-to-car price ratio is computed by dividing car cost by group size, so r_effective = 
r_solo × n where n is the number of passengers per car. Gas-price sensitivity is computed by 
varying the car cost component of r at fixed rail fare and fixed τ. 

Two calibrations are presented in this note. The European calibration (Figure 1) uses τ₀ = 0.65 
and is fitted by visual match against the TGV Paris–Lyon pre/post comparison: approximately 
30 per cent rail share against road at τ = 0.89 (4-hour rail journey against 4.5-hour drive) rising 
to approximately 67 per cent at τ = 0.44 (2-hour rail journey against the same drive). The model 
fits both endpoints within a few percentage points and matches the broader European HSR 
experience. The North American calibration (Figure 1b) uses τ₀ = 0.46 and is anchored on the 
current modal share of VIA Rail service against road on the corridor's principal pairs 
(approximately 13 per cent rail share at τ ≈ 1.0, derived from VIA's published 2.1 million triangle 
ridership and the Highway 401 / A20 person-trip estimates in Table 1). The two calibrations 
differ only in τ₀; K and γ are held constant. The shift from τ₀ = 0.65 to τ₀ = 0.46 is equivalent in 
utility-shift terms to a constant penalty α ≈ 0.67 reflecting the structural North American 
disadvantages discussed in Section 1. The parameters should be treated as illustrative rather 
than predictive; sensitivity analysis at K between 2.5 and 4.5, τ₀ between 0.40 and 0.75, and γ 
between 1.2 and 1.8 produces the same qualitative conclusions about HPR's modal-shift 
performance and the structural difficulties of capturing North American road traffic. 

An important caveat applies. The simple binary-logit model captures the time-and-price 
geometry of modal choice but does not capture the structural North American factors that 
suppress rail share below European-comparable levels: free parking at most destinations, 
dispersed origin and destination patterns that require a car at the terminus, weak feeder transit 
at both ends of the line-haul, family-travel norms that magnify the group-size effect, and a 
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cultural autonomy preference that is reflected in revealed-preference data but does not enter 
time-and-price utility specifications. The model predictions in this note should therefore be read 
as upper bounds on what the corridor's rail scenarios could realistically capture from road traffic. 
Realised modal share is likely to sit 30 to 50 per cent below the model predictions on these 
structural grounds. Brightline Miami–Orlando, the closest North American analogue currently 
operating against parallel toll-free highway, provides indirect calibration: it is in extended ramp-
up with bond ratings recently downgraded to CCC+, suggesting that achievable modal shares in 
the North American context emerge slowly and below European-anchored model predictions. 

Principal sources 

•  ALTO HSR Citizen Research Initiative (2026). HPR Strategy, Chapter 4 — High Performance Passenger Rail 
(Express journey times). citizenresearch.ca. 

•  VIA Rail Canada Annual Report 2023; VIA Rail published timetables, station-pair travel times, and Economy 
fare ranges; ridership figures reported via Statista (2024) — VIA Rail's most traveled inter-city routes in FY 
2023, citing Montréal–Ottawa–Toronto triangle at 2.1 million passengers. 

•  Cirium aviation analytics (2025), via Simple Flying — Toronto Pearson top destinations by capacity, June 
2025; reports approximately 930,000 one-way Toronto–Montréal seats on YYZ–YUL alone. 

•  Wikipedia (2026). Quebec City–Windsor Corridor — reports approximately 108 flights per workday within the 
Toronto–Ottawa–Montréal triangle, 15th-busiest air route in the world by frequency. 

•  Ministry of Transportation of Ontario (2019, 2024). Highway 401 Annual Average Daily Traffic counts; 
Toronto-area AADT exceeds 450,000 vehicles per day. 

•  Statistics Canada Tables 23-10-0253-01 (Air passenger traffic at Canadian airports, annual) and 51-204-X 
(Air Passenger Origin and Destination, Domestic Report). 

•  Currie, G. and Phung, J. (2007). Transit Ridership, Auto Gas Prices, and World Events: New Drivers of 
Change? Transportation Research Record, 1992. 

•  Lago, A. M., Mayworm, P. D. and McEnroe, J. M. (1992). Ridership Response to Changes in Transit 
Services. Transportation Research Record, 818. 

•  Wardman, M. (2014). Price Elasticities of Surface Travel Demand: A Meta-analysis of UK Evidence. Journal 
of Transport Economics and Policy, 48. 

•  Mineta Transportation Institute (2017). Modal Shift and High-Speed Rail: A Review of the Current Literature. 
P. Haas. 

•  Moeckel, R. et al. (2013). Mode Choice Modeling for Long-Distance Travel — nested logit model for Ontario 
long-distance demand based on the Travel Survey for Residents in Canada. 

•  Federal Highway Administration (2015). Analysis of Automobile Travel Demand Elasticities With Respect To 
Travel Cost. 

•  Litman, T. (Victoria Transport Policy Institute). Transportation Elasticities: How Prices and Other Factors 
Affect Travel Behavior. www.vtpi.org. 

•  International Transport Forum (2019). Roundtable 176: What is the Value of Saving Travel Time? OECD/ITF. 
•  Brightline Florida (2024–2026). Monthly Revenue and Ridership Reports; KBRA bond rating actions. 
•  Ben-Akiva, M. and Lerman, S. (1985). Discrete Choice Analysis: Theory and Application to Travel Demand. 

MIT Press. 
•  Train, K. (2009). Discrete Choice Methods with Simulation, 2nd ed. Cambridge University Press. 
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•  Statistics Canada and U.S. Federal Highway Administration data on intercity travel patterns; Travel Survey 
for Residents in Canada (TSRC) and US National Household Travel Survey. 

•  Geotab (2025). Travel Time vs. Toll Costs: Toronto's 407 and 401. altitude.geotab.com. 
•  Alto Inc. published travel-time targets and corridor descriptions, February 2025 announcement. 
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 M o d a l  S H I F T  N O T E  3 ·  M A Y  2 0 2 6  

Modal shift Note 3: 

Ridership envelope for the ALTO corridor, 
2035–2080 

An assessment of plausible annual ridership for the ALTO corridor across a 45-
year operating horizon. The framework is built on three multiplicands — corridor 
population and its trajectory, per-capita intercity trip generation, and ALTO's 
modal share of those trips under three fare and subsidy regimes — and draws 
directly on the modal-shift machinery developed in the two companion notes on 
rail–air and rail–car substitution. The resulting envelope is then compared with 
the published ALTO forecasts, the McGill TRAM stated-preference projections, 
the Munk School GEPL independent academic model, the C.D. Howe Institute 
scenario analysis, and the federal government's own 2021 Joint Project Office 
business case. 

S U M M A R Y  

ALTO ridership in any given year is the product of corridor population, per-capita intercity 
trip generation, and ALTO's share of those trips. Each multiplicand has a defensible 
range; combining the favourable and unfavourable ends produces upper and lower 
envelopes. The two companion notes on rail–air and rail–car modal shift supply the 
modal-share machinery; this note adds the population denominator and the temporal 
trajectory. 

The corridor population baseline is approximately 14.9 million across the directly-served 
census metropolitan areas in 2025. The 2024–25 federal Immigration Levels Plan, which 
for the first time set caps on temporary residents, has produced a structural inflection: 
Toronto's CMA shrank by 1,000 people in 2024–25 after gaining 269,000 the year before, 
and Greater Golden Horseshoe growth collapsed from approximately 313,000 per year to 
40,000. This produces a credible lower trajectory (0.5 per cent annual growth) that did not 
exist in pre-2024 forecasts, and bounds the upper trajectory (1.6 per cent) below pre-2024 
expectations. 
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Three fare and subsidy regimes span the realistic policy envelope. Heavy subsidy holds 
fares at VIA-equivalent levels with $2.5–4.5 billion in annual public absorption of capital 
service, and captures approximately 38–42 per cent of the addressable market. Moderate 
subsidy — the canonical published-business-case configuration — sets fares at parity 
with air, requires $1.5–2.5 billion in annual subsidy, and captures 28–32 per cent. Minimal 
subsidy under P3 yield management produces fares above air, requires $0.5–1.5 billion in 
residual subsidy, and captures only 20–23 per cent. 

The combined envelope for the corridor at mature operation runs from approximately 6.1 
to 25.7 million annual passengers by 2080, with a central case of 12.5 million. The 2055 
reading — ALTO's published headline year — is 3.7 to 17.2 million across the envelope, 
with a central case of 9.2 million; the corridor is not yet at mature operation in 2055 under 
the announced three-phase opening sequence. ALTO's published 24-million-by-2055 
figure sits 40 per cent above the upper bound for 2055 and is incompatible with the 
announced phasing under any plausible ramp curve. The 43-million-by-2084 figure 
remains well above the upper bound under continued growth. 

The CRI central case is consistent with the McGill TRAM stated-preference projection of 
10.5 million by 2050 in directional terms — TRAM treats the corridor as fully open at its 
stated-preference horizon, while the CRI envelope reflects realistic phased-opening 
mechanics. The CRI upper bound by 2050 of 13.0 million sits within the C.D. Howe 
Institute high-speed scenario range of 12–21 million for the same year; by 2080 the CRI 
upper bound of 20.7 million reaches the upper end of that range. The Munk School GEPL 
implied corridor figure of 16–17 million by year 20 of operation aligns with the CRI upper 
case at maturity. The federal government's own 2021 business case figure of 
approximately 13.5 million per year is also consistent with the upper end of the CRI 
envelope. ALTO's published targets are an outlier against every other forecast for the 
corridor. 

1.  Framework 

ALTO's annual ridership in any year is the product of three quantities: the corridor population 
served, the average number of intercity trips each resident makes per year on the served pairs 
(across air, rail, and car), and ALTO's share of those trips. Forecasting ridership therefore 
requires forecasting each multiplicand and combining their realistic ranges into an envelope of 
outcomes. 

The two companion notes — on rail–air substitution (Note 1) and rail–car substitution (Note 2) 
— supply the modal-share machinery. Note 1 derives the air-substitution S-curve from the 
international literature, calibrates it against the European empirical record, and locates the 
corridor's three rail scenarios on the curve at travel time and at price-shifted operating points. 
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Note 2 extends the framework to road-rail substitution under a North American calibration 
anchored on current VIA Rail's 13 per cent rail share against road on the corridor's principal 
pairs, and develops the price-ratio, group-size, gas-price, and reliability sensitivities that shape 
realised modal share. Together the two notes provide canonical readings for ALTO's modal 
capture on each pair under defined operating assumptions. 

What the two notes do not provide is the population denominator that converts modal share into 
absolute passenger volume, the per-capita trip generation that scales the addressable market 
with demographic change, the temporal phasing that distinguishes opening-year from mature-
state ridership, and the explicit fare and subsidy regimes that determine which canonical 
readings apply. This note adds those four pieces and produces the resulting envelope across 
2035–2080. It does not introduce new modal-share parameters; the modal-share readings used 
here are those derived in the two companion notes. 

Ridership = corridor population × intercity trips per capita × ALTO modal share, scaled by ramp-
up. Each multiplicand has a defensible range. The envelope combines them. 

2.  Corridor population baseline and trajectory 

ALTO directly serves a set of census metropolitan areas spanning Toronto in the west to 
Québec City in the east, with intermediate stops at Peterborough, Ottawa, Laval, Trois-Rivières, 
and a number of secondary centres along the alignment. The 2025 baseline population in the 
directly-served CMAs is approximately 14.9 million, distributed across Toronto (7.10 million), 
Montréal (4.62 million), Ottawa-Gatineau (1.55 million), Québec City (0.86 million), and the 
smaller served centres including Trois-Rivières, Peterborough, and the intermediate cities of the 
corridor (Kingston, Belleville, Brockville, Cobourg, Cornwall, Drummondville) at approximately 
0.8 million combined. 

The 2024–25 demographic year produced a structural inflection. The federal Immigration Levels 
Plan announced in October 2024 was the first to set targets for temporary resident arrivals — 
the catch-all category covering international students, temporary foreign workers, and permit-
pending arrivals — alongside the long-standing permanent-resident targets. The plan capped 
non-permanent residents at approximately 5 per cent of the national population, which required 
a multi-year drawdown of the existing stock. The effect on the corridor's two largest CMAs was 
immediate. Toronto's CMA recorded a net change in non-permanent residents of −44,800 in 
2024–25 against +228,000 the year before, and the CMA's total population shrank by 
approximately 1,000 in the same year, following an annual gain of 269,000 in 2023–24. 
Montréal grew at +0.5 per cent against +2.9 per cent the year before. Greater Golden 
Horseshoe population growth collapsed from approximately 313,000 per year over 2022–24 to 
roughly 40,000 in 2024–25. 

This is a structural break in the trajectory that pre-2024 forecasts had used as their baseline 
assumption. It does not unwind a corridor population that had already accumulated, but it does 
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invalidate the linear extrapolation of pre-2024 growth. Ridership forecasting that was anchored 
on a continuation of 2.5 to 3.5 per cent annual CMA growth — the pace observed during the 
2022–24 surge — now requires explicit recalibration. 

Three trajectories bracket the realistic forecast range. The lower trajectory assumes the 2024–
25 inflection is structural: temporary-resident caps remain in place across multiple political 
cycles, aging accelerates the natural-increase deficit in the corridor's older suburban and rural 
belts, and net interprovincial migration continues to drain Ontario and Québec toward the 
Prairies. Annual corridor-weighted growth in this trajectory is approximately 0.5 per cent, close 
to the natural-increase floor with a small corridor-CMA premium over the national average. The 
central trajectory assumes the inflection is largely a one-off correction, immigration policy 
normalises at moderate levels by the early 2030s, and corridor-weighted growth resumes at 
approximately 1.0 per cent — slower than the pre-2024 surge but consistent with longer-run 
Canadian demographic norms and a modest corridor-CMA premium over the national average. 
The upper trajectory assumes a return toward the pre-2024 pace after a future political cycle, 
with corridor-weighted growth of approximately 1.6 per cent per year. 

Corridor population trajectories, 2025–2080 

Trajectory  Annual 
growth  

2050  2080  Driver  

Lower 0.5% 16.9 million 19.6 million NPR drawdown is 
structural; aging 
accelerates 

Central 1.0% 19.1 million 25.7 million NPR drawdown is one-off; 
immigration normalises 

Upper 1.6% 22.2 million 35.6 million Pre-2024 pace partly 
resumes after political cycle 

Table 1. Three population trajectories for the directly-served ALTO corridor CMAs, anchored on the 2025 
baseline of approximately 14.9 million. The lower trajectory reflects the structural assumption that the 
2024–25 federal cap on non-permanent residents persists across political cycles. The upper trajectory 
assumes a partial return to pre-2024 pace; it is bounded below the pre-2024 surge because the 2022–24 
pace is not consistent with the announced cap and the federal infrastructure capacity for absorbing it. The 
central trajectory is the working assumption for the envelope that follows; the upper and lower trajectories 
define the population-side bounds. 

The scale of the 2024–25 demographic break is best seen by plotting the post-cap trajectory 
against the trajectory that would have been forecast under continued surge conditions. Figure 1 
overlays both — pre-2024 trajectories (dashed) anchored on the growth pace implied by the 
2022–24 surge years across the range of immigration scenarios that pre-cap demographic 
projections had considered, and post-2024 trajectories (solid) anchored on the federal cap on 
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non-permanent residents and the demographic data released by Statistics Canada in January 
2026. The shaded gap between each matched pair of lines shows the demographic correction 
that this note's envelope applies. 

 
Figure 1. Corridor population trajectories, 2025–2080, comparing pre-2024 and post-2024 demographic 

assumptions on the same axis. Dashed lines represent the pre-2024 trajectories that comparable 
published forecasts for the corridor (TRAM, Munk GEPL, C.D. Howe, federal JPO 2021) used as their 

implicit population input. Solid lines represent the post-2024 trajectories used in this note, reflecting the 
2024 federal Immigration Levels Plan cap on non-permanent residents and the demographic data 
released by Statistics Canada in January 2026, with a corridor-CMA premium of approximately 0.4 

percentage points applied over the StatCan national projection scenarios. The 2080 endpoint comparison 
is striking: under the pre-2024 Upper assumption the corridor approaches 50 million by 2080, against 

35.6 million under the post-2024 Upper assumption; under the Central assumption the gap is 33.8 million 
versus 25.7 million; under the Lower assumption the gap is 23.1 million versus 19.6 million. The post-
2024 Upper trajectory sits below the pre-2024 Central trajectory across much of the forecast horizon, 
indicating that what was previously considered a high-growth scenario is now an upper-bound case. 

Approximately 15 to 25 per cent of the gap between the CRI envelope and the other published forecasts 
for the corridor can be attributed to this single demographic correction alone, before any consideration of 

modal-shift parameters, ramp-up curves, or fare and subsidy regimes. 

The three corridor trajectories used in this analysis are anchored on Statistics Canada's official 
population projections for Canada, released January 27, 2026 (catalogue number 17-20-0003, 
with the supporting interactive dashboard at catalogue 71-607-X-2022015), with a corridor-CMA 
growth premium of approximately 0.4 percentage points applied to each of the three principal 
scenarios. The StatCan projections use July 2025 population estimates as the base — 41.7 
million nationally — and publish ten scenarios reflecting different fertility, mortality, immigration, 
emigration, and non-permanent resident assumptions. The three principal scenarios map onto 
the three corridor trajectories used in this note as follows. The CRI lower corridor trajectory (0.5 
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per cent annual growth, reaching 19.6 million by 2080) corresponds to the StatCan low-growth 
(LG) scenario, which combines low fertility (1.09 children per woman by 2050), high mortality, 
low immigration (6.9 per thousand by 2050), high emigration, and a falling non-permanent 
resident share (4.2 per cent in 2030 dropping to 3.2 per cent by 2050); at the national level the 
LG scenario produces population growth of essentially zero (-0.01 per cent) by 2074/2075 and a 
national total of 44.0 million by 2075. The CRI central corridor trajectory (1.0 per cent, reaching 
25.7 million by 2080) corresponds to the StatCan medium-growth M1 scenario, with medium 
fertility (1.32 by 2050), medium immigration (9.2 per thousand by 2050), and a 4.6 per cent non-
permanent resident share — producing national growth of 0.67 per cent by 2074/2075 and a 
national total of 57.4 million by 2075. The CRI upper corridor trajectory (1.6 per cent, reaching 
35.6 million by 2080) corresponds to the StatCan high-growth (HG) scenario, with high fertility 
(1.55), low mortality, high immigration (11.3 per thousand by 2050), low emigration, and a 6.2 
per cent non-permanent resident share — producing national growth of 1.34 per cent by 
2074/2075 and a national total of 75.8 million by 2075. 

The corridor-CMA growth premium 

The corridor-level annual growth rates used in this note (0.5 / 1.0 / 1.6 per cent across the three 
trajectories) sit approximately 0.4 percentage points above the corresponding StatCan national 
CAGRs over the 2025–2075 horizon (0.11 / 0.64 / 1.20 per cent for the LG, M1, and HG 
scenarios respectively, computed as ((endpoint / 41.7M)^(1/50) − 1) from the published 2025 
and 2075 totals). The 0.4-percentage-point corridor-CMA growth premium reflects the empirical 
pattern in which the corridor's directly-served census metropolitan areas have grown faster than 
the national average over the recent past, moderated for forward-looking structural factors 
specific to the corridor. 

The historical case for a corridor premium is straightforward. Population-weighted across the 
directly-served CMAs, the corridor grew at approximately 1.8 per cent annually over 2000–2025 
against the national pace of 1.23 per cent — a population-weighted historical premium of 
approximately 0.55 percentage points. Toronto's CMA alone grew at approximately 2.5 per cent 
annually over that period, reflecting its position as the country's primary immigration destination 
and the continuing concentration of Canadian economic activity into the corridor's western 
anchor. Ottawa–Gatineau grew at approximately 1.5 per cent, supported by federal public-
service expansion and tech-sector growth. Montréal and Québec City grew at approximately 1.2 
per cent and 1.0 per cent respectively, both slower than the national average but still positive. 

Two forward-looking factors moderate the historical premium. First, Quebec's projected 
demographic-weight decline (its share of the national population falling from 21.7 per cent in 
2025 to between 18.1 and 19.1 per cent in 2050 across all StatCan scenarios) pulls Montréal-
CMA and Québec-City-CMA growth back toward or below the national average. Second, 
Calgary, Edmonton, and Vancouver are capturing a rising share of net interprovincial migration 
that historically flowed toward Toronto, which moderates the Toronto-CMA premium going 
forward. The net effect is a corridor that continues to grow modestly faster than the national 
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average, but with the forward premium compressed from the historical 0.55 percentage points to 
approximately 0.4 percentage points — applied uniformly across the three principal scenarios. 
This is the working premium used in this note. It sits between a no-premium reading (which 
would assume corridor growth tracks national growth exactly, an overly conservative 
assumption inconsistent with the historical pattern) and a full-historical-premium reading (which 
would assume the 0.55-percentage-point historical gap persists undiminished, an overly 
optimistic assumption that ignores the projected Quebec decline and Western redirection). The 
0.4-percentage-point premium is therefore a conservative reading of the empirical evidence — 
chosen explicitly to ensure that the resulting envelope is not vulnerable to the argument that the 
CRI corridor trajectories underweight the directly-served CMAs' historical and projected growth 
advantage over the national average. 

3.  Per-capita intercity trip generation 

The corridor's three principal city pairs — Toronto–Ottawa, Toronto–Montréal, and Ottawa–
Montréal — together carry approximately 19.9 million annual person-trips across air, rail, and 
car (Note 2, Table 1). Adding the secondary pairs — Montréal–Québec City, Ottawa–Québec 
City, intermediate-station traffic on the principal pairs (Toronto–Kingston, Toronto–Belleville, 
Ottawa–Brockville, Montréal–Cornwall), and Toronto–Peterborough — brings the addressable 
corridor market to approximately 25 million annual person-trips. Against a 2025 corridor 
population of 14.9 million, this implies a per-capita rate of approximately 1.68 trips per resident 
per year on the directly-served axes. 

Per-capita trip generation is shaped by competing effects over a 45-year horizon. On the 
suppressing side, hybrid work has structurally reduced corridor business travel below the pre-
pandemic baseline, and AI-mediated meetings will continue to erode the marginal demand for 
in-person business travel. The trip-generation literature consistently finds that business travel 
adjusts more elastically to communication-technology improvements than leisure travel does. 
On the supporting side, urbanisation and the continuing concentration of Canadian economic 
activity into the corridor support per-capita trip generation, particularly leisure travel, and rising 
affluence in the corridor's secondary centres tends to lift intercity demand. 

The net effect over the forecast horizon is roughly stable to mildly declining. The range used in 
this note is 1.6 to 1.8 trips per capita per year, with the central case closer to 1.7. This range 
does not assume any structural shift in the trip-generation function; it spans the realistic 
envelope of how hybrid work, demographic ageing, and corridor concentration interact over the 
period. A more aggressive structural decline — for example a long-run collapse of business 
travel toward 1.4 trips per capita — would compress the envelope further. A more aggressive 
structural rise — for example a return of intercity business travel to pre-pandemic levels — 
would lift it. The note's central envelope uses the stable-to-mildly-declining assumption. 
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4.  Modal share by fare and subsidy regime 

ALTO's share of the addressable market is the third multiplicand, and is the dimension on which 
the corridor decision turns most directly. The two companion notes derive the canonical modal-
share readings under defined operating assumptions; this section translates those readings into 
three fare and subsidy regimes that span the realistic policy envelope, and produces the implied 
aggregate share of the corridor's addressable trip market under each regime. 

The aggregate share is a weighted blend across air, current rail, and car markets on the three 
principal pairs, with weights corresponding to the 2025 baseline volumes from Note 2 Table 1: 
approximately 3.25 million air trips, 2.13 million current rail trips, and 14.5 million car trips on the 
three principal pairs (the secondary pairs are treated proportionally, with similar capture ratios). 
The blend reflects realistic group composition (Note 2, Section 4) — a mix of solo, couple, and 
family travellers across the corridor's leisure and business demand profile — rather than the 
solo-traveller readings that anchor the time-and-price geometry. 

Regime A — Heavy operating subsidy (low fares) 
Under heavy subsidy, fares are held at VIA-equivalent levels — approximately $80 to $130 
economy on Toronto–Montréal, $60 to $90 on Toronto–Ottawa — which produces a rail-to-air 
price ratio of 0.4 to 0.5 (Note 1, Section 4) and a per-person rail-to-car price ratio of 
approximately 1.0 for a solo traveller (Note 2, Section 4). The capital cost of ALTO is absorbed 
into the public capital account through the standard public-infrastructure model used for 
European HSR and the model under which VIA Rail already operates. Annual operating subsidy 
in this regime is approximately $2.5 to $4.5 billion, covering capital service plus the gap 
between fare revenue and operating cost. 

Modal capture under Regime A: approximately 85 per cent of the air market on the principal 
Toronto pairs (93 per cent on Toronto–Ottawa, 78 per cent on Toronto–Montréal, per the price-
shifted readings in Note 1 Figure 4 with r ≈ 0.5); essentially 100 per cent of existing VIA rail 
demand, now carried by ALTO; and approximately 22 per cent of the rail+car market under 
realistic group-mix conditions (Note 2 Figure 6 weighted across solo, couple, and family 
travellers). Aggregate share of the addressable market: approximately 38 to 42 per cent. 

Regime B — Moderate subsidy (parity with air) 
Under moderate subsidy, fares are set at parity with air — approximately $150 to $220 on 
Toronto–Montréal, $110 to $160 on Toronto–Ottawa — producing a rail-to-air price ratio close to 
1.0 and a per-person rail-to-car price ratio of approximately 2.0 to 2.4 for a solo traveller. This is 
the canonical published-business-case configuration referenced in the two companion notes 
and in ALTO's own communications. Annual operating subsidy is approximately $1.5 to $2.5 
billion, reflecting the partial absorption of the higher capital base into the public account. 
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Modal capture under Regime B: approximately 70 per cent of the air market (88 per cent on 
Toronto–Ottawa, 66 per cent on Toronto–Montréal, per Note 1 Table 2); approximately 95 per 
cent of existing VIA demand (a small share priced out at the high end); and approximately 9 to 
11 per cent of the rail+car market on a group-weighted basis. Aggregate share of the 
addressable market: approximately 28 to 32 per cent. This is the regime under which the 
canonical 24-million headline figure is implicitly framed. 

Regime C — Minimal subsidy under P3 yield management 
Under minimal subsidy, the Cadence consortium prices for revenue maximisation rather than 
market expansion — the standard P3 yield-management approach. Fares move above air 
parity: approximately $220 to $350 or above on Toronto–Montréal, $150 to $250 or above on 
Toronto–Ottawa. The rail-to-air price ratio rises to 1.1 to 1.4, and the per-person rail-to-car price 
ratio reaches 3 to 4 for a solo traveller and above 12 for a family of four. Annual operating 
subsidy is approximately $0.5 to $1.5 billion — still positive, because the fully self-funded P3 
model is not survivable arithmetic at any modal share consistent with the framework, despite the 
public communications that frame ALTO as zero-subsidy. 

Modal capture under Regime C: approximately 50 per cent of the air market (75 per cent on 
Toronto–Ottawa, 45 per cent on Toronto–Montréal); approximately 80 per cent of existing VIA 
demand (significant price-out at the lower end of the existing rail market); and approximately 4 
per cent of the rail+car market on a group-weighted basis. Aggregate share of the addressable 
market: approximately 20 to 23 per cent. 

Regime summary 

Regime  Fare structure  Annual 
subsidy  

Air 
capture  

Car 
capture  

Aggregate share  

A. Heavy 
subsidy 

T-Mtl ~$80–130; 
r_air ≈ 0.4–0.5 

$2.5–
4.5B/yr 

~85% ~22% 38–42% 

B. Moderate 
(canonical) 

T-Mtl ~$150–220; 
r_air ≈ 0.9–1.0 

$1.5–
2.5B/yr 

~70% ~9–11% 28–32% 

C. Minimal (P3 
yield) 

T-Mtl ~$220–350+; 
r_air ≈ 1.1–1.4 

$0.5–
1.5B/yr 

~50% ~4% 20–23% 

Table 2. Three fare and subsidy regimes for ALTO, with the implied modal capture on each segment of 
the addressable market and the aggregate share of corridor person-trips. The aggregate-share column is 
a weighted blend across the air, current rail, and car markets on the three principal pairs, derived from the 
canonical readings in Notes 1 and 2 with realistic group composition. The factor-of-two range across 
regimes operates independently of the infrastructure choice: the same ALTO physical asset produces 
double or half the ridership depending on the fare and subsidy decision. No regime delivers self-funding 
at any modal share consistent with the modal-shift framework. 
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5.  Phasing and segment completion 

ALTO ridership in any specific year depends on three timing variables that operate together: the 
construction schedule, which determines when revenue service can begin; the segment opening 
sequence, which determines what fraction of the corridor's addressable market is being served; 
and the ramp curve on each opened segment, which determines what fraction of mature 
ridership has been realised. Each variable carries its own range of uncertainty, and the front end 
of the ridership trajectory is sensitive to all three. 

Construction timeline 

The 2026–2034 period is consumed by completion of the consultation cycle, environmental 
assessment, expropriation across the alignment, detailed engineering design, the P3 contract 
negotiation with the Cadence consortium, and early enabling works including utility relocations, 
geotechnical investigation, and station-area planning. None of this period produces revenue 
service. Realistic procurement experience for Canadian P3 megaprojects of comparable scale 
— Eglinton Crosstown, Ottawa Confederation Line, the Ontario Line — suggests these timelines 
slip rather than compress. The 2035 date that appears in some ALTO communications as an 
opening-year reference is not consistent with the procurement schedule under any defensible 
reading; the earliest plausible phased opening is approximately 2038, with the central scenario 
closer to 2040 and a defensible upper-end risk extending to 2042. 

Phase 1: Montréal–Ottawa 

ALTO's announced phasing opens the Montréal–Ottawa segment first. This is the shortest of 
the three principal segments (approximately 190 km), traverses the simplest engineering and 
geological conditions on the corridor, and serves the Ottawa–Montréal city pair — the smallest 
of the three principal pairs by both passenger volume and air-substitutable demand. The 
Ottawa–Montréal pair carries approximately 5 million annual person-trips across air, rail, and car 
(Note 2, Table 1), against a total corridor addressable market of approximately 25 million. Phase 
1 therefore covers approximately 20 per cent of the corridor's addressable demand at the 
moment it opens. This is the principal engineering and political reason for sequencing it first: it is 
the lowest-risk segment to deliver, the federal-provincial cost-share is the simplest, and revenue 
service can begin while the more complex segments are still under construction. 

The implication for ridership forecasting is that Phase 1 ridership in its early years is structurally 
small. It cannot draw on the Toronto–Montréal flow (the largest single pair on the corridor) 
because Toronto is not yet connected, and it cannot draw on the Toronto–Ottawa flow for the 
same reason. Phase 1 alone therefore supports only the Ottawa–Montréal demand pool, and 
even at full Phase 1 maturity the corridor is operating at approximately one-fifth of its eventual 
capacity. The early-year ridership trajectory is correspondingly modest, and the political optics 
of the opening years require explicit framing: a successful Phase 1 opening at 80 per cent of its 
mature ridership still represents only 16 per cent of the corridor's eventual demand. 
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Phase 2: Toronto–Ottawa extension 

The second phase extends the corridor west from Ottawa to Toronto, adding approximately 450 
km of new-build dedicated track and bringing the three principal pairs (Toronto–Ottawa, 
Toronto–Montréal, and Ottawa–Montréal) all onto the operational network. Phase 2 is the 
demand inflection point of the corridor. Opening Phase 2 unlocks two demand flows that did not 
exist on Phase 1 alone: the Toronto–Ottawa direct pair (approximately 6.2 million annual 
person-trips), and the Toronto–Montréal pair (approximately 8.7 million), which now flows over 
the Phase 1 segment as part of an end-to-end Toronto–Montréal journey. The Toronto–Ottawa 
segment also captures the intermediate-station demand at Peterborough, Kingston, and 
Belleville — flows that are smaller than the principal pairs but contribute meaningfully to corridor 
totals. 

Phase 2 therefore adds approximately 60 per cent of the corridor's addressable demand on top 
of the Phase 1 segment. Cumulative Phase 1+2 coverage is approximately 80 per cent of 
corridor — the full Toronto–Ottawa–Montréal triangle, which is the heart of the corridor's modal-
shift case. The remaining 20 per cent of corridor demand requires Phase 3. The schedule risk 
on Phase 2 is moderate: substantial expropriation across Eastern Ontario, complex grade-
separation across the Frontenac Arch and the Napanee Limestone Plain, the Leda clay 
segment around Brockville and Smiths Falls, and the political negotiation with Eastern Ontario 
municipalities and Indigenous nations along the alignment. The plausible Phase 2 opening 
window is approximately 2042–2046, with the central scenario closer to 2045. 

Phase 3: Trois-Rivières and Québec City extension 

The third phase extends the corridor east from Montréal to Québec City via Trois-Rivières and 
the Laval connection. Phase 3 adds the remaining approximately 20 per cent of the corridor's 
addressable demand: the Montréal–Québec City pair (approximately 3 million annual person-
trips), the Ottawa–Québec City pair (approximately 1.2 million), and the intermediate-station 
traffic on the Quebec section. Phase 3 is the most schedule-vulnerable element of the project 
for three reinforcing reasons. The St-Lawrence crossing between Montréal and the south shore 
involves substantial structural engineering and Leda clay differential settlement risk. The 
southern-shore-vs-Trois-Rivières routing has not been settled, with Québec provincial 
preferences still in active negotiation. And the federal-provincial cost-share on the Phase 3 
segment is unresolved, with Québec seeking firmer commitments before the corridor decision is 
finalised. The 2047–2052 opening window for Phase 3 is therefore an earliest plausible range; 
central scenario closer to 2050, defensible downside to 2055, and a Phase-3-deferred outcome 
where the QC extension is permanently postponed or delivered as upgraded conventional rail 
rather than HSR is a credible scenario that the envelope should reflect. 
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The North American ramp curve 

The ramp-up curve in the North American context is meaningfully slower than the European 
comparators. Madrid–Barcelona took approximately four years after opening in 2008 to 
decisively overtake the air bridge on the rail-versus-air pair, and operated under structural 
conditions far more favourable to rail than ALTO does — high fuel taxes, congestion-charged 
urban cores, dense feeder transit, and an established rail-travel culture. Brightline Miami–
Orlando, the closest current North American analogue operating against parallel toll-free 
highway, remains in financial ramp-up after several years of operation, with bond ratings 
recently downgraded to CCC+ and ridership well below the levels that European HSR achieves 
on comparable distances. The North American context produces slower ramp curves than the 
European calibration would imply. 

The ramp curve used in this envelope is calibrated against the Brightline observed profile 
(2024–26) for the lower and central cases, and against the Madrid–Barcelona profile for the 
upper case. The three-track calibration reflects the same fare and subsidy regime structure 
used elsewhere in the envelope: Regime C's yield-management posture produces a slower 
ramp because higher fares suppress the early-adopter demand that drives a fast modal-shift 
transition; Regime A's heavy-subsidy posture produces a faster ramp because low fares 
accelerate market discovery and habit formation; Regime B sits in between. 

Years post-segment-
opening  

Lower (Regime C)  Central  (Regime 
B)  

Upper (Regime A)  

Year 1 15% 25% 35% 

Year 3 35% 50% 65% 

Year 5 55% 70% 80% 

Year 8 75% 85% 92% 

Year 10+ 90% 95% 100% 

Table 3. Ramp factors applied to each opened segment, expressed as the fraction of that segment's 
mature ridership realised in each year post-opening. The three columns correspond to the three fare and 
subsidy regimes from Section 4: Regime C (minimal subsidy, P3 yield management) produces a slower 
ramp; Regime A (heavy subsidy, low fares) produces a faster ramp; Regime B sits between them. The 
ramp is applied to Phase 1 (Montréal–Ottawa), Phase 2 (Toronto–Ottawa extension), and Phase 3 (Trois-
Rivières–Québec City extension) separately, with each segment's clock starting from its own opening 
year. Combined corridor ridership in any given year is therefore the sum of (Phase 1 mature × Phase 1 
ramp) + (Phase 2 mature × Phase 2 ramp) + (Phase 3 mature × Phase 3 ramp), where Phase 1 mature is 
approximately 20 per cent of full-corridor mature, Phase 2 mature is approximately 60 per cent, and 
Phase 3 mature is approximately 20 per cent. 
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Phase opening schedule by scenario 

The phase opening years vary across the three scenarios because, as Section 6 explains in 
detail, the fare and subsidy regime correlates with realistic delivery pace through political-
commitment, cost-overrun, and federal-provincial cost-share dynamics. The schedule used in 
each scenario is summarised below. 

Scenario Regime  Phase 1 (Mtl–
Ott)  

Phase 2 (Ott–
Tor)  

Phase 3 (Mtl–
QC)  

Lower C — minimal subsidy 2042 2048 2055 

Central B — moderate subsidy 2040 2045 2050 

Upper A — heavy subsidy 2038 2042 2046 

Table 4. Phase opening schedule by scenario, showing the central plausible opening year for each phase 
under each fare and subsidy regime. Phase 1 (Mtl–Ott) opens earliest under Regime A's heavy public 
commitment and latest under Regime C's lean P3 financial structure. Phase 3 (Mtl–QC) is the most 
schedule-sensitive segment because of the St-Lawrence crossing, Leda clay risk, and the unresolved 
federal-provincial cost-share negotiation with Québec; its opening year moves most widely across the 
three scenarios. The dates are central plausible readings within each scenario; defensible early and late 
bounds extend each opening year by approximately ±2 to ±3 years. The scenarios bundle the schedule 
with the population and regime dimensions for internal consistency, as the next section discusses; in 
principle, alternative combinations across the three dimensions are possible and would produce 
intermediate trajectories. 

Combining segment ramps 

Under the central scenario, Phase 1 (Mtl–Ott) opens 2040, Phase 2 (Ott–Toronto) opens 2045, 
Phase 3 (Mtl–QC) opens 2050. Applying the central-case ramp factors against each phase's 
share of corridor mature ridership produces the following profile. In 2045, Phase 1 is in its fifth 
year of operation (70 per cent ramp on its 20-per-cent share), and Phase 2 has just opened (25 
per cent ramp on its 60-per-cent share); the corridor is therefore operating at approximately 29 
per cent of its mature potential. In 2050, Phase 1 is near mature, Phase 2 is at year five (70 per 
cent ramp), and Phase 3 has just opened (25 per cent ramp); the corridor is at approximately 65 
per cent of mature. In 2055, Phase 1 and Phase 2 are mature, and Phase 3 is at year five (70 
per cent); the corridor is at approximately 88 per cent of mature. Genuine full-corridor mature 
operation is reached around 2060. 

Three observations follow. First, the front end of the trajectory is meaningfully slow under the 
three-phase structure. The 2040 central-case figure is 0.4 million — Phase 1 alone in its 
opening year, serving only the Ottawa–Montréal pair at 25 per cent of its mature share. The 
2045 figure is 2.8 million — substantially below the published comparator forecasts but 
consistent with the realistic mechanics of a three-phase build. The corridor does not approach 
its mature ridership until the early 2050s in the central case, and not until the mid-2050s in the 
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lower case. Second, the convergence to mature ridership is shifted later by approximately five 
years compared to a single-phase opening, with full corridor maturity in the 2058–2062 window 
rather than 2055. ALTO's published 24-million-by-2055 figure is incompatible with the 
announced phasing under any plausible ramp curve: the corridor cannot be at mature operation 
in 2055 if Phase 3 only opens in 2050. Third, the policy implication is that the early years of 
operation will be financially exposed. Phase 1 alone, even at full Phase 1 maturity, generates 
ridership of approximately 1 to 5 million annual passengers across the regimes — a fraction of 
what is needed to support operating economics on a $60–90 billion capital base. 

Phase 1 only — schedule sensitivity 

Two sensitivity readings on schedule risk are worth flagging. First, if Phase 2 (Toronto–Ottawa) 
is delayed substantially or delivered only as upgraded conventional rail, the corridor is 
permanently capped at Phase 1's 20-per-cent share of corridor demand. The mature ridership in 
this scenario is approximately 1.2 to 5.1 million annual passengers across the three regimes 
(lower 1.2, central 2.5, upper 5.1) — well below all published comparator forecasts and below 
the level required to support any reasonable interpretation of the corridor's operating 
economics. Second, if Phase 3 (Mtl–QC) is permanently deferred but Phase 1 and Phase 2 are 
completed, the corridor is capped at the Phase 1+2 share of approximately 80 per cent of 
corridor demand. The mature ridership in this scenario is approximately 4.9 to 20.5 million 
across the three regimes (lower 4.9, central 10.0, upper 20.5) — sitting in the same range as 
the McGill TRAM stated-preference projection (10.5 million by 2050) for the central case, and 
reaching the upper end of the C.D. Howe HSR scenario range under the upper case. The 
Phase-3-deferred scenario is the more credible of the two downside readings given Québec's 
negotiating position. Neither is the central case in this note's envelope but both are scenarios 
that any independent review of the corridor's projected fiscal trajectory should reflect. 

6.  Ridership envelope, 2035–2080 

Combining the population trajectory (Section 2), the per-capita trip generation (Section 3), the 
modal-share regime (Section 4), and the phasing and ramp-up framework (Section 5) produces 
the envelope below. The lower bound combines Regime C with the lower population trajectory 
and 1.6 trips per capita; the central case combines Regime B with the central population 
trajectory and 1.7 trips per capita; the upper bound combines Regime A with the upper 
population trajectory and 1.8 trips per capita. Each combination is paired with the corresponding 
ramp curve from Table 3 and the phase opening schedule from Table 4, applied separately to 
Phase 1 (Mtl–Ott), Phase 2 (Ott–Toronto extension), and Phase 3 (Mtl–QC extension). 
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Year  Status  Lower (M)  Central  (M)  Upper (M)  

2035 Construction; no revenue service 0 0 0 

2040 Phase 1 (Mtl–Ott) opening years 0 0.4 1.8 

2045 Phase 1 maturing; Phase 2 (Ott–
Tor) opens 

0.5 2.8 9.2 

2050 Phase 1+2 maturing; Phase 3 
(Mtl–QC) opens 

1.9 6.7 14.8 

2055 Phase 1+2 mature; Phase 3 
ramping 

3.7 9.2 17.2 

2060 All phases near-mature plus 
growth 

4.8 10.2 18.7 

2070 Mature plus sustained growth 5.8 11.3 21.9 

2080 Mature plus full forecast growth 6.1 12.5 25.7 

Table 5. ALTO annual ridership envelope, 2035–2080, in millions of passengers, with three-phase 
opening sequence and ramp applied per Section 5. Phase opening dates by scenario are summarised in 
Table 4. Lower bound: Regime C × lower population × 1.6 trips/cap × Regime C ramp curve. Central 
case: Regime B × central population × 1.7 trips/cap × Regime B ramp curve. Upper bound: Regime A × 
upper population × 1.8 trips/cap × Regime A ramp curve. Each combination is internally consistent: 
Regime A's heavy operating subsidy is what enables both higher trip generation and the faster ramp 
under the upper population trajectory, and is also what justifies an earlier phase 2 and 3 schedule; 
Regime C's yield management produces both lower modal capture and a slower ramp, alongside later 
phase openings. The 2040 figures reflect Phase 1 alone serving its 20-per-cent share of the corridor's 
addressable demand. The 2045 figures reflect Phase 2 just opening with its 60-per-cent share. The 2050 
figures reflect Phase 3 just opening, with the corridor at approximately 65 per cent of mature potential 
under the central case. Genuine full-corridor mature operation is reached around 2060, not 2055. 

The phase opening dates differ across the three scenarios because the fare and subsidy regime 
correlates with the realistic delivery pace through three reinforcing mechanisms. Regime A's 
heavy federal subsidy implies a level of political and fiscal commitment that historically 
compresses procurement schedules — heavily-funded projects face strong political pressure for 
early openings, and federal cost-overrun absorption removes the renegotiation friction that 
delays projects with tighter financial structures. Regime C's minimal-subsidy posture, by 
contrast, pushes the consortium to find pricing structures that allow the P3 to carry more of the 
cost, which delays delivery while financing structures are worked out. The Canadian P3 
megaproject record (Eglinton Crosstown, Ottawa Confederation Line, the Ontario Line) supports 
this pattern: lean financial structures correlate with schedule slippage. Phase 3 specifically is 
exposed to this dynamic because it carries the St-Lawrence crossing, Leda clay risk, and the 
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unresolved federal-provincial cost-share negotiation with Québec — under Regime A, Ottawa 
absorbs more of the Phase 3 cost and Québec's negotiating position is easier to satisfy; under 
Regime C, each side is fighting over a tighter budget and the negotiation extends. Phase 3 
therefore moves to 2046 under the upper-case schedule and to 2055 (or later) under the lower-
case schedule. 

This regime-schedule bundling produces internally-consistent scenarios — each combines 
population, regime, and schedule assumptions that fit together coherently as a single story of 
how the corridor unfolds — but readers should note that the three dimensions are in principle 
independent. A heavy-subsidy Regime A combined with the lower population trajectory, for 
example, would produce a faster early-year ramp than the Lower scenario shown here; a P3-
yield-management Regime C combined with the upper population trajectory would produce a 
slower ramp than the Upper scenario shown here. The envelope width at the front end therefore 
reflects bundled rather than fully independent uncertainty, and the Lower-Upper spread in 2040 
through 2050 captures the realistic correlation between the three dimensions rather than their 
full statistical range. By 2070–2080, when all schedule effects have played out and every 
scenario is at or near steady-state operation, the envelope reflects the population and modal-
share dimensions only and is no longer affected by the schedule coupling. 

The envelope is wide. The factor-of-two to factor-of-three spread between lower and upper 
bounds reflects genuine uncertainty across the population, trip-generation, modal-share, and 
phasing dimensions. The fare and subsidy choice — which is a policy decision rather than an 
infrastructure decision — is the single largest controllable lever. Switching from Regime C to 
Regime A approximately doubles both the steady-state ridership and the speed of approach to 
that steady state, at any given combination of population and trip generation. This is 
independent of whether ALTO is built at 200 km/h or 300+ km/h. 

Figures 2a, 2b, and 2c plot the year-by-year trajectory of ridership across 2030–2080 under the 
three fare and subsidy regimes separately. Within each figure, the three lines correspond to the 
three demographic trajectories from Section 2: lower (0.5 % annual population growth, 1.6 trips 
per capita), central (1.0 % growth, 1.7 trips), and upper (1.6 % growth, 1.8 trips). The dispersion 
within each figure shows the range of outcomes attributable to demographic and trip-generation 
uncertainty; the dispersion across the three figures shows the range attributable to the fare and 
subsidy choice — a policy decision rather than an infrastructure decision. The ALTO published 
24-million-by-2055 target is marked on each chart as a reference point. 
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Figure 2a. Ridership trajectory under Regime A (heavy operating subsidy, fares held at VIA-equivalent 

levels, $2.5–4.5 billion in annual public absorption of capital service). Aggregate modal share of the 
addressable market is 38–42 per cent. Phase opening dates are 2038 / 2042 / 2046 under this regime. 

The 2055 readings are 11.0 / 13.6 / 17.2 million across the lower / central / upper demographic 
trajectories; the 2080 readings are 12.5 / 17.5 / 25.7 million. Even under the most favourable combination 
— Regime A with upper demographic growth — the ALTO public target of 24 million by 2055 sits 40 per 

cent above the trajectory. 

 
Figure 2b. Ridership trajectory under Regime B (moderate subsidy, fares at parity with air, $1.5–2.5 

billion in annual subsidy). This is the canonical configuration under which the published business case is 
implicitly framed. Aggregate modal share of the addressable market is 28–32 per cent. Phase opening 
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dates are 2040 / 2045 / 2050. The 2055 readings are 7.4 / 9.2 / 11.6 million; the 2080 readings are 8.9 / 
12.5 / 18.3 million. Under Regime B with any demographic trajectory, the ALTO public target sits well 

above the achievable range — by a factor of approximately 2.1 to 3.2 at the 2055 horizon. 

 
Figure 2c. Ridership trajectory under Regime C (minimal subsidy, P3 yield management, fares above air 
parity, $0.5–1.5 billion in residual subsidy). Aggregate modal share of the addressable market is 20–23 
per cent. Phase opening dates are 2042 / 2048 / 2055. The 2055 readings are 3.7 / 4.6 / 5.8 million; the 
2080 readings are 6.1 / 8.5 / 12.4 million. Under Regime C — the configuration most consistent with the 
Cadence consortium's announced commercial structure — even the upper demographic trajectory falls 

below the McGill TRAM stated-preference projection at the 2055 horizon and well below ALTO's 
published targets across all timeframes considered. 

Three patterns are visible in the comparison across the three figures. First, the regime choice 
(which is a policy lever) shifts the trajectory by a factor of approximately two between Regime A 
and Regime C at any given demographic assumption: 2080 mature ridership at the central 
demographic is 17.5 million under Regime A, 12.5 million under Regime B, and 8.5 million 
under Regime C. The same physical infrastructure produces materially different ridership 
outcomes depending on the fare and subsidy choice. Second, the demographic choice (which is 
partly structural and partly a function of immigration policy) shifts the trajectory by a factor of 
approximately two between lower and upper demographic at any given regime: 2080 mature 
ridership under Regime A is 12.5 million under the lower demographic and 25.7 million under 
the upper. Third, the ALTO public target of 24 million by 2055 sits above every plausible 2055 
trajectory in every figure. The closest reading — Regime A with upper demographic growth — 
produces 17.2 million at 2055, which is 28 per cent below the ALTO target. Reaching 24 million 
by 2055 requires not just the most favourable regime (Regime A) but a demographic trajectory 
above the upper case and a corridor that is fully mature by 2055 rather than still ramping Phase 
3 — three conditions that cannot all be satisfied simultaneously under the announced phasing. 
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By 2080, the Regime A upper trajectory of 25.7 million does reach the same neighbourhood as 
ALTO's 24-million-by-2055 figure, but a full quarter-century later. 

7.  Comparison with published forecasts 

The CRI envelope can be placed alongside the other published forecasts for the same corridor. 
Five comparators are available: ALTO's public communications (the 24- and 43-million figures 
associated with the Imbleau presentations and the Fast Forward document); the ALTO 
Corporate Plan filed with Treasury Board (which includes Local Services and produces a lower 
internal headline figure); the McGill Transportation Research at McGill (TRAM) stated-
preference projections (El-Geneidy et al.); the Munk School Global Economic Policy Lab 
independent academic analysis; the C.D. Howe Institute scenario analysis from the All Aboard 
report (Jones and Fariha, February 2025); and the federal Joint Project Office's 2021 business 
case, released through Access to Information in November 2025. A reference-class adjustment 
using the Flyvbjerg, Holm and Buhl meta-analysis of rail-project ridership accuracy is included 
for completeness. 

Source Method By 2050  By 2055  By ~2080–
85  

ALTO public targets 
Imbleau / Fast Forward 

Not disclosed — 24 million 
(2055) 

43 million 
(2084) 

ALTO Corporate Plan 
Treasury Board filing 

Not disclosed (incl. 
Local Services) 

— 17 million 
(2059) 

— 

McGill TRAM 
El-Geneidy et al., Mar 
2026 

Stated-preference 
survey, n ≈ 8,300 

10.5 million — ~19.7 million 
(year 50) 

Munk School GEPL 
U. of Toronto 

Disclosed logit with 
induced demand 

T-Mtl 9.4M 
(year 20); 
corridor scaled 
~16–17M 

T-Mtl 10.5M 
(year 30); 
corridor ~18–
19M 

— 

C.D. Howe Institute 
Jones & Fariha, Feb 
2025 

Scenario analysis 
using VIA's own 
forecasts as inputs 

12–21 million 
(HSR scenario 
range) 

— — 

Federal JPO 2021 
ATI release Nov 2025 

Federal pre-
procurement business 
case (HFR 177 km/h 
spec) 

~13.5 million 
(cumulative 
405M / 30 
years) 

— — 
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Source Method By 2050  By 2055  By ~2080–
85  

Flyvbjerg adjustment 
ALTO −65% reference 
class 

Empirical mean rail 
forecast 
overstatement 

— 8.4 million 
(from 24M) 

15 million 
(from 43M) 

CRI envelope 
Lower / Central / Upper 

Modal-shift × 
population × subsidy 
regime 

1.9 / 6.7 / 14.8 3.7 / 9.2 / 
17.2 

6.1 / 12.5 / 
25.7 

Table 6. Published and modelled ridership forecasts for the ALTO corridor. Forecasts are not strictly 
comparable across columns: ALTO's 2055 figure is an opening-phase target dependent on full-corridor 
completion well before 2055; the Munk GEPL figures are for the Toronto–Montréal segment alone and 
have been scaled to a corridor equivalent using the GEPL's own segment-share assumption; the C.D. 
Howe range applies a sensitivity analysis to VIA's forecasts rather than producing an independent 
estimate; the JPO 2021 figure is for the predecessor HFR 177 km/h specification, not the ALTO 300+ 
km/h specification. The pattern is nevertheless robust: every forecast built from a disclosed methodology 
— TRAM, Munk GEPL, and the federal JPO — sits within or close to the upper end of the CRI envelope, 
and well below the ALTO public targets. 

Two patterns are visible in the table. First, the dispersion among the disclosed-methodology 
forecasts is narrow: TRAM at 10.5 million by 2050, Munk GEPL at 16–17 million corridor-
equivalent by year 20, the JPO 2021 at 13.5 million per year, and the C.D. Howe high-speed 
scenario range of 12 to 21 million by 2050 all sit within the same broad zone. The CRI central 
case of 6.7 million in 2050 rising to 9.2 million by 2055 — and 12.5 million by 2080 — sits on the 
conservative side of this cluster, broadly aligning with the lower end of the disclosed-
methodology range at the corridor's mature state. The CRI upper bound of 14.8 million by 2050 
rising to 25.7 million by 2080 sits centrally within the cluster, overlapping with the C.D. Howe 
HSR scenario range and reaching the JPO 2021 figure by mid-century. Second, the dispersion 
between this cluster and the ALTO public targets is wide. The 24-million-by-2055 figure is 
roughly 40 per cent above the CRI upper bound for that year, more than double the TRAM 
number for a comparable timeframe, and 14 per cent above the upper end of the C.D. Howe 
scenario range. The 43-million-by-2084 figure remains well above the CRI envelope: the upper 
bound under continued growth reaches approximately 27.7 million by 2085, which is 36 per cent 
below the ALTO 43-million target — a gap that would require both modal share above the 
modal-shift literature's 40-per-cent ceiling and induced demand effects beyond those observed 
on the closest international comparators. 

The ALTO Corporate Plan figure of 17 million by 2059 — filed with Treasury Board and 
including ridership on retained Local Services rather than only the new high-speed line — is 
approximately 30 per cent below the ALTO public 24-million figure. ALTO's own internal 
forecast, in other words, is closer to the upper bound of the CRI envelope and to the C.D. Howe 
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upper scenario than it is to the ALTO public communications. The reconciliation of the two 
ALTO figures is not publicly disclosed. 

Every forecast for the corridor built from a disclosed methodology — TRAM survey, Munk GEPL 
logit, federal JPO business case — sits within or close to the CRI envelope. ALTO's 24-million 
public target sits 40 per cent above the upper bound at 2055 and is the outlier in the published 
literature. 

8.  Why the CRI envelope sits below the published comparator 
forecasts 

The CRI envelope's central case sits below the cluster of disclosed-methodology forecasts 
(TRAM at 10.5 million by 2050, Munk GEPL implied corridor 16–17 million by year 20, federal 
JPO 2021 at 13.5 million per year, and the C.D. Howe high-speed scenario range of 12–21 
million by 2050), and its upper bound sits centrally within that cluster. This is not a forecasting 
error in those studies. The published comparators were constructed for different analytical 
purposes, were finalised on different timelines, and apply different methodological assumptions 
at the points where the modal-shift literature offers latitude. Six identifiable factors account for 
the bulk of the divergence between the CRI envelope and the published cluster, listed below in 
roughly descending order of estimated impact. 

1. The 2024–25 demographic inflection is post-cutoff for every other forecast 
The single largest source of divergence is timing. Every published forecast for the corridor was 
finalised before the federal Immigration Levels Plan caps on non-permanent residents began 
producing observable effects on Toronto's CMA count. The C.D. Howe report was published in 
February 2025; TRAM completed its survey in October 2025; Munk GEPL pre-dates 2024; the 
federal JPO business case is built on 2018–19 demographic inputs; and ALTO's public 
communications assume continuation of the 2022–24 surge. The 2024–25 demographic data 
released by Statistics Canada in January 2026 — Toronto's CMA contracting by approximately 
1,000 people after gaining 269,000 the year before, Greater Golden Horseshoe growth 
collapsing from 313,000 per year to 40,000 — was not available to any of these studies. The 
post-2024 trajectory used in this note (Figure 1, solid lines) was not a defensible scenario one 
year ago; it is now the realistic baseline. Repricing the corridor demand against the post-cap 
demographic envelope accounts for approximately 15 to 25 per cent of the gap between the 
CRI envelope and the published comparator cluster, before any other methodological 
consideration applies. 

2. Modal-shift S-curve recalibrated against North American conditions 

The modal-shift literature is dominated by European, Japanese, and Chinese comparators. The 
default calibration of the rail–air S-curve (50 per cent share at price parity at travel time 
approximately 35 per cent below the air alternative) and the rail–car S-curve (50 per cent share 
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at price parity at rail journey time approximately 35 per cent below car drive time) is anchored 
on those comparators. Note 2 of this initiative recalibrates the rail–car curve explicitly against 
current VIA Rail's approximately 13 per cent rail share against road on the corridor's principal 
pairs (at τ ≈ 1.0), shifting the curve's inflection point from τ₀ = 0.65 to τ₀ = 0.46 — a structural 
North American penalty of α ≈ 0.67 reflecting toll-free highways, low fuel taxes, free parking, 
dispersed origin-and-destination patterns, weak feeder transit, and the cultural autonomy 
preference visible in revealed-preference data. The published comparator forecasts use 
European-anchored elasticities and modal-share curves, which produce systematically higher 
rail capture against road at any given travel time. The recalibration accounts for approximately 
15 to 25 per cent of the gap, with the largest effect on the road-substitutable share of the 
addressable market (which dominates corridor demand). 

3. Phased opening sequence is explicit in the CRI envelope; implicit step-change 
in others 

ALTO's announced phasing opens the corridor in three sequential segments — Phase 1 
Montréal–Ottawa (approximately 20 per cent of corridor demand), Phase 2 the Toronto 
extension (approximately 60 per cent), and Phase 3 the Québec City extension (approximately 
20 per cent). The CRI envelope models each phase's own opening date and ramp curve 
explicitly, producing a 2055 reading that reflects Phase 3 still being in mid-ramp under the 
central case (Section 5 and Table 5). The published comparator forecasts handle phasing 
differently. ALTO's 24-million-by-2055 figure implicitly assumes the full corridor is at mature 
operation in 2055, which is incompatible with Phase 3 opening only in the late 2040s under 
even the upper-case schedule. Munk GEPL's "year 20" calculation is similarly indifferent to 
phasing. TRAM is stated-preference and does not apply a ramp curve at all. C.D. Howe's 
scenarios use the proponent's own ridership inputs without separating opening years from 
mature years. The CRI envelope's explicit phasing accounts for the largest share of the 
divergence in the 2050–2055 readings specifically — roughly 30 to 40 per cent of the gap at that 
time horizon — but converges toward the comparator cluster by 2070–2080 once all three 
phases are mature in every scenario. 

4. Group composition is explicitly weighted in the modal-share blend 

Note 2 Section 4 establishes that the per-person rail-to-car price ratio scales linearly with the 
number of car occupants: a solo traveller faces r ≈ 1.0 at parity pricing, a couple r ≈ 2.0, a family 
of four r ≈ 4.0. Combined with the higher price coefficient on the rail–car logit (γ = 1.5 against γ 
= 1.0 for rail–air), the result is that family and 3+ travel essentially cannot be captured by rail at 
any defensible fare structure — modal share collapses from approximately 51 per cent for a 
solo traveller on Toronto–Ottawa under ALTO conditions to roughly 12 per cent for a family of 
four. The rail-substitutable portion of the corridor's road traffic is therefore concentrated on solo 
and two-passenger trips. Most demand models — including the comparator forecasts — work 
from an aggregate average traveller rather than a weighted blend across the corridor's actual 
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group composition. The CRI Regime B and C aggregate modal-share readings explicitly weight 
across realistic solo / couple / family proportions, producing lower aggregate capture than a 
solo-anchored or average-traveller model. This accounts for approximately 5 to 15 per cent of 
the gap, with the largest effect on the car-substitutable share of demand. 

5. Canadian P3 pricing dynamics vs European post-liberalisation pricing 

The dramatic modal-shift outcomes on Madrid–Barcelona post-2020 were driven substantially 
by open-access competition between three rail operators, which produced fare reductions of 25 
to 50 per cent and ridership gains of up to 96 per cent on individual routes. The Cadence 
consortium's monopoly concession structure, combined with Air Canada's equity position in the 
rail operator, eliminates the open-access mechanism that produced these European outcomes. 
The CRI Regime A, B, and C readings model Canadian P3 pricing dynamics directly — fare 
premiums that reflect capital-cost recovery requirements rather than competitive discounts. The 
comparator forecasts handle pricing differently: ALTO's own communications implicitly assume 
the Madrid–Barcelona ridership dynamic without the Madrid–Barcelona pricing dynamic; Munk 
GEPL models induced demand under generic competitive conditions; TRAM is stated-
preference at unspecified fare levels; C.D. Howe's scenarios use VIA's own fare assumptions. 
The CRI envelope's explicit Canadian-context pricing accounts for approximately 10 to 20 per 
cent of the gap, with the largest effect on the lower-end scenarios where P3 yield management 
is most binding. 

6. Bottom-up modal-shift construction vs top-down or stated-preference methods 

The methodological approaches across the comparator forecasts differ structurally. ALTO's 
public targets are top-down forecasts produced by the proponent, subject to the optimism bias 
and strategic misrepresentation that the Flyvbjerg, Holm and Buhl meta-analysis documents as 
producing an average 65 per cent overstatement across a large sample of completed rail 
projects. TRAM is stated-preference: it asks respondents what they would do, which 
systematically overstates realised behaviour because respondents do not fully internalise the 
cost, time, and convenience constraints they actually face. Munk GEPL is a disclosed-
methodology logit with induced demand effects, which is the closest analytical analogue to the 
CRI envelope on the modal-share dimension. C.D. Howe applies sensitivity analysis to inherited 
inputs rather than producing an independent estimate. The CRI envelope is built bottom-up from 
corridor population, per-capita trip generation, modal-share machinery anchored on current VIA 
Rail observed shares, and phasing mechanics — none of which is subject to the optimism bias 
or stated-preference inflation that affects the comparator cluster by construction. This 
methodological choice accounts for approximately 5 to 15 per cent of the gap and operates as a 
multiplier on the other five factors. 
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Synthesis 

Taken together, the six factors are not five-or-six independent sources of divergence that each 
happen to push in the same direction. They are mostly visible to the published comparator 
forecasts as well, but each forecast embedded different assumptions at the points where the 
modal-shift literature offers analytical latitude. The CRI envelope's central case sits below the 
disclosed-methodology cluster because it applies the post-2024 demographic baseline, the 
North-American-recalibrated modal-shift curve, the explicit three-phase ramp, the group-
composition weighting, the Canadian P3 pricing dynamics, and the bottom-up modal-share 
construction — six choices that each take a defensible analytical position but together produce 
a more conservative envelope than the published cluster. The CRI envelope's upper bound, by 
construction, sits centrally within the disclosed-methodology cluster: it relaxes the unfavourable 
end of each assumption while remaining internally consistent. 

The dispersion across methods is itself analytically useful. The published comparator forecasts 
serve different purposes than this note's envelope. TRAM measures stated travel intent; Munk 
GEPL measures the demand potential under disclosed assumptions; the JPO 2021 measures 
the federal pre-procurement business case for the predecessor 177 km/h specification; C.D. 
Howe measures the cost-benefit envelope under sensitivity analysis. None is wrong; each 
answers a different question. The CRI envelope answers a sixth question: what is the realised 
annual ridership consistent with current empirical evidence, the announced phasing, and the 
published modal-shift literature applied to the Canadian context. The convergence by 2080, 
when the demographic, phasing, and ramp factors have all played out, places the CRI upper 
bound at the 20.7-million figure that sits in the centre of the published cluster's mature-state 
range. 

9.  Sensitivities and structural risks 

Several structural effects could shift the envelope materially over the 45-year horizon, and are 
not fully reflected in the central case above. 

Carbon and fuel pricing 

Sustained higher fuel prices and carbon-pricing trajectories above current levels lift Regime A's 
road-rail capture meaningfully. Note 2 Section 4 demonstrates that a $1.65 to $2.50 per litre 
swing roughly triples solo road-rail share at fixed travel time; a sustained federal carbon price 
above $300 per tonne would push the upper case higher than the trajectory shown. The reverse 
case — a political cycle that suspends or reverses the carbon-pricing trajectory — pushes the 
lower case lower. 

Autonomous vehicles 

Autonomous vehicles are the single largest downside risk over the 2040–2080 window. AV 
adoption flips the rail-versus-car competitive geometry against rail by reducing the perceived 
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time cost of driving (productive work in the vehicle), eliminating the parking-cost differential at 
urban destinations, and enabling shared-AV use that further dilutes per-person car cost. None 
of the published ALTO ridership analyses appears to model this effect. If Level 5 AVs reach 30 
per cent corridor penetration by 2050 — which is at the central end of the current AV-adoption 
literature — the upper bound of the envelope likely needs to be reduced by 15 to 25 per cent. 

Climate disruption to on-time performance 

Note 2 Section 5 demonstrates that on-time performance erosion from the 95 per cent 
dedicated-track target down to 67 per cent — the level VIA reported in 2021 amid heavy freight 
conflict on shared CN track — roughly halves rail share. ALTO would deliver 95 per cent OTP in 
principle, because the dedicated-track corridor eliminates the freight-conflict cause of VIA's 
reliability shortfall; in practice, the cold-climate engineering record summarised in Note 1 
Section 1 (Harbin–Dalian HSR experience, the Siemens Venture failure modes documented in 
winter 2025–26, the freeze-thaw cycle on the Frontenac Arch and Napanee Limestone Plain) 
raises real questions about whether 95 per cent OTP is achievable on Eastern Ontario's specific 
geological and climatological substrate. Persistent winter OTP shortfall would suppress the 
central and upper cases. 

Hybrid work and AI-mediated meetings 

Continuing erosion of business intercity travel through hybrid work norms and AI-mediated 
meeting substitution could ratchet per-capita trip generation toward 1.4 to 1.6 by mid-century. 
This would compress the upper case more than the lower (because business travel is 
concentrated on the principal Toronto pairs that the upper case relies on for high modal 
capture). The central case used here assumes the substitution effect stabilises rather than 
continuing to deepen. 

Population trajectory beyond 2080 

The forecast horizon ends at 2080. Beyond that point, demographic projections diverge widely 
depending on long-run fertility, immigration policy, and climate-driven migration. The corridor's 
terminal-state ridership beyond 2080 is not constrained by any published source and is not 
estimated here. 

10.  Implications for the corridor decision 

Five conclusions follow from placing the population denominator alongside the modal-share 
machinery from the two companion notes. 

First, ALTO's public ridership targets sit outside the empirically defensible envelope under any 
combination of population (including a corridor-CMA growth premium of 0.4 percentage points 
over the StatCan national scenarios), trip generation, modal share, and phasing consistent with 
the modal-shift literature and the announced three-phase opening sequence. The 24-million-by-
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2055 figure requires the corridor to combine the upper population trajectory, full 1.8 trips per 
capita, an aggregate modal share approaching 56 per cent — above the binding 40-per-cent 
ceiling under heavy subsidy and European-equivalent transport policy — and full-corridor 
mature operation in 2055, which is incompatible with Phase 3 opening only in the late 2040s 
under even the upper-case schedule. The 43-million-by-2084 figure remains well above the 
upper bound: it would require modal capture in the 60-per-cent range against a 40-per-cent 
ceiling, plus continued upper-case demographic growth, plus full induced demand at Madrid–
Barcelona levels — three conditions that none of the published modal-shift literature supports 
simultaneously. 

Second, the cluster of independent and disclosed-methodology forecasts — TRAM, Munk 
GEPL, and the federal JPO 2021 — converges on a range of approximately 10 to 17 million 
annual passengers at the corridor's mature state. The CRI envelope's upper bound of 14.8 
million by 2050 rising to 25.7 million by 2080 sits in the upper portion of this cluster, overlapping 
with the JPO 2021 figure and reaching toward the upper end of the C.D. Howe HSR scenario 
range; the central case of 6.7 to 12.5 million sits at the conservative end. The C.D. Howe high-
speed scenario range of 12 to 21 million by 2050 brackets this same cluster, with the lower end 
overlapping the CRI central-2050 reading and the upper end consistent with a Regime A 
subsidy posture combined with the upper population trajectory at maturity. The cluster's 
coherence across methods is itself analytically informative. 

Third, the fare and subsidy choice is the single largest controllable lever on ridership and 
operates independently of the infrastructure decision. Switching from Regime C to Regime A 
approximately doubles the realised ridership at any fixed combination of population and trip 
generation, and operates whether the corridor is built at the HPR 200 km/h specification or the 
ALTO 300+ km/h specification. The ALTO public communications conflate the infrastructure 
choice with the implied modal-shift performance; the modal-shift framework shows that the two 
are separable. The implication is that the corridor's modal-shift outcome is a policy choice as 
much as a procurement choice. 

Fourth, the 2024–25 demographic inflection — the federal cap on non-permanent residents and 
the resulting Toronto CMA contraction — has materially reduced the upper bound of plausible 
ridership. Pre-2024 forecasts that assumed continuation of the 2022–24 population surge are no 
longer defensible without explicit recalibration. The CRI lower trajectory, which assumes the 
2024–25 inflection persists across political cycles, was not a defensible scenario one year ago; 
it is now the realistic floor. 

Fifth, the structural risks identified in Section 9 — autonomous vehicle adoption, climate-driven 
OTP erosion, continuing erosion of business travel — are systematically asymmetric in their 
effect on the envelope. Each pushes the central and upper cases downward more than it 
pushes the lower case downward, because the upper case relies on capturing additional 
marginal demand that is most exposed to substitution by other modes or by communication 
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technology. The realised ridership over the forecast horizon is more likely to drift toward the 
lower end of the envelope than the upper end. 

Independent review of the corridor's ridership case, including the population and trip-generation 
foundation alongside the modal-share machinery, is the analytically appropriate response to the 
dispersion between ALTO's public targets and the cluster of disclosed-methodology forecasts. 
The dispersion is not a rounding difference; it is a factor of two to three at the corridor's mature 
state. At a $60 to $90 billion capital envelope, before Canadian P3 cost escalation, that 
dispersion has direct fiscal consequences for the federal subsidy obligation across the corridor's 
operating lifetime. 

§.  Methodology and sources 

Modelling approach 

Annual ridership is modelled as the product of corridor population P(t), per-capita intercity trip 
generation μ(t) on the directly-served axes, and ALTO's aggregate share s(t) of the resulting 
addressable market, scaled by a phasing factor φ(t) that is zero before opening and approaches 
unity at maturity: R(t) = P(t) × μ(t) × s(t) × φ(t). Population trajectories are constructed by 
applying constant annual growth rates (0.5, 1.0, and 1.6 per cent) corresponding to the 
Statistics Canada low-growth (LG), medium-growth (M1), and high-growth (HG) national 
projection scenarios from catalogue 17-20-0003 (January 2026), plus a corridor-CMA growth 
premium of approximately 0.4 percentage points reflecting the directly-served CMAs' historical 
and projected growth advantage over the national average. The trajectories are applied to the 
2025 corridor CMA baseline of 14.9 million. Per-capita trip generation is held in the 1.6 to 1.8 
range across the forecast horizon, with the central case at 1.7. Modal-share regimes A, B, and 
C are derived from the canonical readings in the two companion notes (Notes 1 and 2) by 
applying realistic group composition and fare structure assumptions to the rail+air, rail+car, and 
existing-rail markets. The phasing factor follows a standard ramp curve calibrated against the 
Madrid–Barcelona post-opening trajectory and the Brightline Miami–Orlando ramp profile. 
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Principal sources 
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on the ALTO corridor (Note 1). citizenresearch.ca. 

•   ALTO HSR Citizen Research Initiative (2026). Modal shift between rail and car on the ALTO 
corridor (Note 2). citizenresearch.ca. 

•   Statistics Canada (2026). Population Projections for Canada (2025 to 2075), Provinces and 
Territories (2025 to 2050). Catalogue 17-20-0003, released January 27, 2026. 

•   Statistics Canada (2026). Population Projections for Canada, Provinces and Territories: 
Interactive Dashboard. Catalogue 71-607-X-2022015. 

•   Statistics Canada (2026). Canada's population estimates: Subprovincial areas, 2025. Table 
17-10-0148-01 and accompanying release, January 2026. 

•   Statistics Canada (2025). Canada's population estimates: Subprovincial areas, 2024. The 
Daily, January 2025. 

•   Centre for Urban Research and Land Development, Toronto Metropolitan University (2026). 
Population growth collapse in the Greater Golden Horseshoe in 2025. 

•   Immigration, Refugees and Citizenship Canada (2024). 2025–2027 Immigration Levels 
Plan, including non-permanent resident targets. 

•   El-Geneidy, A. et al., Transportation Research at McGill (TRAM) (2025–2026). Public report 
on ALTO HSR ridership prospects, October 2025 with January and March 2026 updates. 

•   Global Economic Policy Lab, Munk School of Global Affairs and Public Policy, University of 
Toronto. Toronto–Montréal high-speed rail demand model. 

•   Jones, B. and Fariha, N., C.D. Howe Institute (2025). All Aboard: A Cost-Benefit Analysis of 
High-Speed Rail in Canada. February 2025. 

•   Joint Project Office (2021). High Frequency Rail business case. Released through Access 
to Information, November 2025. 

•   Flyvbjerg, B., Holm, M.S. and Buhl, S.L. (2005). How (In)accurate Are Demand Forecasts in 
Public Works Projects? Journal of the American Planning Association, 71(2). 

•   VIA Rail Canada Annual Report 2023; VIA Rail published timetables and station-pair travel 
times. 

•   Brightline Florida (2024–2026). Monthly Revenue and Ridership Reports; KBRA bond rating 
actions. 

•   ALTO Inc. (2025). Fast Forward and associated public communications, March 2025 
onward. 
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C I T I Z E N  R E S E A R C H  I N I T I A T I V E   ·   M O D A L  S H I F T  A N A L S I S  N O T E  4  

Modal Shift Note 4: 

Subsidy frontier and optimisation 

A continuous-spectrum framework relating operating subsidy, fare revenue, ridership, 
and net public cost for the ALTO corridor under the modal-shift and ridership envelope 
developed in Notes 1, 2, and 3. The framework identifies the welfare-efficient and 
revenue-maximising operating points on the corridor's subsidy frontier. 

B O T T O M  L I N E  

High ridership and low subsidy are mutually exclusive on the ALTO corridor. The modal-
shift framework developed in Notes 1 and 2, combined with the corridor demographics of 
Note 3, produces a fixed frontier of (subsidy, ridership) combinations: each point on the 
frontier reflects a different operating posture, and the choice between them is a single-
degree-of-freedom decision. The corridor cannot simultaneously deliver Regime A 
ridership (11–12 million annual passengers) at Regime C subsidy levels ($0.5–1.5 billion 
per year). Any public communication implying otherwise is selecting figures from different 
points on the frontier and presenting them as one operating outcome. 

Ridership rises concavely with subsidy from approximately 5 million at $0.3 billion per 
year to approximately 12 million at $5 billion — diminishing returns as the corridor 
approaches the modal-shift ceiling. Revenue is hump-shaped, peaking at approximately 
$1.29 billion at $1.9 billion subsidy and declining beyond that as fare cuts overwhelm 
ridership gains. The marginal net public cost per added rider has a U-shaped minimum at 
approximately $400 per rider near the Regime B operating point. 

The optimal operating posture depends on the optimisation objective. Maximising fare 
revenue and minimising per-rider net public cost both point to Regime B. Minimising total 
net public cost points to Regime C. Maximising ridership subject to a fiscal cap points to 
Regime A. The choice between them is a political-economy decision about how to weight 
commercial yield, public welfare, ridership, and fiscal restraint. ALTO's published 24-
million-by-2055 target sits outside every point on the frontier developed here and is 
incompatible with any defensible operating-regime choice. 
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Figure 1. The ALTO operating trilemma. The dashed outer triangle marks the three ideal corner objectives — high 

ridership (at the level of ALTO's public targets), low subsidy (operating surplus), and P3 break-even (revenue 
covering operating cost plus private capital service). The solid blue inner triangle is the realistic operating frontier: 

every point inside is achievable under some combination of fare, subsidy, and modal-shift parameters consistent with 
the analysis in Notes 1, 2, and 3; every point outside (the three corner wedges between the dashed and solid 

triangles) is structurally infeasible. Regimes A (heavy subsidy) and C (minimal subsidy) approach their respective 
ideal corners but cannot reach them; Regime B sits on the frontier edge between them, achieving the revenue peak 
and the per-rider welfare-efficient operating point but not approaching any corner. The P3 break-even corner is the 

structurally unreachable extreme: with operating cost (O&M plus fleet capital) varying from approximately $1.8 to $2.5 
billion per year across the ridership spectrum (Note 3, pax-dependent formula) plus private capital service of $2.49 
billion per year (computed at $75 billion total project cost, 50% private share, 6% blended cost of capital, 40-year 

amortisation — the ALTO proponent-stated base case), P3 break-even revenue is approximately $4.3 to $5.0 billion 
per year, against an achievable peak fare revenue of $1.29 billion at Regime B. The gap of $3.17 billion per year at 
peak revenue — under the base-case capital structure — cannot be closed by operating-posture choice alone. The 

gap widens further under the CRI reference-class capital scenarios analysed in Section 5. The bottom panels 
summarise each regime's check-mark, partial, and cross-mark profile across the three objectives. 

Figure 2 presents the same three objectives in ternary-plot form. The advantage of the ternary 
view is that it shows the actual operating locus — the path that an operator traces through 
objective space as the subsidy level varies continuously — rather than just three discrete 
regime points. Each operating point on the subsidy frontier is mapped to barycentric coordinates 
representing its normalised achievement of the three corner objectives: ridership score = N / 
15M target; low-subsidy score = 1 − S / $5B; P3 break-even score = R / P3 BE(pax), where P3 
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BE(pax) = O&M+F(pax) + private capital service and O&M+F(pax) is the pax-dependent 
recurring lifecycle cost from Note 3 ($1,381M + $89.7M × pax/yr in millions). Private capital 
service is $2.49 billion per year under the harmonized base case ($75 billion total capex, 50 per 
cent private share, 6 per cent blended cost of capital, 40-year amortisation). The three scores 
are then normalised to sum to 1, giving each point a unique location in the triangle. This 
formalisation has the property that distance from each corner is a direct measure of how far 
short of that objective the operator falls. 

 
Figure 2. The operating locus in objective space, ternary view. Each operating point on the subsidy frontier (Figure 3) 
is plotted as a point in the triangle whose distances to the three corners reflect normalised achievement of the three 
ideal objectives. The locus is the path through this space as operating subsidy varies from $0.3 billion (low-sub end, 

gold square at lower-left) to $5.0 billion (heavy-sub end, terracotta square at upper-right), passing through Regime C, 
Regime B, and Regime A in sequence. The colour gradient along the locus encodes subsidy level (gold at low, navy 
at moderate, terracotta at high). Two structural features stand out. First, the locus is a one-dimensional curve, not a 

two-dimensional region: the corridor has only one operational degree of freedom (the subsidy level), so the 
achievable space is a curve through the triangle rather than a filled region. Second, the locus tracks the LOW 

SUBSIDY ↔ HIGH RIDERSHIP edge closely; it never enters the right wedge near the P3 BREAK-EVEN corner 
(shaded faintly in red). The maximum P3 score achieved along the locus is approximately 0.30 under the harmonized 

$75B capex base case — down from approximately 0.52 under the previous flat $2.5B break-even assumption — 
because the pax-dependent O&M+F values from Note 3 plus the harmonized $2.49B private capital service produce 
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a higher and ridership-rising P3 break-even revenue ($4.3 to $5.0 billion). The maximum P3 score occurs around 
Regime C, where revenue is close to its peak but operating cost is at its lowest. Sensitivity to the capital cost 

assumption is analysed in Section 5. This is the structural meaning of the trilemma: the three objectives are not 
symmetric tradeoffs but a single dominant tradeoff (ridership ↔ subsidy) with P3 break-even as a structurally 

unreachable third axis. 

The ternary view also confirms the regime-positioning claim from the trilemma diagram (Figure 
1). Regime C sits near the LOW SUBSIDY corner with modest P3 score, Regime A sits 
between centre and the HIGH RIDERSHIP corner, and Regime B sits on the locus between 
them — not near any corner — confirming that B achieves the revenue peak (an interior 
optimum) rather than approaching any corner objective. The empty right wedge confirms that no 
operating regime achieves the P3 corner objective. The single curve of the locus through the 
triangle is the geometric statement of the headline finding: the corridor cannot simultaneously 
achieve high ridership, low subsidy, and P3 break-even — and the limiting form of the tradeoff is 
the LOW SUBSIDY ↔ HIGH RIDERSHIP edge that the locus tracks. 

1.  Framework 

Note 3 developed three discrete fare and subsidy regimes — A (heavy subsidy), B (moderate 
subsidy at parity with air), and C (minimal subsidy with P3 yield management) — that bracket 
the realistic policy space. The three regimes produce aggregate corridor modal shares of 
approximately 40, 30, and 22 per cent of the addressable market respectively, and require 
annual operating subsidies of approximately $3.5 billion, $2.0 billion, and $1.0 billion. Each 
regime corresponds to a different rail-to-air price ratio (approximately 0.55, 1.0, and 1.4 
respectively) and a different per-mode capture rate along the modal-shift S-curves derived in 
Notes 1 and 2. This note extends that analysis from three discrete regimes to a continuous 
subsidy spectrum, in order to identify the optimisation properties of the corridor's operating 
posture. 

The framework relates four quantities along the subsidy spectrum: annual subsidy (the federal 
operating contribution required to support the chosen fare posture), annual ridership (the 
resulting modal shift across the corridor's three sub-markets: air, road, and existing rail), annual 
fare revenue (riders times average fare), and net public cost (subsidy minus revenue, with 
negative values indicating a self-financing operation). Each quantity is anchored on the central 
demographic 2055 scenario from Note 3 (corridor population 20.1 million, addressable trips 34.2 
million) with phase maturity reflecting the regime-coupled schedule developed in Note 3 Section 
5. The mapping from subsidy to fare ratio is a smooth logistic that reproduces the three regime 
anchor points: at $1.0B annual subsidy the fare ratio is approximately 1.3 (deep premium to air), 
at $2.0B it is approximately 1.0 (parity with air), and at $3.5B it is approximately 0.6 (deep 
discount to air). The mapping from fare ratio to per-mode capture rate is derived directly from 
the Note 1 air-rail S-curves and Note 2 road-rail S-curves. 
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2.  The subsidy frontier 

Figure 3 shows the four relationships across the continuous subsidy spectrum, with the three 
regime anchor points (C, B, A) marked. The four panels disaggregate the relationships that are 
folded together in Note 3's regime-based summary. 

 
Figure 3. The subsidy frontier for the ALTO corridor at the central demographic 2055 anchor. Panel (a) shows annual 
ridership rising concavely from approximately 5 million at $0.3 billion annual subsidy to approximately 12 million at $5 
billion — diminishing returns as the corridor approaches the modal-shift ceiling. Panel (b) shows annual fare revenue 

rising to a peak near $1.9 billion subsidy at approximately $1.29 billion, then declining as additional fare cuts 
overwhelm the additional ridership they buy — the Laffer-like structure of corridor revenue. Panel (c) shows the net 
public cost (subsidy minus revenue) crossing zero near $1.3 billion subsidy: below that level the corridor operates at 
a net public revenue surplus, above it the corridor requires net public outlay rising to approximately $4 billion at $5 

billion subsidy. Panel (d) shows the marginal net public cost per added rider, which has a smooth U-shaped minimum 
at approximately $400 per rider near the Regime B operating point and rises to approximately $1,000 per rider at 

Regime A. Reference horizontal line at $85 per rider indicates a rough illustrative federal value-of-time figure for the 
time savings each additional rider would experience switching from car to rail. 

The four panels together describe the corridor's subsidy frontier. Three structural features are 
visible. First, ridership is genuinely concave in subsidy: the first dollars of subsidy buy lots of 
additional riders because they move the corridor up the steeper part of the modal-shift S-curves; 
the last dollars buy progressively fewer because they push the corridor into the saturating top of 
the curves. The slope of panel (a) is approximately 2.5 million additional riders per billion dollars 
of subsidy at the low end and approximately 0.4 million per billion at the high end — a sixfold 
reduction in marginal effectiveness across the spectrum. Second, revenue is hump-shaped: at 
low subsidy the corridor is in the premium-fare zone where each additional rider pays more than 
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the average rider in the higher-subsidy zone, so revenue rises as ridership grows; past the 
peak, the fare reduction overwhelms the ridership gain. Third, net public cost transitions cleanly 
from negative (revenue exceeds subsidy) to positive (subsidy exceeds revenue) at around $1.3 
billion of annual subsidy — a point that sits between the Regime C anchor of $1.0 billion and the 
Regime B anchor of $2.0 billion. 

3.  Revenue and subsidy versus ridership 

Figure 4 presents the same data with annual ridership on the horizontal axis, showing how 
subsidy and revenue diverge as the corridor moves up the ridership scale. The chart also 
overlays the federal capital service ($2.49 billion per year at the harmonized $75 billion base 
case, 50 per cent federal share, 6 per cent blended cost of capital, 40-year amortisation), so 
each regime now shows three quantities: annual operating subsidy (navy circle), annual fare 
revenue (terracotta circle), and full annual federal cost (slate diamond — operating subsidy plus 
federal capital service). This is the structurally informative view for the full fiscal commitment: 
the question is not simply how much operating subsidy is needed, but how the full federal cost 
stacks up at any given ridership target. Sensitivity to higher capital cost scenarios ($143B 
reference-class central, $264B P95) is analysed in Section 5. 

 
Figure 4. Subsidy and revenue plotted against annual ridership level, central 2055 anchor. The two curves form a 

scissors structure: subsidy (navy) rises convexly with ridership, while revenue (terracotta) is essentially flat between 6 
and 10 million riders and declines mildly above 10 million. The gap between the two curves is the net public cost, 
shaded gold (net revenue-positive, riders below approximately 6.5 million) or terracotta (net public outlay, riders 
above approximately 6.5 million). At Regime C (6.1 million riders), the corridor returns a net operating surplus of 

approximately $260 million per year; with the $75B base-case federal capital service added, the full federal cost is 
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approximately $2.23 billion per year. At Regime B (8.2 million riders), the corridor requires approximately $710 million 
in net operating outlay; with capital service added, the full federal cost is approximately $3.20 billion. At Regime A 
(11.2 million riders), the net operating outlay is approximately $2.42 billion; full federal cost approximately $4.91 

billion. Capital service exceeds operating subsidy at every regime, even under the proponent-stated base case. The 
chart is capped at the modal-shift ceiling of approximately 12 million annual riders, where the rising operating subsidy 
reflects deeply discounted fares pushed below operating-cost recovery: the subsidy here is not simply operating cost 
minus revenue (operating cost in the central case is approximately $1.8 to $2.5 billion per year across the ridership 
range, per Note 3), but the federal contribution required to support the chosen fare posture under the modal-shift 

framework. At high subsidy levels, the public pays both the operating gap and a fare buy-down that makes per-rider 
fares fall below cost recovery in order to attract additional modal-shift ridership. Beyond approximately 12 million 

riders, each additional rider requires sharply rising per-rider subsidy as the modal-shift S-curve saturates. 

The scissors structure has direct policy implications. At any ridership target below approximately 
6.5 million annual passengers (the right edge of the gold-shaded zone), the corridor is operating 
at a net public revenue surplus: fare revenue exceeds the subsidy needed to sustain that 
ridership level. This is consistent with a posture where the corridor functions as a self-financing 
commercial enterprise, similar to a yield-managed P3. Above 6.5 million riders, the corridor 
crosses into net-public-cost territory, and the public cost rises convexly with the ridership target. 
By 11 million annual passengers (close to the Regime A operating point), the corridor requires 
approximately $2.4 billion annually in net public outlay above and beyond the fare revenue it 
generates. Beyond 11.5 million the curve steepens sharply, indicating that pushing the corridor 
toward the ALTO public targets of 24 million by 2055 would require an entirely different 
operating regime than any of the three considered here. 

4.  Optimisation objectives 

The subsidy frontier supports several distinct optimisation objectives that produce different 
optimal operating postures. Table 1 summarises five candidate objectives commonly applied to 
public transport investments — revenue maximisation, net-public-cost-per-rider minimisation, 
total-net-public-cost minimisation, fiscally-constrained ridership maximisation, and total welfare 
maximisation — each of which selects a different point on the subsidy frontier developed above. 

Object ive  Opt imal  reg ime  Riders  
2055  

Subsidy  Revenue  Net  
publ ic  
cost  

Maximise fare revenue Regime B (parity with 
air) 

~8M $1.9–
2.0B 

$1.29B 
(peak) 

+$0.7B 

Minimise net public cost 
per rider 

Regime B (parity with 
air) 

~8M $1.9–
2.0B 

$1.29B $400 
marginal 

Minimise total net public 
cost 

Regime C (yield mgmt) 
or below 

~6M $0.5–
1.5B 

$1.26B +$0.2B or 
surplus 

Maximise ridership s.t. 
fiscal cap 

Regime A (heavy 
subsidy) 

~11M+ $3.5B+ $1.08B +$2.4B 

Maximise total welfare¹ Between B and A ~9M $2.5B $1.2B +$1.3B 
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Table 1. Optimal operating posture under different objective functions, central 2055 anchor. Note ¹: "total welfare" 
includes ridership × value-of-time savings × emissions avoided − net public cost. The optimum under this composite 
objective depends on assumed parameter values; for illustrative federal-treasury parameters (value of time ≈ $25/h, 
average time saved ≈ 1.5 h per rider, emissions avoided ≈ 30 kg CO₂ per rider at $170/tCO₂), the social value per 
rider is approximately $42 in time savings plus $5 in emissions = $47 per rider, which falls short of the $400 marginal 
net public cost at Regime B. Under more favourable assumptions (value of time ≈ $40/h, network effects included, 
induced demand counted at full value), the social value can reach $150–250 per rider, which still sits below the 
marginal net public cost across most of the subsidy spectrum but closer to break-even at lower subsidy levels. A 
formal cost-benefit analysis would need to specify these parameters explicitly. 

Four observations follow. First, the revenue-maximisation and the per-rider welfare-efficiency 
objectives converge on Regime B. This is not coincidental: the same condition (marginal 
revenue equals marginal cost) that defines the Laffer peak in panel (b) of Figure 3 also defines 
the minimum of the marginal-cost-per-rider curve in panel (d). A profit-maximising private 
operator and a welfare-maximising public authority — under the assumption that they apply 
marginal rather than total welfare as the criterion — would, under simplifying assumptions, 
choose the same fare posture. They would differ on whether the corridor should operate at that 
posture at all (the profit-maximiser would require revenue to exceed full cost including capital 
service; the welfare-maximiser would require social value to exceed net public cost), but 
conditional on operating, they would choose similar fare structures. 

Second, the minimum-total-net-public-cost objective points toward Regime C or below. At 
Regime C the corridor generates a small operating surplus (revenue exceeds subsidy by 
approximately $200 million annually). Below Regime C — at subsidy levels under $0.8 billion — 
the surplus grows to approximately $400 million annually. The cost to the public treasury is 
minimised, but at the cost of ridership: only about 5 to 6 million annual passengers, which is 
below the McGill TRAM stated-preference projection and well below the corridor's modal-shift 
potential. This is approximately the operating posture implied by the Cadence consortium's 
announced commercial structure. 

Third, the ridership-maximisation-subject-to-fiscal-cap objective points toward Regime A or 
beyond. Regime A produces approximately 11 to 12 million annual riders at a net public cost of 
approximately $2.4 billion. To approach ALTO's published 24-million-by-2055 target would 
require pushing past Regime A into a posture with subsidy substantially above $5 billion 
annually and modal share above the 40 per cent ceiling — not a feasible operating posture 
under the modal-shift framework developed in Notes 1 and 2. The 24-million target is therefore 
not the welfare-efficient operating point under any reasonable parameter choice; it is 
achievable, if at all, only under heroic assumptions about every operating, demographic, and 
modal-shift variable simultaneously. 

Fourth, the total-welfare-maximisation objective — which weighs total ridership times per-rider 
social value against total net public cost rather than the marginal versions — produces an 
optimum between Regime B and Regime A, contingent on the assumed social value per rider. 
The total welfare function W(S) = N(S) × v − [S × 1000 − R(S)] (where N is annual ridership, v is 
social value per rider in dollars, S is operating subsidy in billions, and R is fare revenue in 
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millions) has its maximum where the marginal-cost-per-rider curve in Figure 3 panel (d) crosses 
the assumed value v. At the illustrative federal-treasury value of approximately $85 per rider, the 
maximum is at or below Regime C (the marginal cost only falls below $85 at very low subsidy 
levels). At a moderately higher value of $200 per rider — appropriate if induced demand and 
emissions externalities are counted at full value — the maximum sits near Regime B. At a high 
value of $400 per rider — appropriate only if network effects, large emissions externalities, and 
corridor agglomeration benefits are all credited — the maximum sits between Regime B and 
Regime A. Total welfare maximisation is therefore strongly sensitive to the social value 
parameter, while marginal-cost minimisation is robust to it. 

The five objectives together describe the structurally informative point: there is no single 
"optimal" operating posture without specifying the optimisation criterion. The five candidate 
optima span Regime C (revenue-positive operation, minimum total public cost), Regime B 
(revenue peak, per-rider welfare efficiency), an intermediate position (total welfare under 
moderate social-value assumptions), and Regime A (maximum ridership). The corridor decision 
is therefore not a single quantitative question but a sequence of three sequential decisions: 
whether to build the corridor at all (a comparison of full social value against full federal cost, 
addressed in Section 5), what fare posture to operate it under once built (a comparison of 
operating subsidy against operating revenue and marginal ridership benefits, addressed in this 
section), and how to communicate the chosen posture transparently in the public business case 
(addressed in Section 6). 

5.  Capital cost and full-cost accounting 

The subsidy frontier developed above considers operating subsidy only — the annual federal 
contribution required to sustain the corridor's chosen fare posture. It does not include capital 
cost service, which dominates the corridor's total fiscal commitment. The full-cost picture of the 
corridor's public funding requirement is therefore the operating subsidy from Figure 3 plus the 
capital service requirement, and the capital cost itself is subject to substantial uncertainty that 
must be made explicit before any full-cost conclusion can be drawn. 

ALTO's public materials cite a total project capital cost of approximately $60 to $90 billion. This 
is the proponent-stated range, prepared without reference-class adjustment for cost overruns. 
The Citizen Research Initiative's reference-class analysis (Flyvbjerg methodology applied to the 
international HSR cost database, with corridor-specific adjustments for the Frontenac Arch, 
Napanee Limestone Plain, Leda clay segment, and Canadian P3 megaproject delivery record) 
produces three scenario points that bracket the realistic capital cost range. The proponent-
stated value of $75 billion is retained as the P50 central estimate under the as-stated 
specification, $143 billion is the P50 central estimate after reference-class adjustment for the 
44.7 per cent average rail-project overrun and the corridor's specific complexity premia, and 
$264 billion is the P95 worst-case estimate accounting for the upper-tail risk that the Flyvbjerg 
distribution shows for projects in the engineering complexity range that ALTO occupies 
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(composite score 73–81 on the CRI's engineering complexity rubric, the upper part of the High 
band). The three scenarios should be understood as a probability-weighted range, not as 
alternative point estimates: the realistic expected value of the corridor's capital cost is 
somewhere between $143 billion and $264 billion, with the proponent's $75 billion sitting at 
approximately the 25th percentile of the reference-class distribution. 

The capital service implications of the three scenarios, under a representative procurement 
structure (federal share 50 per cent, blended cost of capital 6 per cent, amortised over 40 
years), are shown in Table 2. Combined with the Regime B operating subsidy of $2 billion per 
year, the full annual federal cost ranges from $4.3 billion at the proponent-stated capital cost to 
$9.9 billion at the upper reference-class scenario. The corresponding full-cost-per-rider at the 
central 2055 ridership of approximately 8 million annual passengers ranges from $540 to 
$1,240. 

Capi ta l  cost  
scenar io  

Tota l  
cap i ta l  

Annual  debt  
serv ice  ( to ta l )  

Federa l  share  
(50%)  

Ful l  annual  
federa l  cost ¹  

Ful l  cost  /  
r ider ²  

ALTO proponent-
stated 

$75B $4.5B $2.3B $4.3B $540 

CRI reference-class 
central 

$143B $8.6B $4.3B $6.3B $790 

CRI P95 worst-case $264B $15.8B $7.9B $9.9B $1,240 

Table 2. Full federal cost implications across three capital cost scenarios. The $75 billion ALTO proponent estimate, 
the $143 billion CRI reference-class central, and the $264 billion CRI P95 worst-case are derived from Flyvbjerg-
methodology reference-class forecasting applied to the international HSR cost database, with corridor-specific 
complexity adjustments. ¹ Full annual federal cost = federal share of capital debt service + Regime B operating 
subsidy of $2.0 billion per year (the welfare-efficient operating point from Section 4). ² Full cost per rider = full annual 
federal cost ÷ 8 million annual riders (Regime B central 2055 ridership). Debt service computed at 6 per cent blended 
cost of capital, 40-year amortisation. 

Three observations follow. First, capital service dominates operating subsidy at every scenario. 
Even at the proponent's $75 billion, federal capital service ($2.3 billion per year) exceeds 
Regime B's operating subsidy ($2.0 billion). At the CRI reference-class central of $143 billion, 
capital service is more than twice the operating subsidy. At $264 billion, capital service is 
approximately four times the operating subsidy. The full-cost optimisation is therefore dominated 
by the capital cost assumption, not by the operating regime choice. This shifts the framing of the 
corridor decision: choosing Regime A versus Regime B versus Regime C is a second-order 
question once the capital is committed, while choosing whether to commit the capital at all is the 
first-order question. 

Second, the full-cost-per-rider across the three scenarios spans $540 to $1,240. Against an 
illustrative federal value-of-time per rider of approximately $85 (1.5 hours saved per trip at $25 
per hour plus emissions value, the Treasury Board reference parameters), the corridor is 
approximately 6 to 14 times more expensive than the public benefit it delivers under standard 
cost-benefit assumptions. Under more generous social-value parameters that credit network 
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effects, full induced-demand valuation, and large emissions externalities, the social value per 
rider can be estimated at $200 to $250 — still 2 to 6 times below the full cost per rider across 
the three capital scenarios. The corridor cannot be made welfare-positive at central ridership 
levels under any of the three capital cost scenarios using standard cost-benefit parameters. 

Third, the choice of which capital cost scenario applies is the dominant policy decision facing 
the corridor. The proponent-stated $75 billion would be defensible if the project were 
comparable to delivered international HSR (Madrid–Barcelona, Paris–Lyon, Tokyo–Osaka) — 
corridors with composite engineering complexity scores in the 40s to low 50s. ALTO's 
composite engineering complexity score is 73–81 (upper part of the High band, approaching 
Extreme), reflecting the Frontenac Arch crossing, the Napanee Limestone Plain karst exposure, 
the Leda clay segment, the St-Lawrence crossing, and the Canadian P3 megaproject delivery 
record (Eglinton Crosstown +280 per cent overrun, Ottawa Confederation Line +57 per cent 
overrun, Ontario Line +250 per cent overrun in scope-adjusted terms). Under Flyvbjerg 
reference-class forecasting, a corridor at this complexity level cannot be reliably costed from the 
lower-complexity international comparators that the proponent's estimate appears to draw on. 
The realistic expected capital cost is between the CRI reference-class central ($143B) and P95 
worst-case ($264B), making the full-cost-per-rider at central 2055 ridership approximately $790 
to $1,240 — well above any reasonable per-rider social value, and producing a benefit-cost ratio 
materially below 1.0 across the full plausible range. 

The policy implication of full-cost accounting under the three CRI capital cost scenarios is that 
the corridor decision should be made before the capital is committed, not after. Once the capital 
outlay (between $75 billion and $264 billion) is sunk, the operating-regime choice between A, B, 
and C is between similarly-priced options, and the choice should default toward the welfare-
efficient operating point (Regime B). But the prior question — whether to build the corridor at all 
— is sensitive to which capital cost scenario actually materialises. The published business case 
relies on the $75 billion proponent figure without reference-class adjustment, and does not 
address how the procurement structure changes if the realised cost is closer to the $143 billion 
CRI central or the $264 billion P95 worst-case. A defensible business case would publish a 
probability-weighted cost-benefit analysis across the three scenarios, with explicit treatment of 
the federal fiscal exposure under each. 

6.  Implications for the corridor decision 

Three implications follow for independent review of the corridor's projected fiscal trajectory. 
First, the choice of operating subsidy is a substantive policy decision, not a technical one. The 
same physical infrastructure produces materially different ridership, revenue, and net-public-
cost outcomes depending on which point on the subsidy frontier is chosen. Operating at Regime 
C produces approximately 6 million riders at a small operating surplus; operating at Regime A 
produces 11 million riders at $2.4 billion annual net public cost. The choice between these is a 
political-economy choice about how to weight commercial yield, public welfare, ridership, and 
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fiscal restraint, and that choice should be made explicit in the public business case rather than 
implicit in the procurement structure. 

Second, the welfare-efficient operating point under standard cost-benefit assumptions sits near 
Regime B (parity with air, $1.9–2.0 billion annual operating subsidy, approximately 8 million 
annual riders, marginal net public cost approximately $400 per added rider). This is also the 
revenue-maximising point. A government optimising for public welfare and a private operator 
optimising for revenue would converge on similar fare structures, even if they would disagree on 
whether to operate the corridor at all. The published ALTO business case does not specify 
which optimisation objective is being applied or what the implied operating posture will be. 

Third, the public ridership targets cannot be reached from any operating point on the subsidy 
frontier developed here. The 24-million-by-2055 figure would require modal share above the 40 
per cent ceiling under heavy subsidy, plus upper-case demographic growth, plus full-corridor 
mature operation in 2055 — three conditions that none of the modal-shift literature supports 
simultaneously. The frontier developed in this note brackets the realistic operating space; 
ALTO's published targets sit outside that space. An independent review should ask which point 
on the frontier the corridor is actually targeting, and what the implied fiscal commitment and 
modal-shift assumptions are. 

Methodology and parameters 

The framework anchors on the central demographic 2055 scenario from Note 3 (corridor 
population 20.1 million, addressable trips 34.2 million at 1.7 trips per capita) with the regime-
coupled phase maturity factor (Regime C ≈ 0.80, Regime B ≈ 0.88, Regime A ≈ 0.94), where 
maturity follows a smooth logistic asymptoting to ≈ 0.96 at high subsidy. The market structure is 
air 15 per cent, existing rail 10 per cent, road 75 per cent of the addressable pool. The mapping 
from operating subsidy S (in $ billions) to fare ratio r is a logistic: r(S) = 0.4 + 1.3 / (1 + exp(S − 
1.8)), calibrated to reproduce the three regime anchor points. The mapping from fare ratio to 
per-mode capture is derived from the Note 1 air-rail S-curve at journey time 3.0 hours (mid-
corridor) and the Note 2 road-rail S-curve at τ = 0.5 (NA-calibrated, infrastructure-relevant time 
ratio under ALTO speed). The average air fare is $160 per one-way trip; rail revenue is 
computed as riders times average rail fare (air fare times r). Net public cost is subsidy minus 
revenue, with negative values indicating operating surplus. Capital cost scenarios in Section 5 
($75B, $143B, $264B) are derived from Flyvbjerg reference-class forecasting applied to the 
international HSR cost database with corridor-specific complexity adjustments for the Frontenac 
Arch, Napanee Limestone Plain, Leda clay segment, St-Lawrence crossing, and Canadian P3 
megaproject delivery record (composite engineering complexity score 73–81 on the CRI rubric, 
upper part of the High band). Capital service computed at 6 per cent blended cost of capital 
(combining federal debt service and private equity return), 40-year amortisation, 50 per cent 
federal share. The CRI's full capital cost analysis is documented separately at 
citizenresearch.ca. 
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Land Value Capture 

Assessing the $12 billion claim in the McGill TRAM financial model 
MAY 2026 

K E Y  F I N D I N G  
The $12 billion land value capture line in the December 2025 McGill TRAM financial model is a 
planning placeholder, not a forecast. It is reverse-engineered from a 15 percent rule of thumb, 
grounded in international precedents that do not transfer to the Canadian institutional context, 
and dependent on legal and corporate authorities that ALTO does not have. A defensible figure 
for the present value of plausible station-area capture is in the low single billions — well under 5 
percent of capital cost — and accrues over decades rather than during the construction window 
when borrowing must be priced. 

 

1  Origin of the figure 

The $12 billion figure originates in High-Speed Rail in Canada: Insights from a corridor-wide survey 
and a financial analysis, published by Transportation Research at McGill (TRAM) in November 2025 
and updated in January 2026.1 It is restated in the companion brief Importance of Land Value 
Capture regarding the Canada High-Speed Rail, dated December 2025.2 

The relevant passage in the financial analysis reads: “Land value capture is expected to generate land 
and real estate development gains equivalent to roughly 15 percent of the total cost (C$12 billion). 
Under this framework, the net capital cost, i.e. the amount to be borrowed, is approximately C$41.23 
billion.” 

The figure is not a forecast. It is a percentage of the assumed C$79.8 billion capital cost, selected so 
that the financing equation closes at a borrowed principal the model can characterise as “manageable.” 
The report contains no parcel-level valuation, no station-area market analysis, no comparable 
transaction work, no discounted cash flow of expected development revenues, and no sensitivity 
analysis. The 15 percent ratio is asserted; the dollar figure follows arithmetically. A different cost 
assumption produces a different “LVC” number without any change to underlying property 
economics. 

This entry is structurally load-bearing. Without it, the borrowed principal rises from $41.23 billion to 
roughly $53 billion. At the model’s own 8 percent rate over 50 years, that increases required annual 
debt service by approximately $1.05 billion and pushes the project further from self-sufficiency. The 
companion LVC brief acknowledges this directly: the “No LVC” scenario requires average annual 
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subsidies of $2.12 billion over 50 years and never reaches self-sufficiency by Year 50. The $12 billion 
is the difference between “tolerable on paper” and “permanently subsidised.” 

2  The international precedents do not transfer 
The TRAM brief grounds the LVC case on three precedents — Hong Kong’s West Kowloon, an 
Australian East Coast HSR pre-feasibility study, and California’s High-Speed Rail. None is 
institutionally analogous to the ALTO context. 

Hong Kong West Kowloon is the only case with realised capture at scale. The commercial site 
above the terminus sold for HK$42.2 billion, roughly half the project’s HK$84.4 billion revised cost. 
The capture is real, but the institutional setting is unique. Hong Kong’s land is overwhelmingly 
government-owned under a leasehold system inherited from British colonial administration; the SAR 
government grants development rights as a primary fiscal instrument. The West Kowloon site was 
reclaimed land entirely under government control, adjacent to one of the densest property markets in 
the world. The transaction captures value from a single super-prime tower site in a market that bears 
no resemblance to Peterborough, Trois-Rivières, Laval, or even Ottawa-Gatineau. 

Australia’s East Coast HSR evidence cited by TRAM is a 2022 preliminary investigation by the 
City Futures Research Centre at UNSW.3 The cited C$43–126 billion range is a planning-stage 
estimate with a near three-fold span. The project remains unbuilt. Citing an aspirational range from 
an unconstructed project as evidence that ALTO can capture $12 billion is circular reasoning. 

California HSR is cited for proposed tax-increment financing and station-area financing district 
concepts. After more than fifteen years of planning and over $13 billion of construction spending, 
California HSR has captured essentially zero LVC. Costs have escalated from $33 billion to over $128 
billion. It is a cautionary precedent, not a supporting one. 

Two precedents the brief omits are more directly relevant. The United Kingdom’s HS2 explicitly 
considered LVC mechanisms and has captured a negligible fraction of capital cost; property values 
along the route have declined due to construction blight, and the government has spent more on 
compensation schemes than it has recovered through capture. Brightline in Florida — a private 
operator with vertically integrated real-estate interests, the closest North American analogue to the 
LVC concept — is currently in distress on its Private Activity Bonds despite favourable conditions 
including no winter operations, sustained population growth, and no expropriation politics.4 

The most relevant evidence is Canadian. A 2023 study of transit land value capture by the University 
of Toronto’s Infrastructure Institute, prepared for and supported by the Canada Infrastructure Bank, 
surveyed the realised Canadian record and reached conclusions that bear directly on the TRAM figure.5 
It found that the realised value of entrepreneurial Canadian capture deals — joint development and 
surplus land sales — has typically ranged from $30 million to $110 million per deal, with only the 
largest land sales in the most expensive markets exceeding that band. The closest corridor-scale 
analogue is Montréal’s REM, where a station-area development charge raising a $512 million 
contribution covers just 7.4 percent of the project’s $6.9 billion capital cost — and even that is well 
below a 2014 National Bank estimate that capture might fund up to 35 percent. At the single-station 
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level, Vancouver’s Capstan Station, which the study describes as having near-ideal conditions for 
capture, raised only $32 million over nine years. The study’s own framing of the Hong Kong case is 
equally pointed: it attributes West Kowloon-style success to a unique combination of constrained 
geography, immense density, high property prices, a state leasehold land system, and a transit 
corporation with deep development expertise, and concludes that the model is fundamentally different 
from most capture models. A CIB-supported source thus reaches the same conclusion this note does 
— the marquee precedent does not transfer, and realised Canadian capture operates two to three 
orders of magnitude below the $12 billion line. 

3  Canadian institutional constraints 

Capture at the scale TRAM assumes requires legal authorities that ALTO does not have and that no 
level of government has proposed. Property and land use are provincial jurisdiction. Municipal zoning, 
development charges, and property tax base lie outside federal control. There is no Canadian 
equivalent of U.S. tax-increment financing as a station-area capture tool. Section 37 / community 
benefits charges in Ontario, the closest functional analogue, generate modest sums on a parcel-by-
parcel basis and have been further constrained by recent provincial reform. Quebec’s mechanisms are 
similarly limited. 

A further structural obstacle compounds the jurisdictional one. The same CIB-supported study 
identifies fragmented land ownership as a core constraint on Canadian capture: unlike Hong Kong’s 
state leasehold system, the prime areas adjacent to transit stations across Canada are typically held by 
many separate public and private owners, which makes it difficult to convene stakeholders and 
assemble a coherent development site. ALTO’s station catchments — particularly in built-out central 
areas such as Toronto Union and Montréal Central — are precisely this kind of fragmented holding. 
Capturing uplift at scale would require assembling land across numerous owners before any 
development could proceed, a process that is slow, costly, and politically fraught even where the legal 
authority to attempt it exists. 

The TRAM brief’s recommendation that government should “empower Alto to lead development and 
value capture within 2 km around the stations” implies giving a federal Crown corporation 
development authority over a roughly 12.6 km² catchment around each of seven stations — 
approximately 88 km² in total. No mechanism in Bill C-15, in the Cadence consortium structure, or in 
any published ALTO document contemplates this. The expropriation provisions in Bill C-15 are scoped 
to the right-of-way, not to station catchments. Acquiring 88 km² of station-area land would itself entail 
a separate expropriation programme of significant scale, with attendant compensation costs that the 
model does not net against the $12 billion gross. 

Even if such authority existed, ALTO would need to acquire the land, master-plan it, secure provincial 
and municipal planning approvals, sequence development against construction, and absorb the 
carrying cost of the land for years before any sales. 

Housing and TOD intent does exist in the procurement. A federal housing and TOD presentation to 
bidders, released under access to information, sets out a four-pillar housing strategy, contemplates 
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that Canada would acquire the lands needed for the project and explore station-hub development with 
the private developer partner, and asks bidders to help co-develop a suite of TOD initiatives around 
station locations.6 That intent carried forward into the ALTO procurement, which required a high-
speed rail proposal from all bidders and retained the housing and TOD framing. But the presentation 
is explicitly provisional throughout — “provisional guidelines,” requirements “to be refined during the 
Co-Development Phase,” an affordable-housing threshold “to be determined.” It attaches no budget, 
no land-assembly cost, no carrying-cost provision, and no capture-revenue target. It also describes a 
federal-acquisition-then-explore model — Canada acquires land for the project and subsequently 
explores hub optimization, with municipal approvals still required — which is the opposite of the 
TRAM brief’s recommendation that ALTO be empowered to lead development and capture across 
station catchments. The procurement therefore confirms an intention to pursue TOD; it does not 
supply the costed mechanism, the funded land-assembly programme, or the capture authority on 
which the $12 billion depends. 

4  Station-level realism check 
The TRAM model is corridor-wide; it does not allocate the $12 billion to specific stations. Allocating 
across the seven announced stations implies an average of roughly $1.7 billion per station. A bottom-
up review of catchment characteristics indicates how implausible this is. 

STATION CMA / POPULATION 
CONTEXT 

CAPTURE POTENTIAL ORDER-OF-
MAGNITUDE 

(C$) 

Toronto Union Already at maximum 
density; planning 
constrained 

Incremental only; most uplift 
accrues to existing landowners 

$1.0 – 2.0 B 

Peterborough CMA ~90,000; no 
significant TOD market 

Limited; thin demand for higher-
density development 

$0.1 – 0.3 B 

Ottawa-
Gatineau 

Downtown station option 
reportedly receding; 
suburban likely 

Substantially reduced if station is 
not in core 

$0.5 – 1.5 B 

Montréal Central Station catchment 
already built out 

Incremental; most uplift captured 
by existing landowners 

$1.0 – 2.0 B 

Laval Suburban; some greenfield 
TOD potential 

Competing with existing suburban 
inventory 

$0.3 – 0.8 B 

Trois-Rivières CMA ~85,000; very limited 
TOD demand 

Minimal; small market depth $0.1 – 0.3 B 

Québec City Heritage constraints; 
modest market depth 

Constrained $0.3 – 0.8 B 

Generous corridor-wide envelope, gross, undiscounted, over 20–30 years $3.3 – 7.7 B 
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Even the upper bound of a generous bottom-up envelope falls short of the $12 billion the TRAM model 
requires. It also assumes full institutional empowerment of ALTO as a development corporation — 
which is not on the table — and ignores the carrying cost of land assembly and the compensation cost 
of catchment-area expropriation. 

5  The timing mismatch 
The McGill model treats $12 billion as available during construction to reduce the principal borrowed. 
In practice, capture accrues over decades. Land sales and development gains around new stations 
typically materialise five to fifteen years after a station opens. Construction on the full ALTO corridor 
is projected to take well over a decade. A realistic capture stream might therefore produce most of its 
value between 2040 and 2060. 

Discounted at the model’s own 8 percent rate, $12 billion realised over Years 15–35 has a present value 
of roughly $3 to $4 billion at financial close. That is the figure that can actually reduce the borrowing 
requirement. The remaining $8 to $9 billion in the McGill arithmetic is, in present-value terms, 
fictional. The construction debt still has to be priced against the undiscounted principal. 

6  Strategic significance for ALTO economics 
The McGill $12 billion LVC line is the single most important — and least scrutinised — financing 
assumption in the only publicly available financial model for ALTO. It is doing three things at once: 
reducing borrowed capital from $53 billion to $41 billion; pulling the headline self-sufficiency point 
from “never” to Year 48; and lowering average annual subsidies from $2.12 billion to $1.23 billion. All 
three improvements collapse if the LVC line is replaced with a defensible figure. 

Professor El-Geneidy has stated publicly that the model uses “very generous” assumptions, 
particularly on demand, and that breakeven “can happen … but it requires a lot of work from the 
government to make it happen.”7 The LVC assumption falls into the same category. Even on its own 
optimistic terms the McGill model shows cumulative subsidies of $61.6 billion through Year 50, on 
top of the initial $26.6 billion federal investment — a combined taxpayer exposure of $88.2 billion 
before any recovery from project revenues. 

The $12 billion figure should be treated as a planning placeholder rather than a financing 
prospect. Any business case, public communication, or appraisal that relies on it as a stable 
revenue pillar is overstating ALTO’s financial position by an order of magnitude at the present-
value point that matters most — the moment construction debt is priced. 
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NVP Note 1: NPV and BCR 
projections for ALTO HSR 

Net Present Value Analysis 2029–2080 — Three Capital Cost Scenarios, 
Three Operating Regimes, Four Discount Rates 

Headline Finding 

Across 36 combinations of capital cost scenario, operating regime, and discount rate, the 
ALTO project produces a financial Net Present Value between negative $50 billion and 
negative $246 billion in real 2029 Canadian dollars. At the Treasury Board Secretariat 
central 8 per cent discount rate and the welfare-efficient Regime B operating posture, 
financial NPV is negative $56 billion at the ALTO-stated capex of $75 billion, negative $102 
billion at the reference-class central capex of $143 billion, and negative $184 billion at the 
upper reference-class capex of $264 billion. The benefit-cost ratio across the 9-cell capex 
by regime grid ranges from 0.030 to 0.107 — every cell at least nine times below the 
break-even threshold of 1.0. The corridor cost-recovery break-even sits at 117 trains per 
day, or 12.5 million annual passengers at the reference yield; all three subsidy-frontier 
operating regimes deliver ridership below this threshold. The present value of the annual 
operating subsidy stream is structurally independent of capital cost under the engineering 
operating cost build, ranging from $4.6 billion at Regime C to $7.6 billion at Regime A at 
the 8 per cent discount rate. Capital cost is the dominant single driver of financial NPV, with 
operating regime a second-order factor and discount rate choice affecting absolute 
magnitudes but not the directional finding. 
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Executive Summary 

This report presents a deterministic Net Present Value analysis of the proposed ALTO project 
over a fifty-two-year horizon, 2029 to 2080. The analysis evaluates financial and combined NPV 
across three capital cost scenarios, three operating regimes, and four discount rate sensitivities 
— a total of thirty-six parameter combinations. The framework integrates the engineering 
operating cost build of Research Note 3 with the modal-shift subsidy frontier of Research Note 
4, producing a coupled analysis in which ridership, fare, operating cost, and operating subsidy 
are determined jointly along the corridor’s achievable operating frontier. 

The three capital cost scenarios 

Three capital cost scenarios bracket the plausible range of cost outturns. The low scenario 
uses ALTO’s published estimate of $75 billion in real 2029 dollars. The central scenario uses 
$143 billion, representing the reference-class mean derived from Flyvbjerg’s empirical cost-
overrun distribution for high-speed rail megaprojects. The high scenario uses $264 billion, 
representing the upper 2.5th percentile of the same distribution. The three scenarios are not 
equally probable: under the calibrated distribution, the proponent’s figure has approximately a 
2.5 per cent probability of being achieved or undercut, the central scenario represents the modal 
outcome, and the high scenario reflects the upper-tail risk that has historically materialized on 
roughly one in forty HSR projects of comparable scale and complexity. 

The three operating regimes 

Three operating regimes from the subsidy frontier of Research Note 4 establish the corridor’s 
achievable operating points. Regime C (premium fare posture at $207 per trip, rail-to-air price 
ratio 1.4) produces approximately 6.1 million annual passengers, $1.26 billion in fare revenue, 
and an operating subsidy of $0.67 billion per year. Regime B (parity with air at $157 per trip, 
rail-to-air price ratio 1.0) produces approximately 8.2 million annual passengers, $1.29 billion in 
fare revenue (the corridor revenue peak), and an operating subsidy of $0.83 billion per year. 
Regime A (deep discount at $96 per trip, rail-to-air price ratio 0.55) produces approximately 
11.2 million annual passengers, $1.08 billion in fare revenue, and an operating subsidy of $1.31 
billion per year. The regimes are coupled through the modal-shift S-curves of the corridor: each 
fare posture maps to a specific ridership outcome along the achievable frontier, and no 
operating point produces high ridership at low subsidy. The 24-million-by-2055 figure cited in 
ALTO’s public materials sits outside every operating point on the frontier and is not modellable 
under any defensible parameter combination. 
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Operating cost structure and break-even 

Annual operating cost follows the engineering build of Research Note 3, decomposed into 
infrastructure maintenance, train operations, and fleet capital recapitalisation. The combined 
annual cost is $1,381 million in fixed components plus approximately $26 per train-kilometre in 
variable components, equivalent to $89.7 million per million annual passenger trips at the 
modelled 450-seat, 65 per cent load factor convention. Cost recovery from fare revenue alone, 
at the reference yield of $0.20 per passenger-kilometre, requires approximately 117 trains per 
day or 12.5 million annual passengers — a threshold above the modal-shift ceiling of the 
achievable operating frontier. All three subsidy-frontier regimes operate below this cost-recovery 
threshold and therefore require ongoing federal operating subsidy. 

Headline financial NPV 

Financial NPV is strongly negative across all 36 parameter combinations. Table 1 presents the 
headline values at the TBS Central 8 per cent discount rate, with full discount-rate sensitivity 
tables in Section 5. 

Table 1. Financial NPV at TBS Central 8% discount rate ($B real 2029) 

Capital cost scenario Regime C — 
premium Regime B — parity Regime A — 

discount 

Low — $75B (ALTO 
proponent) ($55.4) ($56.2) ($58.5) 

Central — $143B (ref-class) ($101.5) ($102.3) ($104.6) 

High — $264B (P97.5) ($183.6) ($184.4) ($186.6) 
Highlighted cell marks the Central capex × Regime B (welfare-efficient parity-fare posture) base case. Figures in 
parentheses are negative. 

Operating subsidy stream 

The present value of the operating subsidy stream is structurally independent of capital cost 
under the engineering operating cost build. Operating cost is determined by service intensity, 
which is in turn determined by ridership; the corridor produces approximately the same 
operating costs whether the project is delivered for $75 billion or $264 billion. At the TBS Central 
8 per cent discount rate, the present value of the operating subsidy stream over 2040–2080 is 
$4.6 billion at Regime C, $5.4 billion at Regime B, and $7.6 billion at Regime A. These figures 
are the operating-side component of the federal fiscal commitment; the capital-side component 
is the federal share of debt service on capital cost, which is approximately three to ten times 
larger at the three capex scenarios respectively. 
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Benefit-cost ratios 

The benefit-cost ratio at the TBS Central 8 per cent rate ranges from 0.030 at the High capex × 
Regime C cell to 0.107 at the Low capex × Regime A cell. The most favourable cell anywhere in 
the 9-cell grid requires conjoining ALTO’s own optimistic capex figure with the deep-discount 
operating posture that maximises ridership. Under the central reference-class capex of $143 
billion, BCR ranges from 0.053 to 0.062 across the three regimes — an order of magnitude 
below the 1.0 break-even threshold. 

Implications 

• Financial NPV is strongly negative across every parameter combination examined. The 
probability of positive NPV under any defensible scenario is negligible. 

• Capital cost is the dominant single driver of NPV uncertainty. Moving from Low to High 
capex changes NPV by approximately $130 billion at 8 per cent; moving from Regime C 
to Regime A within a capex scenario changes NPV by only $3 billion. 

• The choice of operating regime is a second-order question once capital is committed. 
The first-order question is whether to commit the capital. 

• Operating subsidy is structurally decoupled from capital cost. Operating cost is driven by 
service intensity, not by construction outturn — a corridor running 80 trains per day costs 
the same to operate whether built at $75 billion or $264 billion. 

• An independent review of the High Performance Rail (HPR) alternative as a lower-capex 
configuration delivering comparable user benefits over the same corridor is warranted 
before any corridor selection decision is finalized. 
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1.  Introduction and Context 

This report presents a Net Present Value analysis of the proposed ALTO project over a fifty-two-
year horizon, 2029 to 2080. The analysis is conducted in real 2029 Canadian dollars from the 
project sponsor perspective, with a parallel economic NPV overlay to capture passenger and 
external benefits. The objective is to provide a defensible quantitative basis for evaluating the 
project against the standard Treasury Board Secretariat cost-benefit framework. 

The framework integrates two pieces of engineering and economic work. Annual operating cost 
is built from the lifecycle cost methodology of Research Note 3, which decomposes recurring 
lifecycle expenditure into infrastructure maintenance, train operations, and fleet capital 
recapitalisation. Ridership, fare, and operating subsidy are determined jointly by the three 
operating regimes of Research Note 4, which establish the achievable points on the corridor’s 
modal-shift frontier under air-rail and road-rail competition. Capital cost is treated through 
reference-class forecasting, with three scenarios spanning the empirical distribution of cost 
outturns on comparable HSR megaprojects internationally. 

Three capital cost scenarios are evaluated. The low scenario uses ALTO’s published cost 
estimate of $75 billion in 2029 dollars. The central scenario applies the reference-class mean of 
approximately $143 billion, derived from the empirical distribution of cost outturns on 
comparable high-speed rail megaprojects internationally. The high scenario uses the upper 
2.5th percentile of the calibrated cost distribution at $264 billion, capturing the upper-tail risk that 
has historically materialized on roughly one in forty HSR projects of comparable scale and 
complexity. 

The analysis horizon begins in 2029, the year of major construction commencement under 
ALTO’s published timeline, and ends in 2080, by which point cash flows beyond approximately 
year 35 contribute negligibly to discounted present value at all rates examined. Operations are 
assumed to commence in 2040 following an eleven-year construction period. Cash flows in 
each year include capital expenditure during construction, operating cost during the operational 
phase, fare revenue subject to demand ramp-up and real yield erosion, three lump-sum renewal 
events at years 20, 30, and 40 of operations, and a terminal residual asset value at 2080. 

Four discount rates are examined to test the robustness of conclusions: 3 per cent representing 
a long-horizon Treasury or declining-rate proxy; 5 per cent reflecting HM Treasury Green Book 
practice for long-lived infrastructure; 8 per cent as the Treasury Board Secretariat central social 
discount rate; and 10 per cent representing a private-capital opportunity cost upper bound. 
Headline results are reported at 8 per cent TBS Central, with full sensitivity tables provided 
across all four rates. 
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2.  Methodology 

2.1  Perspective, units, and base year 

The analysis is conducted from the project sponsor perspective, treating the proponent as the 
unit of analysis and counting only direct cash flows: capital expenditure, operating cost, renewal 
expenditure, fare revenue, and terminal residual value. Government subsidies, taxes, and 
intergovernmental transfers are excluded as they do not represent net economic flows at the 
level of the consolidated public sector. The operating subsidy is computed as the gap between 
annual operating cost and fare revenue (bounded below by zero, since fares cannot be 
negative), and is the explicit annual federal contribution required to sustain the corridor’s chosen 
fare posture. 

A parallel economic NPV overlay adds non-financial benefits accruing to passengers and to 
society at large: passenger time savings, modal-shift greenhouse gas benefits, accident 
reduction, and local externalities. Embodied carbon emissions during construction are deducted 
as a negative externality. The resulting combined NPV approximates the social cost-benefit 
framework used by Transport Canada. 

All cash flows are denominated in real 2029 Canadian dollars. Real-dollar treatment removes 
the analytical noise introduced by inflation forecasts over a fifty-two-year horizon, where small 
differences in assumed price-level evolution would compound to produce large nominal swings 
that obscure underlying project economics. The base year for discounting is 2029, the year of 
major construction commencement; period zero is 2029 and period 51 is 2080. 

2.2  The three capital cost scenarios 

The capital cost is the largest single quantity in the analysis and the dominant source of NPV 
uncertainty. Three discrete scenarios are evaluated to span the plausible range. The calibration 
follows the reference-class forecasting framework developed by Bent Flyvbjerg and colleagues 
for transport megaprojects. 

Low scenario — $75 billion (ALTO proponent-stated) 
The low scenario uses ALTO’s published cost estimate of $75 billion in real 2029 dollars. This is 
the central figure in the public-facing $60–$90 billion range provided in the ALTO Fast Forward 
document of March 2025 and corresponding Transport Canada briefing materials. Under the 
reference-class forecasting calibration, this figure sits at approximately the 2.5th percentile of 
the empirical distribution of cost outturns on comparable HSR megaprojects. The interpretation 
is that ALTO’s published figure is a lower-tail estimate consistent with the well-documented 
optimism bias in megaproject promotion, rather than a probability-weighted central estimate. 
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Several structural features of the published estimate support a lower-tail interpretation. The 
estimate predates the substantial scope expansion from the High Frequency Rail specification 
to the High Speed Rail specification announced in February 2025. The proponent has not 
published a contingency range, sensitivity analysis, or probabilistic distribution. The estimate is 
denominated in 2024 dollars and does not incorporate the inflation observed between 2024 and 
2026, nor the additional inflation expected through the construction period 2029–2039. The 
reference cost benchmarks cited in proponent materials are drawn from international HSR with 
composite engineering complexity scores in the 40s to low 50s on the CRI engineering 
complexity rubric — substantially lower than ALTO’s 73–81 composite score reflecting the 
Frontenac Arch crossing, the Napanee Limestone Plain karst exposure, the Leda clay segment, 
the St-Lawrence crossing, and the Canadian P3 megaproject delivery record. 

Central scenario — $143 billion (reference-class mean) 
The central scenario uses $143 billion, representing the median of a log-normal distribution 
calibrated such that ALTO’s $75 billion figure corresponds to the lower-tail percentile and the 
upper-tail percentile reflects the empirically observed dispersion in HSR cost outturns. The 
calibration parameters are mu_log = 4.963 and sigma_log = 0.312 in real 2029 dollars. The 
reference-class basis is the Flyvbjerg framework applied to the international HSR cost 
database, with corridor-specific adjustments for the engineering complexity factors enumerated 
above. 

The Flyvbjerg meta-analysis of rail megaprojects finds a mean cost overrun of approximately 
44.7 per cent relative to original budget at decision-to-build, with a right-skewed dispersion. 
Applying this overrun to ALTO’s baseline figure produces an expected outturn of approximately 
$108 billion in 2024 dollars, or approximately $120 billion adjusted for inflation to 2029 dollars. 
Adding the engineering complexity premium for ALTO’s upper-band corridor characteristics 
produces the $143 billion central estimate. This is the modal outcome of the reference-class 
distribution: the value that the analysis treats as the most likely capital cost in the absence of 
project-specific risk mitigation that goes beyond the historical record. 

The central scenario is the appropriate base case for procurement decision-making. The 
proponent’s published figure is methodologically inferior because it does not reflect the empirical 
record on cost overruns in projects of comparable scale, duration, and technical complexity. 
Treating $75 billion as the planning case would require demonstrating that ALTO will be 
delivered with cost discipline materially better than every comparable international HSR 
megaproject — a claim for which no evidence has been adduced. 

High scenario — $264 billion (P97.5 reference-class) 
The high scenario uses $264 billion, representing the upper 2.5th percentile of the calibrated 
cost distribution. Under the same log-normal parameterisation, this is the cost outturn that would 
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be exceeded by approximately one HSR project in forty of comparable scale and complexity. 
The high scenario is not an upper bound: it is the upper tail of the realistic-outcome distribution, 
capturing the dispersion observed in the international cost overrun record. Several specific HSR 
projects have approached or exceeded this scenario on a relative basis: UK HS2 Phase 1 
reached an overrun of approximately 250 per cent against its 2009 cost estimate before partial 
scope cancellation; California HSR reached an overrun of approximately 200 per cent against 
its 2008 cost estimate; HSL-Zuid in the Netherlands reached 228 per cent. 

Three structural features of the ALTO corridor suggest the high scenario should be treated as a 
realistic possibility rather than a tail risk. The geological exposure of the Eastern Ontario corridor 
— Frontenac Arch crossing, Napanee Limestone Plain karst, Leda clay treatment, St-Lawrence 
crossing — has no direct precedent in the international HSR cost database. The Canadian P3 
megaproject delivery record (Eglinton Crosstown +280 per cent overrun, Ottawa Confederation 
Line +57 per cent, Ontario Line +250 per cent in scope-adjusted terms) is materially worse than 
the international HSR average. The cold-climate operating environment adds documented 
permanent premia for both construction and lifecycle costs that have not been incorporated in 
proponent benchmarks. These three factors together justify treating the upper tail as a realistic-
case input to NPV analysis rather than a theoretical bound. 
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2.3  The three operating regimes 

The three operating regimes derive from the subsidy frontier of Research Note 4. Each regime 
represents an internally consistent point on the corridor’s achievable modal-shift frontier, with 
ridership, fare, revenue, and operating subsidy values that follow from a single underlying fare 
posture. The mapping from fare posture to ridership is set by the modal-shift S-curves calibrated 
against the air-rail and road-rail mode literature. 

Table 2. Operating regime parameters (central 2055 demographic anchor) 

Parameter Regime C 
(premium) Regime B (parity) Regime A 

(discount) 

Rail-to-air fare ratio 1.4 1.0 0.55 

Average fare ($/trip) $207 $157 $96 

Mature ridership (M pax/yr) 6.1 8.2 11.2 

Modal share captured 22% 30% 40% 

Annual fare revenue ($M) $1,260 $1,290 $1,080 

Annual operating cost M+O+F 
($M) $1,928 $2,116 $2,385 

Annual operating subsidy 
($M) $668 $826 $1,305 

Operating subsidy = max(0, operating cost − fare revenue). Mature values shown; in operating years 2040 through 
2047 ridership and revenue ramp from 50 per cent to 100 per cent of mature values. 

Regime C — premium fare posture 
Regime C represents premium fare positioning with a rail-to-air price ratio of 1.4 and an average 
fare of approximately $207 per trip. The ridership outcome of approximately 6.1 million annual 
passengers is the low-ridership end of the achievable frontier, reflecting the small share of price-
inelastic business travellers willing to pay above the prevailing air fare for the convenience of 
rail. The fare revenue of $1.26 billion per year is close to the corridor revenue peak, but the 
operating cost of $1.93 billion per year produces an operating gap of $0.67 billion per year — 
the smallest operating subsidy on the achievable frontier. Regime C is the operating posture 
that minimises total operating subsidy and approximates a yield-managed commercial 
operation. It is approximately the posture implied by the Cadence consortium’s announced 
commercial structure if the corridor is operated under a private revenue-risk model. 

Regime B — parity with air 
Regime B represents fare parity with air at a rail-to-air price ratio of 1.0 and an average fare of 
approximately $157 per trip. The ridership outcome of approximately 8.2 million annual 
passengers reflects the share of corridor air and road travellers for whom rail becomes the 
preferred mode at price parity, accounting for journey time differences and access/egress 
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factors. The fare revenue of $1.29 billion per year is the corridor revenue peak — fare cuts 
below this point reduce per-trip revenue faster than they expand ridership. The operating cost of 
$2.12 billion per year produces an operating subsidy of $0.83 billion per year. Regime B is the 
welfare-efficient operating point under standard cost-benefit assumptions: it is simultaneously 
the revenue-maximising point and the per-rider welfare-efficient point under federal-treasury 
value-of-time parameters. A profit-maximising private operator and a welfare-maximising public 
authority applying marginal cost-benefit analysis would converge on Regime B, even if they 
would disagree on whether to operate the corridor at all. 

Regime A — discount fare posture 
Regime A represents deep-discount fare positioning with a rail-to-air price ratio of 0.55 and an 
average fare of approximately $96 per trip. The ridership outcome of approximately 11.2 million 
annual passengers approaches the modal-shift ceiling of approximately 12 million on the 
achievable frontier, capturing approximately 40 per cent of the corridor addressable market 
under the S-curve parameters. The fare revenue of $1.08 billion per year is below the revenue 
peak — the fare cut reduces per-trip revenue faster than the ridership gain expands it. The 
operating cost of $2.39 billion per year produces an operating subsidy of $1.31 billion per year. 
Regime A is the ridership-maximisation operating point subject to the modal-shift physical 
ceiling; pushing beyond the ceiling would require corridor-external policy interventions (highway 
tolls, fuel pricing, aviation capacity restrictions) that go beyond the corridor’s own operating 
posture. 

The 24-million-by-2055 ridership figure cited in ALTO’s public materials sits above the modal-
shift ceiling of the achievable frontier. Doubling the modal share from 40 per cent to 80 per cent 
— the level implied by 24 million passengers under the corridor’s addressable market — would 
require fares well below cost recovery (a direct transfer to passengers) plus structural changes 
to the corridor’s competitive position against car and air. The 24 million figure is therefore not an 
operating point on the frontier developed here and is not modellable as a financial NPV under 
any defensible parameter combination. 
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2.4  Operating cost — engineering build 

Annual operating cost is computed from the lifecycle cost methodology of Research Note 3. The 
framework decomposes recurring lifecycle cost into three streams with fundamentally different 
drivers: infrastructure maintenance (the existence of fixed assets — track, OCS, signalling, 
structures, stations; asset inventory and age-driven; 77 per cent fixed at typical traffic), 
operations (the activity of running trains — crew, energy, rolling stock servicing, station staffing, 
dispatching; train-kilometre and passenger-volume driven; 69 per cent variable at typical traffic), 
and fleet capital recapitalisation (periodic replacement of trainsets at end of useful life; fleet size 
× unit price × useful life; traffic-insensitive). 

For the 1,000 km ALTO-scale corridor at Canadian conditions, the engineering build produces a 
combined annual cost of $1,381 million in fixed components plus approximately $26 per train-
kilometre in variable components. The fixed component sums infrastructure maintenance ($980 
million), fixed operating categories ($221 million), and fleet capital recapitalisation annuity ($180 
million). The variable component of $26 per train-km combines the variable share of 
infrastructure maintenance (track wear, contact wire, switches, signalling utilisation; 
approximately $9.79 per train-km) with the variable share of operations (train crew, traction 
energy, rolling stock light maintenance, station handling, dispatching, commercial overhead; 
approximately $16.44 per train-km). These per-train-km figures are calibrated against the 
California High-Speed Rail Authority 2024 Business Plan operations and maintenance cost 
model, SNCF Réseau and SNCF Voyageurs annual financial reports, ADIF AV management 
accounts, and the UIC Lasting Infrastructure Cost Benchmarking series. 

Expressing the cost in passenger-volume units gives an equivalent formulation of $1,381 million 
fixed plus $89.7 million per million annual passenger trips, using the 450-seat, 65 per cent load 
factor convention. The formulation in passenger-volume units is used throughout the cash flow 
modelling because the modal-shift framework produces ridership as its primary output. The 
variable component scales with current ridership (subject to demand ramp-up), while the fixed 
component is constant across operating years from 2040 onward. 

The decoupling of operating cost from capital cost is a structural feature of the engineering 
build. Operating cost is driven by service intensity (trains per day, train-kilometres per year, 
passengers per year) and not by what the infrastructure cost to build. A $264 billion corridor 
running 80 trains per day at 8 million annual passengers has essentially the same operating 
cost as a $75 billion corridor running the same service. This decoupling has substantive policy 
implications: the operating-side fiscal commitment can be decided independently of the capital-
side fiscal commitment, and the magnitude of the operating subsidy stream depends on policy 
choice (which fare posture) rather than on construction outturn (which capex scenario). 
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2.5  Cost-recovery break-even 

The combined annual cost is a linear function of service frequency: $1,381 million fixed plus $26 
per train-km variable, or equivalently $89.7 million per million annual passenger trips. Fare 
revenue scales linearly with passenger-kilometres at a given yield and load factor. The two lines 
cross at a break-even service level — the ridership below which the corridor cannot cover its 
recurring cost from fare revenue. 

At the reference yield of $0.20 per passenger-kilometre with a 65 per cent average load factor 
on the 1,000 km corridor, the revenue coefficient is approximately $21.4 million per train per day 
per year. The contribution margin per train per day — revenue less variable cost — is $11.8 
million. The fixed cost of $1,381 million per year therefore requires approximately 117 trains per 
day to recover, equivalent to 12.5 million annual passenger trips at the modelled load factor. 
Below this service level, the corridor operates at a loss before any consideration of construction 
debt service. Figure 1 plots the cost and revenue curves across the operating range, with the 
three subsidy-frontier regimes marked. 

Figure 1. Cost-recovery break-even and the three operating regimes 

 
Operating cost curve (solid navy) is the engineering build: $1,381M fixed plus $26 per train-km variable. The dashed 
terracotta line shows reference-yield fare revenue at $0.20 per passenger-km, 65 per cent load factor; cost and 
reference revenue cross at 117 trains per day (12.5 million annual passenger trips) — the cost-recovery break-even 
at reference yield. The solid terracotta curve is the modal-shift revenue line of Research Note 4, passing through the 
three regime points: it is Laffer-peaked at approximately $1.29 billion near Regime B, falling below the reference line 
because the modal-shift framework requires fares below the reference yield to capture additional modal share. The 
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three regime points show actual operating cost (navy squares, lying on the cost line) and actual fare revenue under 
the modal-shift coupling (terracotta diamonds, lying on the modal-shift revenue curve). The vertical gap between each 
regime’s square and diamond is the annual operating subsidy at that regime. The modal-shift revenue curve never 
crosses the cost curve at any achievable ridership — cost recovery from fare revenue alone is unreachable under the 
modal-shift S-curve framework, even at the deep-discount Regime A. 

The break-even threshold is informative in three ways. First, the modal-shift ceiling on 
achievable ridership is approximately 12 million annual passengers — slightly below the 12.5 
million cost-recovery threshold at reference yield. The corridor cannot reach cost-recovery 
break-even from fare revenue alone on the modal-shift S-curve framework, regardless of how 
aggressive the fare posture becomes. Second, the modal-shift revenue curve sits below the 
reference revenue line at every point in the achievable range, because the modal-shift 
framework requires fares below the reference yield to capture additional modal share. The 
actual revenue gap to cost recovery is therefore wider than the reference-yield comparison 
alone would suggest. Third, the modal-shift revenue curve is Laffer-peaked at approximately 
$1.29 billion near Regime B; fare reductions beyond Regime B (the parity-with-air point) reduce 
per-trip revenue faster than they expand ridership, so revenue declines even as ridership rises 
toward the modal-shift ceiling. The implication is structurally important: Regime B is not only the 
welfare-efficient point under standard cost-benefit assumptions, it is also the corridor revenue 
peak — the operating posture at which the cost-recovery gap is smallest in absolute dollar 
terms. 
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2.6  Discount rates 

Four real discount rates are evaluated to span the range of methodologically defensible choices. 
The central rate of 8 per cent real corresponds to the Treasury Board Secretariat social discount 
rate, established in the Canadian Cost-Benefit Analysis Guide and applied throughout federal 
infrastructure assessment. The 5 per cent rate corresponds to UK HM Treasury Green Book 
practice for long-lived infrastructure investments and is consistent with the declining-rate 
framework discussed in the academic literature for projects with horizons exceeding fifty years. 
The 3 per cent rate represents a long-horizon Treasury or full declining-rate proxy, and the 10 
per cent rate represents a private capital opportunity cost upper bound. 

Headline results are reported at 8 per cent TBS Central. All other rates are reported in full 
sensitivity tables in Section 3. The choice of discount rate has material effect on absolute NPV 
magnitudes but does not alter the directional finding that NPV is strongly negative across all 
defensible rates. Lower discount rates produce more negative NPV figures, reflecting that the 
cash flow profile is dominated by capex and operating subsidy outflows rather than by long-
dated revenue. 

2.7  Construction phasing, renewals, and terminal value 

Capital expenditure is allocated across the construction period 2029–2039 using an eleven-year 
S-curve profile reflecting the typical phasing of major rail infrastructure: 3 per cent in the design 
and early-works year (2029), ramping to peak heavy-construction allocations of 13 per cent in 
2034 and 2035, then tapering to 6 per cent in the commissioning year (2039). The full schedule 
sums to 100 per cent of total capex. The phasing is held constant across capex scenarios. 

Three discrete renewal events are modelled. A signalling refresh in year 20 of operations (2059) 
at 4 per cent of capex reflects the typical 20–25 year asset life of European Train Control 
System and equivalent signalling installations. A rolling stock replacement in year 30 of 
operations (2069) at 12 per cent of capex reflects the typical 30–35 year fleet life and the 
empirical observation that rolling stock typically constitutes 12–15 per cent of total HSR capex. 
A combined track and signalling refresh in year 40 of operations (2079) at 8 per cent of capex 
reflects major track relay activity together with the second signalling lifecycle. Renewals scale 
proportionally with capex across scenarios. 

A residual asset value at 2080 is included as a positive cash flow set at 40 per cent of original 
capex. This reflects the depreciated value of long-lived civil works (with typical asset lives of 60–
100 years for tunnels, bridges, and earthworks) net of the residually consumed value of rolling 
stock and signalling systems. The residual value is added to the 2080 cash flow and discounted 
accordingly. 
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2.8  Demand ramp and yield erosion 

Demand is assumed to ramp from 50 per cent of mature ridership in the first year of operations 
(2040), reaching 100 per cent by year eight (2047). The ramp profile approximates the historical 
demand build-up observed on mature international HSR services including HSL-Zuid in the 
Netherlands, AVE Madrid–Barcelona in Spain, and HS1 in the United Kingdom. The ramp is 
applied uniformly across the three operating regimes; each regime’s mature ridership is 
multiplied by the ramp factor to produce the year-by-year passenger volume that drives both 
fare revenue and the variable component of operating cost. 

Real fare yield is assumed to erode at 0.5 per cent per year, reflecting expected improvements 
in competing modes (electric vehicle cost reductions, regional aviation fuel efficiency, intercity 
coach modernization) over the analysis horizon. Yield erosion is applied to the real fare in each 
operating year, compounding from the mature regime fare. 

2.9  Economic NPV overlay components 

The economic NPV overlay adds five categories of benefit and one category of cost not 
captured in the financial cash flow. Passenger time savings are computed as ridership multiplied 
by average hours saved per trip multiplied by value of time, set at 1.75 hours per trip and $25 
per hour respectively. Modal-shift greenhouse gas savings are set at 113 kilotonnes of CO2-
equivalent per year at the Regime B baseline, scaled by regime ridership ratio and valued at 
$250 per tonne. Embodied construction carbon is treated as a negative externality, with total 
construction-phase emissions of 14.69 megatonnes CO2-equivalent valued at $250 per tonne 
and allocated across the construction years 2029–2039 in proportion to capex phasing. 
Accident reduction benefits are set at $30 per passenger. Local externalities — reduced 
highway noise, reduced local air pollution, reduced road congestion — are set at $5 per 
passenger. Network effects and agglomeration benefits are excluded. 
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3.  Results — Financial NPV 

Financial NPV is strongly negative across all thirty-six combinations of capex scenario, 
operating regime, and discount rate. Tables 3 through 6 present the full results at each of the 
four discount rates examined. All values are in billions of real 2029 Canadian dollars; figures in 
parentheses denote negative values. 

3.1  Results at TBS Central 8 per cent 

Figure 2. Cumulative discounted cash flow 2029–2080 

 
Sponsor perspective at Regime B parity-fare base case, 8% TBS Central discount rate. The construction phase 
2029–2039 drives cumulative discounted cash flow rapidly into deeply negative territory under all three capex 
scenarios. Operations from 2040 produce annual operating subsidy outflows that prevent cumulative recovery; the 
lines flatten asymptotically toward their terminal NPV values. The three small drops in the operations phase mark the 
signalling renewal at 2059, rolling stock replacement at 2069, and combined track-signalling refresh at 2079. The 
terminal residual value at 2080 produces a small upward inflection but does not change the cumulative trajectory. 
Final cumulative values are ($56B), ($102B), and ($184B) at Low, Central, and High capex respectively — these are 
the financial NPV values reported in Table 3. 

Table 3. Financial NPV at 8 per cent TBS Central ($B real 2029) 

Capital cost scenario Regime C Regime B Regime A 

Low — $75B ($55.4) ($56.2) ($58.5) 

Central — $143B ($101.5) ($102.3) ($104.6) 

High — $264B ($183.6) ($184.4) ($186.6) 
Highlighted: Central capex × Regime B base case. The 9-cell grid is monotonically more negative moving down 
(capex increasing) and weakly more negative moving across (regime changing from premium to discount), reflecting 
that higher ridership produces both higher operating costs and higher operating subsidy. 
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At the TBS Central 8 per cent rate, financial NPV ranges from negative $55.4 billion at the Low 
capex × Regime C cell to negative $186.6 billion at the High capex × Regime A cell. The Central 
capex × Regime B base case produces NPV of negative $102.3 billion. The decomposition of 
this figure at the central scenario is informative: present value of capex is $96.5 billion, present 
value of operating subsidy is $5.4 billion, present value of renewals is $1.6 billion, and present 
value of terminal residual is $1.1 billion. The capital component dominates, accounting for 
approximately 94 per cent of the total negative present value. 

Figure 3. Present value decomposition by capex scenario 

 
Regime B operating posture, 8% TBS Central. Each bar decomposes the present value cost and benefit components 
of the three capex scenarios. PV of capital cost (navy) dominates the negative side at every capex level, growing 
from $51B at Low to $178B at High. PV of operating cost (terracotta) is identical across capex scenarios at $11.2B 
because operating cost is structurally decoupled from construction outturn under the engineering build. PV of 
renewals (gold) scales with capex but remains a minor component. On the benefit side, PV of fare revenue (green) is 
$5.8B and capex-independent; PV of terminal value (gold tint) grows with capex; PV of economic overlay (green tint) 
is $0.76B. The net NPV (navy diamond) is the algebraic sum: benefits cover only 8 per cent of total costs at the 
central capex scenario. 
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3.2  Results at 5 per cent (HM Treasury Green Book) 

Table 4. Financial NPV at 5 per cent ($B real 2029) 

Capital cost scenario Regime C Regime B Regime A 

Low — $75B ($66.8) ($68.4) ($72.9) 

Central — $143B ($119.6) ($121.2) ($125.6) 

High — $264B ($213.4) ($215.0) ($219.5) 
At the lower 5 per cent rate, NPV is uniformly more negative because front-loaded capex outflows are discounted 
less heavily relative to long-dated revenue. The Central capex × Regime B cell at this rate is negative $121.2 billion. 

3.3  Results at 3 per cent (long-horizon Treasury) 

Table 5. Financial NPV at 3 per cent ($B real 2029) 

Capital cost scenario Regime C Regime B Regime A 

Low — $75B ($77.1) ($79.8) ($87.2) 

Central — $143B ($134.1) ($136.8) ($144.2) 

High — $264B ($235.6) ($238.2) ($245.7) 
At the lowest examined rate, NPV reaches its most negative values. The Central capex × Regime B base case is 
negative $136.8 billion. Even at a discount rate appropriate for a long-horizon intergenerational asset, NPV does not 
approach breakeven. 

3.4  Results at 10 per cent (private capital opportunity cost) 

Table 6. Financial NPV at 10 per cent ($B real 2029) 

Capital cost scenario Regime C Regime B Regime A 

Low — $75B ($49.7) ($50.2) ($51.7) 

Central — $143B ($91.9) ($92.4) ($93.9) 

High — $264B ($167.0) ($167.5) ($169.0) 
At the highest examined rate — representative of P3 sponsor cost of capital — NPV is at its least negative. The 
Central capex × Regime B base case is negative $92.4 billion. Even under private capital discounting, NPV does not 
approach breakeven. 

3.5  Sensitivity decomposition 

The decomposition of NPV variation across the three input dimensions is structurally 
informative. Moving from Low capex to High capex within a fixed regime and rate changes NPV 
by approximately $130 billion at 8 per cent — the dominant source of NPV variation. Moving 
from Regime C to Regime A within a fixed capex and rate changes NPV by approximately $3 
billion — a second-order effect that is approximately forty times smaller than the capex effect. 
Moving from 3 per cent to 10 per cent within a fixed capex and regime changes NPV by 
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approximately $45 billion at the central capex — comparable in magnitude to the capex effect 
but smaller in absolute terms at the lower capex scenarios. 

This decomposition has direct implications for the policy framing. The procurement and cost-
control decision is by far the most consequential single decision affecting NPV. The choice of 
operating posture, while important for distributional and modal-shift reasons, has a relatively 
small effect on the financial outcome. The choice of discount rate methodology, while material to 
absolute magnitudes, does not change the directional finding. The cost-side risks dominate the 
analysis in a way that the revenue-side and pricing-side risks do not. 

Figure 4. NPV sensitivity tornado — parameter swings from the base case 

 
Base case Central capex × Regime B × 8% TBS Central, NPV ($102.3B). Each bar shows the change in NPV when 
a single input parameter is varied from the base case to the upper or lower limit of its plausible range. Gold bars 
indicate parameter values that improve NPV (make it less negative); terracotta bars indicate values that worsen NPV. 
The capital cost parameter dwarfs every other input, with a swing of $130 billion across the Low-High range. Discount 
rate is the next-largest driver. All operating-side parameters combined — fixed and variable operating cost, fare yield, 
renewals, terminal value, yield erosion, and regime choice — produce swings of at most a few billion dollars each, 
more than an order of magnitude below the capex effect. 
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4.  Results — Operating Subsidy Stream 

The present value of the annual operating subsidy stream is reported as an explicit line item. 
The operating subsidy at any operating year is the gap between annual operating cost and fare 
revenue, bounded below by zero (fares cannot be negative; once revenue exceeds operating 
cost the corridor operates at an operating surplus rather than an operating subsidy). Under the 
engineering operating cost build, this gap is structurally independent of capital cost and varies 
only with the operating regime. 

Table 7. PV of operating subsidy stream by discount rate and regime ($B real 2029, 2040–
2080) 

Discount rate Regime C Regime B Regime A 

3% (long-horizon) $14.2 $16.9 $24.3 

5% (Green Book) $8.7 $10.3 $14.7 

8% (TBS Central) $4.6 $5.4 $7.6 

10% (private capital) $3.1 $3.7 $5.2 
Values shown are present value of the annual subsidy stream 2040–2080. Subsidy is capex-independent under the 
engineering operating cost build — the same values apply at all three capex scenarios. 

The operating subsidy at the TBS Central 8 per cent rate ranges from $4.6 billion at Regime C 
to $7.6 billion at Regime A. These are present values of the entire forty-year stream 2040–2080; 
the corresponding annual subsidy at maturity is $668 million at Regime C, $826 million at 
Regime B, and $1,305 million at Regime A. The annual figures are the politically resonant 
numbers for fiscal commitment communication: the corridor would impose an ongoing federal 
operating contribution of approximately $700 million to $1.3 billion per year over four decades, 
on top of the federal share of capital service. 

The capex-independence of the operating subsidy stream is the most analytically significant 
structural feature of the engineering build. Operating cost is driven by service intensity (trains 
per day, passengers per year) rather than by construction outturn. The corridor produces 
approximately the same operating cost whether the project is delivered for $75 billion or $264 
billion — the operating cost of running 80 trains per day with 8 million annual passengers is the 
same in either case. This decoupling has substantive policy implications: the operating-side 
fiscal commitment can be specified before the capital-side outturn is known, and the magnitude 
of the operating subsidy stream depends on policy choice (which fare posture) rather than on 
construction performance. 

The capex-side fiscal commitment is the federal share of capital service on the capital 
expenditure. At a representative procurement structure (federal share 50 per cent, blended cost 
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of capital 6 per cent, amortised over 40 years), federal capital service is approximately $2.5 
billion per year at the Low capex scenario, $4.8 billion at Central, and $8.8 billion at High. 
Combined with the Regime B operating subsidy of $0.83 billion per year, the full annual federal 
cost ranges from approximately $3.3 billion at the proponent-stated capex to approximately $9.6 
billion at the upper reference-class scenario. The full-cost-per-rider at Regime B mature 
ridership of 8.2 million per year ranges from $400 to $1,170 across the three capex scenarios — 
five to fourteen times the federal value-of-time per rider under standard cost-benefit parameters. 

Figure 5. Annual federal cost commitment by capex scenario 

 
Stacked annual federal cost at Regime B mature operations, combining capital service (federal share 50 per cent, 6 
per cent blended cost of capital, 40-year amortisation, capital recovery factor 0.0665) with the regime operating 
subsidy of $0.83 billion per year. The total federal cash commitment ranges from $3.32 billion per year at the 
proponent-stated capex to $9.60 billion per year at the upper reference-class capex. Expressed per rider at Regime B 
mature ridership of 8.2 million annual passengers, the federal cost ranges from $405 to $1,171 — five to fourteen 
times the federal value-of-time benefit per rider under standard cost-benefit parameters. Both stack components are 
reported in real 2029 dollars; capital service is the constant annuity payment over the 40-year amortisation period. 
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5.  Results — Economic Overlay and Benefit-Cost 
Ratios 

5.1  Economic overlay components 

The economic NPV overlay adds five categories of benefit and one category of cost not 
captured in the financial cash flow. Table 8 presents the present value of each component at the 
TBS Central 8 per cent rate, broken down by regime. The overlay benefits scale with ridership 
(regime-coupled) but are structurally independent of capital cost outturn: a $264 billion build 
produces the same passenger time savings as a $75 billion build at the same regime, because 
the time savings depend on the number of passengers and not on what the infrastructure cost. 

Table 8. Economic overlay components at 8% TBS ($B PV) 

Component Regime C Regime B Regime A 

Passenger time savings $1.28 $1.72 $2.35 

Modal-shift GHG savings $0.10 $0.14 $0.19 

Embodied carbon (debit) ($2.48) ($2.48) ($2.48) 

Accident reduction $0.88 $1.18 $1.61 

Local externalities $0.15 $0.20 $0.27 

Total economic overlay ($0.07) $0.76 $1.94 
The embodied carbon debit of $2.48 billion is regime-invariant — construction emissions depend on corridor 
characteristics, not on operating posture. The Regime C total overlay is slightly negative because the passenger 
benefits at low ridership (6.1M pax) are insufficient to offset the embodied carbon debit. Regime B and Regime A 
produce positive net overlay because higher ridership generates more time savings, GHG, accident, and local 
externality benefits. 

The economic overlay is small relative to the financial cash flow at every regime. Even at 
Regime A — the highest-ridership operating posture, which produces the largest positive 
overlay — the total overlay of $1.94 billion is approximately one-fiftieth of the central financial 
NPV of negative $102 billion. The overlay does not move the directional finding on combined 
NPV: combined NPV remains strongly negative across every parameter combination examined. 

5.2  Benefit-cost ratios across the 9-cell grid 

The benefit-cost ratio is the standard cost-benefit accounting framework for infrastructure 
investment, computed as the ratio of present-value benefits (fare revenue plus economic 
overlay) to present-value costs (capital expenditure plus operating cost plus renewals less 
terminal value). A BCR of 1.0 represents break-even on the standard framework; values above 
1.0 indicate economically viable investments; values below 1.0 indicate that the project 
consumes more economic value than it creates. 
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Table 9. Benefit-Cost Ratio at 8% TBS Central 

Capital cost scenario Regime C Regime B Regime A 

Low — $75B 0.092 0.106 0.107 

Central — $143B 0.053 0.061 0.062 

High — $264B 0.030 0.035 0.036 
All values are an order of magnitude below the 1.0 break-even threshold. The corner-to-corner range is 0.030 (High 
capex × Regime C) to 0.107 (Low capex × Regime A). Highlighted: Central capex × Regime B base case. 

The BCR grid never exceeds 0.11 in any cell. The most favourable cell — Low capex × Regime 
A — requires conjoining ALTO’s own optimistic capex figure with the deep-discount operating 
posture that maximises ridership. Neither half of this combination is publicly committed to by the 
proponent: the published capex estimate has not been subjected to reference-class adjustment, 
and no fare-posture or modal-share commitment has been disclosed. Under the central 
reference-class capex of $143 billion, the highest achievable BCR is 0.062 at Regime A — 
approximately one-sixteenth of break-even. 

The grid is monotonic in both dimensions. Higher capex produces lower BCR (capex effect 
dominates), and higher ridership produces marginally higher BCR (ridership benefits slightly 
outpace the operating cost increase). The slight regime improvement at higher ridership — from 
0.053 at Regime C to 0.062 at Regime A within the central capex scenario — reflects that the 
passenger time savings benefit scales linearly with ridership while operating cost scales sub-
linearly (fixed component plus variable component). The improvement is real but small: the 
regime axis explains less than 20 per cent of the BCR variation, while the capex axis explains 
more than 80 per cent. 

The Ontario provincial HSR study of 2016 examined a comparable 300 km/h scope along the 
same corridor and rejected the option at a reported BCR of 0.70. The current analysis is 
consistent with that finding and extends it: under reference-class capex adjustment and modal-
shift-constrained ridership, the ALTO HSR option produces a BCR materially worse than the 
level at which Ontario rejected the comparable scope a decade earlier. 
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6.  Discussion 

6.1  The capex × regime decomposition 

The most structurally informative feature of the analysis is the decomposition of NPV variation 
between the capex axis and the regime axis. The capex axis dominates: moving from the Low 
to High capex scenario at fixed regime and rate produces NPV swings of approximately $130 
billion at 8 per cent. The regime axis is second-order: moving from Regime C to Regime A at 
fixed capex and rate produces NPV swings of approximately $3 billion, roughly forty times 
smaller. This decomposition follows from the structural form of the cash flow: capex is 
concentrated in the first eleven years and dominates the discounted present value of total 
project cost, while operating subsidy is spread over forty years and is bounded above by the 
operating cost (which is itself bounded above by the modal-shift-constrained passenger 
volume). 

The policy implication is that the procurement and cost-control decision is by far the most 
consequential single decision affecting the corridor’s financial outcome. The choice of operating 
regime — premium, parity, or discount — affects ridership, modal-shift, and revenue, but does 
not move financial NPV by more than a few per cent. Decisions about fare posture, modal-shift 
policy, and ridership targets are substantive in their own right (they affect transport outcomes, 
distributional effects, and corridor utilisation), but they should not be presented as decisions that 
materially affect the corridor’s viability. The viability question is a capex question. 

6.2  The decoupling of operating cost from capex 

Operating cost is driven by service intensity (trains per day, train-kilometres per year, 
passengers per year) and is decoupled from capex outturn under the engineering build. The 
corridor produces approximately $2.1 billion in annual operating cost at Regime B mature 
ridership whether the project is delivered for $75 billion or $264 billion. The reason is structural: 
operating cost pays for the existence and activity of the operating system — track maintenance, 
energy, staff, rolling stock servicing — which depends on the size and use of the system, not on 
what it cost to build. 

This decoupling has substantive analytical implications. The operating-side fiscal commitment 
can be planned and committed before the capital-side cost is known with confidence. The 
magnitude of the operating subsidy stream depends on which operating regime the corridor 
adopts (a policy choice), not on which capital cost outturn materialises (a construction 
performance variable). The capital and operating decisions are structurally separable, which 
simplifies the political economy of corridor decision-making. 



ALTO HSR Financial Projection 

CRI Citizen Research Initiative  ·  citizenresearch.ca  ·  Page 25 

6.3  The 24-million ridership target problem 

The 24-million-by-2055 ridership figure cited in ALTO’s public materials sits outside the 
achievable frontier developed in the subsidy frontier work. The achievable ceiling under the 
modal-shift S-curve framework is approximately 12 million annual passengers — at the deep-
discount Regime A operating posture, capturing 40 per cent of the corridor addressable market. 
Doubling the modal share to 80 per cent (the level implied by 24 million passengers at the 
corridor’s demographic envelope) would require fares well below cost recovery (a direct transfer 
to passengers) plus structural changes to the corridor’s competitive position against car and air 
that go beyond the corridor’s own operating posture. 

The 24-million figure is therefore not a defensible operating point on the corridor’s frontier and is 
not modellable as a financial NPV under the regime framework. Public communication that pairs 
the 24-million target with operating cost or subsidy figures drawn from other points on the 
frontier is internally inconsistent: the corridor cannot simultaneously achieve 24-million ridership 
and the operating subsidy of Regime C (or any other regime point). Any independent review 
should ask which point on the frontier the corridor is actually targeting and what the implied 
fiscal commitment, modal-shift, and pricing assumptions are. 

Figure 6. ALTO public ridership target vs. modal-shift achievable frontier 

 
Horizontal scale of annual ridership in millions of full-corridor-equivalent passenger trips. The three subsidy-frontier 
operating regimes (Regime C at 6.1M, Regime B at 8.2M, Regime A at 11.2M) occupy the modal-shift achievable 
frontier between approximately 5 and 12 million annual passengers. The cost-recovery break-even threshold at 12.5 
million passengers sits just outside the modal-shift ceiling. ALTO’s public 24-million-by-2055 target sits 11.5 million 
passengers — nearly twofold — beyond the modal-shift ceiling. The gap is not bridgeable under the modal-shift S-
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curve framework: it would require modal share approximately 80 per cent against air and road, a level for which there 
is no precedent in the international HSR record on a comparable corridor. 

6.4  Implications for the corridor decision 

Three implications follow for independent review of the corridor’s projected fiscal trajectory. 
First, the choice of operating posture is a substantive policy decision, not a technical one. The 
same physical infrastructure produces materially different ridership, revenue, and net-public-
cost outcomes depending on which point on the achievable frontier is chosen. The choice 
should be made explicit in the public business case rather than implicit in the procurement 
structure. 

Second, the welfare-efficient operating point under standard cost-benefit assumptions sits at 
Regime B (parity with air, $826 million annual operating subsidy, approximately 8.2 million 
annual riders, marginal operating subsidy approximately $90 per added rider near the corridor 
revenue peak). This is also the revenue-maximising point. A government optimising for public 
welfare and a private operator optimising for revenue would converge on similar fare structures, 
even if they would disagree on whether to operate the corridor at all. 

Third, an independent review of the High Performance Rail (HPR) alternative is warranted. HPR 
is the framework developed by the Initiative for 200 km/h electrified passenger rail along the 
Highway 401 corridor with passenger and freight benefits, at a capital cost substantially below 
ALTO’s reference-class central. HPR delivers comparable user benefits over the same corridor 
(the Toronto–Ottawa–Montréal triangle) at a fraction of the capex; the reference-class 
adjustment that produces ALTO’s central capex of $143 billion does not apply equivalently to 
HPR, which uses existing rail corridor (the freight-displaced CN Kingston Subdivision plus 401 
corridor electrification) rather than greenfield HSR construction. An independent review should 
compare HPR and ALTO on the same NPV framework, with HPR producing materially less 
negative NPV and materially higher BCR across every defensible parameter combination. 
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7.  Limitations 

The analysis is deterministic across the 36 cells of the capex × regime × rate grid. A 
probabilistic overlay using Monte Carlo simulation with log-normal capex distribution and 
coupled regime sampling would refine the central tendency and produce confidence intervals 
around the headline NPV figures, but would not change the directional finding under reasonable 
parameter distributions. 

The construction phasing is held constant across capex scenarios. In practice, higher cost 
outturns typically correlate with longer schedules. Modelling this correlation would push capex 
further into the future, partially offsetting the discounting effect, but would also delay revenue 
inception and increase financing carrying costs. The net effect on probabilistic NPV in the 
upper-cost scenarios would be modestly more negative than the current deterministic results 
indicate. 

The economic overlay uses constant real value-of-time and constant real carbon prices over the 
analysis horizon. Treasury values for both are expected to increase in real terms over the next 
several decades. Modelling this trajectory would modestly increase the economic overlay 
benefit; it would not move the directional finding on combined NPV. 

Network effects, agglomeration benefits, and induced demand are excluded from the analysis. 
These categories of benefit are speculative and lack robust empirical support for the corridor 
under examination. Their inclusion at central federal-treasury values would not move the BCR 
by more than approximately 20 per cent — insufficient to bridge the order-of-magnitude gap to 
break-even. 

The cold-climate operating premium documented in international comparators (approximately 
25–30 per cent on infrastructure maintenance and rolling stock) is not separately applied; the 
engineering build is calibrated against international benchmarks and may understate Canadian-
specific operating costs. Applying a 25 per cent premium to the variable cost component would 
increase mature annual operating cost by approximately $200–300 million per year across the 
three regimes and would modestly worsen NPV and BCR. 

8.  Conclusions 

The ALTO project produces strongly negative Net Present Value across every defensible 
parameter combination examined. At the Treasury Board Secretariat central 8 per cent discount 
rate, financial NPV ranges from negative $55 billion at the Low capex × Regime C cell to 
negative $187 billion at the High capex × Regime A cell. The central reference-class case at 
$143 billion capex and Regime B parity-fare operating posture produces NPV of negative $102 
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billion. The benefit-cost ratio across the 9-cell capex × regime grid ranges from 0.030 to 0.107 
— every cell at least nine times below the break-even threshold. 

Cost-recovery break-even from fare revenue alone sits at 117 trains per day or 12.5 million 
annual passengers at the reference yield. All three subsidy-frontier operating regimes deliver 
ridership below this threshold; even Regime A at 11.2 million passengers does not reach cost 
recovery on the modal-shift-constrained fare structure. The corridor therefore requires ongoing 
federal operating subsidy under every realistic operating posture. 

The present value of the annual operating subsidy stream is structurally independent of capital 
cost under the engineering operating cost build. At the 8 per cent rate, the subsidy stream 
ranges from $4.6 billion at Regime C to $7.6 billion at Regime A across the four-decade 
operating horizon, with corresponding mature annual subsidies of $668 million to $1,305 million. 
The capital-side fiscal commitment — federal share of capital service — adds approximately 
$2.5 to $8.8 billion per year across the three capex scenarios. 

Capital cost is the dominant single driver of NPV uncertainty, with the regime axis a second-
order factor. The procurement and cost-control decision is by far the most consequential single 
decision affecting the corridor’s financial outcome. The choice of operating regime is substantive 
for transport policy and distributional reasons but does not move the financial NPV by more than 
a few per cent. 

The 24-million-by-2055 ridership figure cited in ALTO’s public materials sits outside the 
achievable modal-shift frontier and is not modellable as a financial NPV under the regime 
framework. Public communication that pairs the 24-million target with operating cost or subsidy 
figures drawn from other points on the frontier is internally inconsistent. 

The analysis indicates that proceeding with ALTO at any defensible parameter combination 
would impose a significant net cost on Canadian public finances over the analysis horizon, even 
after accounting for non-financial passenger and environmental benefits. The single largest 
lever for improving project economics is cost containment, but the distribution of historical cost 
overruns on comparable HSR megaprojects provides no empirical basis for assuming that 
ALTO will achieve a more favourable outturn than the reference class. An independent review of 
the High Performance Rail (HPR) alternative, as a lower-capex configuration that delivers 
comparable user benefits over the same corridor, is warranted before any corridor selection 
decision is finalized. 
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Appendix A — Parameter Table 

Complete list of model parameters with values and sources. 

Parameter Value Source / interpretation 

Capital cost scenarios   

Low capex (ALTO proponent) $75B ALTO Fast Forward, Mar 2025; 
P2.5 of reference class 

Central capex (reference-class mean) $143B Flyvbjerg calibration, log-normal 
median 

High capex (P97.5 reference-class) $264B Upper 2.5th percentile, Flyvbjerg 
distribution 

Operating regimes (Research Note 4)   

Regime C — mature pax / fare / revenue / 
subsidy 

6.1M / $207 / 
$1,260M / $668M Premium fare posture, ratio 1.4 

Regime B — mature pax / fare / revenue / 
subsidy 

8.2M / $157 / 
$1,290M / $826M 

Parity with air, ratio 1.0, revenue 
peak 

Regime A — mature pax / fare / revenue / 
subsidy 

11.2M / $96 / 
$1,080M / $1,305M Discount fare posture, ratio 0.55 

Operating cost (Research Note 3 
engineering build)   

Fixed component $1,381M/yr Maintenance fixed + ops fixed + 
fleet capital annuity 

Variable per train-km $26/train-km Equivalent $9.575M per train/day at 
1,000 km, 365 days 

Variable per million annual pax $89.7M/yr Conversion at 450 seats × 65% LF 
× 1,000 km 

Cost-recovery break-even (at reference 
yield) 

117 trains/day, 
12.5M pax/yr 

At $0.20/pax-km, 65% LF, 1,000 
km 

Discount rates   

Long-horizon Treasury 3% Declining-rate proxy 

HM Treasury Green Book 5% UK reference for long-lived infra 

TBS Central (headline) 8% Treasury Board Secretariat 

Private capital opportunity cost 10% P3 sponsor cost-of-capital upper 
bound 

Time horizon, phasing, renewals, 
terminal   

Start year / end year 2029 / 2080 52-year horizon, period 0 = 2029 
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Operations commencement 2040 11-year construction 2029–2039 

Demand ramp (50% to 100%) 8 years HSL-Zuid, AVE, HS1 comparable 
build-ups 

Real fare yield erosion per year 0.5% Competing modes improving 

Signalling renewal (yr 20 of ops) 4% of capex ETCS asset life 

Rolling stock replacement (yr 30) 12% of capex Fleet life 30–35 years 

Track + signalling refresh (yr 40) 8% of capex Second signalling cycle + track 
relay 

Terminal residual value at 2080 40% of capex Depreciated civil works net of 
consumed RS 

Economic overlay parameters   

Time saved per trip 1.75 hr Defensible mid-range 

Value of time $25/hr TC commercial blend 

Modal-shift GHG @ Reg B baseline 113 kt/yr Scales with regime pax / 8.2M 

Carbon price $250/t ECCC mid-trajectory approximation 

Embodied construction emissions 14.69 Mt CRI Appendix H central; range 
6.87–29.60 

Accident reduction $30/pax TC VSL × rate differential 

Local externalities $5/pax Noise + local air + congestion 
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Headline Finding 
Since 2000, Norway has operated a mandatory two-gate external Quality Assurance 
scheme (QA1 and QA2) under the Ministry of Finance for all major public investment 
projects. Twenty-five years of operating evidence across approximately 160 reviewed 
projects demonstrates that systematic external review materially improves cost discipline: 
roughly three-quarters of post-QA2 projects have been delivered within their parliamentary 
cost frame, against pre-QA cost overruns documented at 59 to 183 percent on Norwegian 
transport projects. 
Applied to the Canadian context, the Norway scheme provides a working institutional 
template for the independent review of the High Performance Rail (HPR) alternative that 
the Initiative has been advocating before final corridor selection. ALTO's published $75 
billion cost figure is a concept-stage estimate that, by Norwegian standards, has not yet 
been subjected to either external concept-stage review (QA1) or stochastic pre-budget 
cost validation (QA2). A federal investment of ALTO's scale and policy importance would 
unambiguously fall within the scope of mandatory independent review under any 
institutional design comparable to Norway's. 
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1.  Origin and purpose of the scheme 

Norway's Quality Assurance scheme — known in Norwegian as kvalitetssikringsordningen, 
abbreviated KS1 and KS2, and rendered in English-language documentation as QA1 and QA2 
— was established in 2000 by the Norwegian Ministry of Finance in response to a recurring 
pattern of cost overruns and weak strategic justification on Norwegian megaprojects through the 
1980s and 1990s. The scheme was created with two specific objectives: to avoid embarrassing 
budget overruns on projects already under construction, and to filter out flawed investment 
cases that should not have been started at all. 
In its initial form (2000–2005) the scheme consisted only of QA2 — quality assurance of the 
management base and cost estimates immediately before parliamentary funding approval. From 
2005 onwards, QA1 was added as an upstream gate covering the choice of conceptual solution 
itself, before the project enters the pre-project (preliminary design) phase. The two-gate 
structure has remained substantially unchanged since 2005, with periodic recalibration of 
thresholds and procedural detail through Ministry of Finance circulars. The current governing 
circular is R-108/23 (subsequently superseded in part by R-108/25), which specifies 
documentation requirements, review procedures, and ministerial accountabilities. 
The scheme is mandatory. It applies to all government investment projects with an estimated 
total cost frame above the threshold value of approximately one billion Norwegian kroner 
(approximately CAD 130 million in 2026 terms), and approximately 300 million NOK 
(approximately CAD 39 million) for digitalisation projects. The petroleum sector is exempt. 
State-owned enterprises with their own investment authority — including Bane NOR (the railway 
infrastructure operator), Nye veier (the highways agency), and Statnett (the transmission 
operator) — operate parallel internal QA regimes that closely mirror the central scheme. The 
result is that essentially every Norwegian federal infrastructure investment of comparable scale 
to ALTO would be subject to mandatory independent external review at two specific decision 
points. 

2.  Structure of the two review gates 

2.1  QA1 — Quality assurance of concept choice 
QA1 is performed by the end of the concept appraisal phase, before a Cabinet decision to start 
a pre-project. The purpose, as stated in the Ministry of Finance documentation, is to ensure that 
the decision to start a pre-project and the choice between alternative concepts are subject to 
political control, and that the documents underlying the decision base are of high quality. 
As the basis for the QA1 review, the proponent ministry or agency must prepare a Conceptual 
Appraisal document (Konseptvalgutredning, abbreviated KVU). The KVU must include: 
•  A needs analysis identifying the underlying problem the project is intended to address; 
•  A goals and objectives statement specifying the societal outcomes the project is intended to 
deliver; 
•  A requirements analysis identifying functional and operational specifications; 
•  An alternatives analysis encompassing at minimum the zero option (do nothing) and at least 
two other conceptually different alternatives; 
•  A cost-benefit analysis covering each alternative. 
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The external reviewer assesses whether the documentation adequately supports the proposed 
conceptual choice and whether the alternatives analysis is genuine — that is, whether the do-
nothing case and the conceptually different alternatives have been evaluated rigorously rather 
than treated as nominal foils to a predetermined preferred option. The reviewer's 
recommendation goes to Cabinet for political decision; Cabinet may accept the 
recommendation, modify it, or reject the project entirely. The QA1 reviewer does not have 
decision authority — but the recommendation is on the public record, and a Cabinet decision 
contrary to the QA1 recommendation requires explicit political accountability. 

2.2  QA2 — Quality assurance of the management base and cost estimates 
QA2 is performed at the end of the pre-project phase, before the project is submitted to 
Parliament (Stortinget) for funding approval. The control aspect is the explicit primary objective: 
the reviewer examines the documentation behind the proposition presented to Parliament with 
emphasis on cost estimates, and provides an independent recommendation on the budgeted 
cost frame. 
The methodological core of QA2 is stochastic cost estimation. Rather than a single deterministic 
cost figure, the reviewer produces a probability distribution of total investment cost using either 
mathematical-analytical methods or Monte Carlo simulation tools. The Ministry of Finance 
standard is that the parliamentary budgeted cost is normally set at P85 — the 85th percentile of 
the cost distribution — with a separately defined target cost (typically the median or P50) that 
commits the executing agency. The rationale, stated explicitly in the governing literature, is that 
simple deterministic cost estimates are systematically skewed and do not provide sufficient 
assurance that the parliamentary budget will not be exceeded. 
The QA2 reviewer also produces a forward-looking management challenge assessment, 
charting the operational risks for the remaining project phases. This includes contractor and 
procurement risks, scope-change risks, schedule risks, and stakeholder risks. The output is a 
project-specific reduction list (kuttliste) — a pre-identified set of scope items that can be 
removed during execution if costs trend toward the upper bound of the distribution. This is a 
structurally important feature of the system: it preserves project flexibility within the 
parliamentary cost frame rather than requiring formal re-authorization for each cost overrun. 

3.  Who performs the reviews and how independence is preserved 

The QA reviewers are external private-sector consultants on a Ministry of Finance framework 
agreement. The current framework (entered September 2023) covers seven consortia, each 
comprising several Norwegian or Norwegian-affiliated firms. The named consortia include Holte 
Consulting, Menon Economics, A-2 Norge, Dovre Group Consulting, the Institute of Transport 
Economics (Transportøkonomisk institutt), and several others in various combinations. It is 
compulsory to use one of these pre-approved consortia; ad hoc retention of consultants outside 
the framework is not permitted. 
Several institutional features preserve the independence of the review: 
•  The Ministry of Finance — not the project-proposing ministry — selects the reviewing 
consortium for each project, by call-off against the framework. This separates the funding-
approval ministry from the project-promoting ministry, removing the conflict that would arise if 
the proponent could choose its own reviewer. 
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•  The reviewer is required to follow pre-defined methodological requirements set out in the 
Ministry of Finance circular. The reviewer does not have discretion to redefine the scope of the 
review or to renegotiate methodology with the proponent. 
•  Reviewers are subject to standing conflict-of-interest restrictions. A consortium that has 
performed concept-stage advisory work on a project is generally precluded from performing the 
QA review on the same project. 
•  The QA reports are public documents (with limited commercial-confidentiality redactions) and 
are catalogued by NTNU's Concept Research Programme, which has tracked every QA review 
since the scheme's inception. 
The cost of the review itself is small in proportion to the investment under examination — 
typically a fraction of one percent of project capital cost — and is a budgeted line item in the 
Ministry of Finance's project-development funding rather than a charge against the project 
ministry. 

4.  Empirical track record after twenty-five years 

The Concept Research Programme at the Norwegian University of Science and Technology 
(NTNU) has systematically tracked the cost performance of every project subject to the QA 
scheme since 2000. The accumulated evidence base now covers approximately 160 QA2 
reviews and approximately 60 QA1 reviews — sufficient sample size to draw robust conclusions 
about whether external QA materially improves cost discipline. 

4.1  Cost performance after QA2 
Independent academic studies converge on a consistent finding: post-QA2 Norwegian projects 
substantially out-perform the international cost-overrun benchmarks. The most recent 
comprehensive review (Welde and Klakegg, 2022) finds that approximately 75 percent of 
projects subjected to external QA have been delivered within their parliamentary cost frame. A 
multi-country study covering Norwegian, Danish, and Swedish rail and road infrastructure 
projects completed between 2008 and 2022 (Love et al., 2025) concludes that Scandinavian 
infrastructure projects are generally delivered "on cost, over time" — within their approved 
budgets, though often behind schedule. 
This stands in sharp contrast to the international cost-overrun literature. Flyvbjerg, Skamris 
Holm and Buhl (2003), in their analysis of 258 transport infrastructure projects across 20 
countries, document mean cost overruns of 45 percent on rail projects and 20 percent on roads. 
Pre-QA Norwegian transport projects analysed by Odeck (2004) showed cost overruns ranging 
from 59 percent to 183 percent. The introduction of mandatory external QA materially 
compressed this distribution. 

4.2  The harder finding: front-end cost escalation persists 
The more nuanced finding from the Norway evidence concerns the front-end phase — the 
period between QA1 (concept-stage) and QA2 (pre-funding). Even with mandatory QA1 review, 
average cost escalation between QA1 and QA2 has been approximately 40 percent across the 
projects studied by Welde and Odeck (2017) and subsequent updates. The underlying 
mechanism is well-understood: as a project moves from concept appraisal to detailed pre-
design, scope clarification typically reveals cost drivers that were not captured in the initial 
conceptual estimate. The Norwegian Planning and Building Act (which gives municipalities and 
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regional authorities significant influence over alignment, station siting, and environmental 
mitigation) is a documented contributor to this front-end scope expansion. 
In response, the Ministry of Finance introduced in 2019 a formal requirement that all major 
projects maintain a continuous change log of cost and scope changes during the front-end 
phase, with the explicit objective of constraining QA1-to-QA2 escalation. The 2025 update of the 
governing circular (R-108/25) further tightens the change-log requirement and adds a structured 
benefit realisation plan to QA2 documentation. 

4.3  Implications for the Canadian context 
Two implications follow. First, the Norwegian evidence demonstrates that systematic external 
QA does materially improve post-funding cost discipline — the central rationale for adopting an 
analogous scheme in Canada is empirically supported, not merely procedural. Second, the 
persistence of front-end cost escalation even with QA1 in place reinforces the analytical 
importance of reference-class adjustment of concept-stage cost estimates. ALTO's published 
$75 billion figure is a pre-QA1-equivalent estimate; the Norwegian empirical record predicts an 
average of approximately 40 percent escalation through the equivalent of pre-project phase, 
which alone would lift the figure to approximately $105 billion before any of the additional 
adjustments that the Initiative's reference-class analysis applies. 
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5.  Norway QA versus Canadian federal practice 

Table 1 sets out the principal institutional features of the Norway scheme alongside current 
Canadian federal practice for major investment projects. The differences are structural rather 
than incidental. 

Table 1.  Norway QA1/QA2 versus Canadian federal practice 

Feature Norway QA1 / QA2 Canada (federal practice) 

Mandatory threshold ≈ CAD 130 million (NOK 1B); 
CAD 39M for IT 

No equivalent threshold-triggered 
mandatory external QA 

Concept-stage external review 
(QA1) 

Required before Cabinet 
approves pre-project 

Internal departmental review only; 
no mandatory external concept 

review 
Pre-funding external review 
(QA2) 

Required before Storting funding 
vote 

Treasury Board review; not 
external; not stochastic by default 

Cost basis for Parliament P85 of probability distribution 
Typically deterministic point 

estimate; risk-adjusted reserves 
vary by project 

Reviewer selection Ministry of Finance call-off against 
pre-approved consortia framework 

Project-proposing department 
selects its own consultants 

Public availability of QA report Public document (with commercial 
redactions) 

Generally not published; subject 
to ATIP 

Concept alternatives required Zero option plus at least two 
conceptually different alternatives 

Variable; not standardised across 
departments 

Track record ≈160 QA2 reviews since 2000; 
≈75% on-budget delivery 

No directly comparable 
institutional review record 

The most consequential differences are at the concept-stage gate. Canada has no equivalent of 
QA1 — no mandatory external review of conceptual alternatives before a project enters the pre-
design phase. The Treasury Board Secretariat's Directive on the Management of Projects 
requires departmental project complexity and risk assessments, but these are internal and do 
not include external evaluation of whether the conceptual choice is defensible against 
substantively different alternatives. The result is that Canadian federal projects can advance 
from concept selection through pre-design to budget submission without ever being subjected to 
genuinely independent third-party scrutiny of the conceptual choice itself. 
ALTO is a paradigmatic example of this gap. The conceptual choice between high-speed rail 
(ALTO), high-frequency rail (HFR, the 2021 Joint Project Office concept), and high-performance 
rail (HPR, the alternative the Initiative has developed) has not been the subject of any structured 
external review. Under Norwegian rules, this comparison would be the literal substantive 
content of QA1, and Cabinet could not authorize a pre-project on any one of the three concepts 
without first having the comparison externally reviewed. 
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6.  Application to the ALTO corridor decision 

Five specific implications follow from applying the Norway QA framework as an analytical lens to 
the ALTO project. 

6.1  ALTO's published cost figure would not be acceptable to Norwegian 
Parliament 
Norway's QA2 standard requires that the parliamentary cost frame be set at P85 of a stochastic 
cost distribution — explicitly because deterministic point estimates are systematically skewed 
and do not provide sufficient assurance against budget overrun. ALTO's published $75 billion 
figure is a deterministic concept-stage estimate. By Norwegian standards, this figure would not 
be acceptable as the basis for a parliamentary funding vote regardless of how rigorously it had 
been internally derived. The Initiative's reference-class adjustment to a $143 billion central 
scenario and a $264 billion P97.5 scenario — the figures used throughout the underlying NPV 
analysis — is a methodologically conservative analogue of what a Norwegian QA2 review would 
produce. The Norwegian framework treats this kind of probabilistic framing as the minimum 
acceptable standard, not as a critical exercise. 

6.2  The conceptual alternatives requirement has not been met 
Norwegian QA1 requires evaluation of the zero option plus at least two conceptually different 
alternatives. The substantive comparison among ALTO (high-speed rail), HFR (the JPO 2021 
high-frequency rail concept), and HPR (the high-performance rail alternative the Initiative has 
developed) is the conceptual choice that QA1 is designed to subject to external review. This 
comparison has not been structured, has not been externally reviewed, and is not present in 
publicly available ALTO documentation. A Norwegian QA1 reviewer would not have approved 
corridor selection on the documentation ALTO has produced to date. 

6.3  ALTO is a paradigmatic case of the investment QA1 is designed to filter 
The Initiative's iso-BCR analysis finds that ALTO at central reference-class parameters 
produces a benefit-cost ratio of approximately 0.11 against the threshold of 1.0 — that is, the 
project returns approximately eleven cents in benefits for every dollar invested. This is precisely 
the category of investment that QA1 was designed to filter out. The Norwegian scheme was 
created in 2000 to address what its founding documentation describes as "the type of flawed 
investment cases one had seen in the past" — projects that should not have been started at all, 
regardless of how well executed. A BCR of 0.11 at central parameters is the textbook profile of 
a flawed investment case. A Norwegian QA1 review would have flagged ALTO for substantive 
concept reconsideration, not procedural improvement. 

6.4  The HPR alternative warrants concept-stage independent review 
The natural recommendation that follows is structural rather than rhetorical. The HPR alternative 
— combining electrified passenger service along the existing Highway 401 corridor with freight 
relocation onto a parallel dedicated freight corridor — is a substantively different concept from 
both ALTO and HFR. The Initiative has developed the HPR framework to a level of detail 
comparable to the proponent-stage documentation that would underlie a Norwegian QA1 
review. The next institutional step, by analogy with the Norwegian framework, is for the federal 
government to commission an independent concept-stage review of the three alternatives 
(ALTO, HFR, HPR) before any final corridor selection decision is reached. This is the 
substantive content of the policy recommendation in the Initiative's letter to Minister MacKinnon. 
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6.5  An adapted Canadian framework is feasible and proven 
Norway is not a unique case. Comparable schemes operate in the United Kingdom (the Cabinet 
Office's Major Projects Authority and the Infrastructure and Projects Authority gateway reviews), 
the Netherlands (the OEI guidelines for cost-benefit analysis of major infrastructure), and at the 
European Investment Bank (independent ex-ante evaluation requirements). The absence of a 
Canadian federal equivalent is a gap in institutional design rather than a settled policy choice. 
Adapting the Norwegian framework to Canadian conditions — federal-provincial coordination, 
Indigenous consultation requirements, regional development considerations — is feasible within 
the existing Treasury Board policy architecture, and the design work has been substantially 
completed in academic literature (Samset, Volden, and colleagues at the Concept Research 
Programme have published the methodology in English). 
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7.  Specific recommendations 

Three recommendations follow from this analysis. They are presented in order from project-
specific (immediately applicable to the ALTO corridor decision) to institutional (broader 
Canadian federal investment governance). 

7.1  Independent concept-stage review of the three corridor alternatives 
Before any final corridor selection decision is reached, the federal Department of Finance 
should commission an independent external review of the three corridor alternatives — ALTO, 
HFR, and HPR — modelled on Norwegian QA1. The review should be conducted by an external 
consortium not previously engaged on any of the three alternatives, against pre-defined 
methodological requirements specifying the comparison of needs, goals, requirements, 
alternatives, and cost-benefit analysis. The reviewer's report should be a public document and 
should be tabled before the federal Cabinet decision on the preferred concept. This is the 
substantive content of the Initiative's recommendation in its post-consultation correspondence 
with Minister MacKinnon. 

7.2  Stochastic cost framing for any preferred concept 
Whichever concept is selected following the independent review, the Treasury Board 
submission for federal funding should be supported by a probabilistic cost distribution rather 
than a deterministic point estimate. The parliamentary cost frame should be set at P85 of the 
distribution, with a P50 target cost committing the executing agency, and a documented 
reduction list specifying scope items that can be removed during execution if costs trend toward 
the upper bound. This is the QA2 methodological standard and represents a minimum-
acceptable framing for any federal investment of this scale and policy importance. 

7.3  Federal institutional design: a Canadian QA scheme 
The broader institutional implication is that Canada lacks a federal equivalent of Norway's 
QA1/QA2 framework, and that the absence is structural rather than incidental. The 2021 Joint 
Project Office Business Case for HFR — still not publicly released, with the Initiative's Access to 
Information request pending with Transport Canada — is itself a document that under 
Norwegian institutional design would have been a public QA1 deliverable subject to external 
review at the time. Establishing a Canadian analogue of the Norwegian scheme, with mandatory 
external concept-stage and pre-funding reviews for all federal projects above an appropriate 
threshold, would address a recurring weakness in Canadian federal infrastructure governance 
documented across multiple Auditor General reports. This is a longer-term recommendation, but 
the ALTO decision is precisely the kind of project that demonstrates why the institutional gap 
matters. 
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8.  Sources and supporting documents 

This research note draws on the institutional documentation of the Norwegian QA scheme, the 
academic literature on its empirical performance, and the Initiative's own ALTO analytical work. 

 

 

Norwegian institutional documentation 
•  Norwegian Ministry of Finance, Circular R-108/23 (English translation R-108/25), ‘The State 
Project Model: Quality Assurance of Major Public Projects’. The current governing circular for 
the QA scheme. 
•  NTNU Concept Research Programme, ‘The QA Scheme — QA1 and QA2’. Available at 
ntnu.edu/concept. The Concept Research Programme has tracked every QA review since the 
scheme’s inception in 2000. 
•  Norwegian Ministry of Finance, ‘The Norwegian Project Model’, presentation to the Icelandic 
Federation of Industries, 2023. Available at vfi.is. 

Academic literature on empirical performance 
•  Samset, K., Volden, G.H., Olsson, N., and Kvalheim, E.V. (2015). ‘Governance Schemes for 
Major Public Investment Projects’. Concept Research Programme Report No. 47, NTNU. 
•  Welde, M., and Odeck, J. (2017). ‘Cost escalations in the front-end of projects — empirical 
evidence from Norwegian road projects’. Transport Reviews 37(5). 
•  Odeck, J., Welde, M., and Volden, G.H. (2015). ‘The impact of external quality assurance of 
cost estimates on cost overruns: empirical evidence from the Norwegian road sector’. European 
Journal of Transport and Infrastructure Research 15(3). 
•  Welde, M., and Klakegg, O.J. (2022). ‘Cost performance in major public investment projects 
after external quality assurance’. Concept Research Programme. 
•  Love, P.E.D., Ahiaga-Dagbui, D., et al. (2025). ‘On cost, over time: How Scandinavian 
transport infrastructure challenges conventional understanding of project delivery performance’. 
International Journal of Project Management. 
•  Christensen, T. (2011). ‘The Norwegian front-end governance regime of major public 
projects’. International Journal of Managing Projects in Business 4(2). 

Cost-overrun comparator literature 
•  Flyvbjerg, B., Skamris Holm, M.K., and Buhl, S.L. (2003). ‘How common and how large are 
cost overruns in transport infrastructure projects?’ Transport Reviews 23(1), 71–88. 
•  Odeck, J. (2004). ‘Cost overruns in road construction — what are their sizes and 
determinants?’ Transport Policy 11(1), 43–53. 
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Initiative supporting documents 
•  ALTO_NPV_Research_Report — full NPV methodology, results, and JPO 2021 comparison. 
•  ALTO_IsoBCR_Research_Note — iso-BCR=1 analysis identifying the parameter space 
within which BCR=1 is achievable. 
•  ALTO_NPV_Analysis_v3 — Excel model with iso-BCR sheets at 3% / 5% / 8% TBS, 
discount-rate comparison, and Monte Carlo. 
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